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Abstract
The increasing interest in microfluidic applications in recent years resulted in a constantly
growing demand for computational fluid dynamics on micro-/mesoscopic scales. The
corresponding methods have evolved from a topic mainly of relevance for fundamental
research to a crucial tool for engineering applications. The physically correct modeling of
the boundary interactions is critical on these scales, as the influence of boundary effects
increases inversely proportionally with the characteristic length. Mesoscopic particlebased approaches, that is, methods where the fluid is modeled using discrete particles, are
able to capture these effects correctly. The applicability of many existing simulation tools,
however, is rather limited with respect to systems of complicated shape. Yet such shapes
are necessary for microfluidic devices in order to perform, for example, the continuous
sorting of cells. Furthermore, as the computational cost of mesoscopic particle-based
methods is high, the simulation tools have to be optimized for modern high-performance
computing systems and be able to exploit the parallelism of today’s supercomputers.
The aim of this work is to develop methods and algorithms required for a general, yet
efficient simulation framework able to handle boundary conditions of complicated shape.
The description of the computational domain using unstructured grids, combined with
additional obstacles defined by combinations of geometric primitives is suggested. This
hybrid approach combines the universality of unstructured grids constructed by applying
conventional meshing tools with the fully analytical description of boundary surfaces.
This analytical description aligns conceptionally with the particle-based modeling of fluids
and completely avoids the necessity to perform a discretization of the boundary. We
devise an efficient and numerically robust algorithm for the maintenance of neighbor lists
in such complicated geometries. Various physically motivated boundary conditions are
tightly integrated into this algorithm, allowing for the simulation of fluid flows in complex
geometries. A thorough validation using standard test cases is performed to ensure the
correct working of the implemented particle models. Several example applications for
flows through complicated geometries are presented, such as the flow around a particle
cluster and the flow through a highly porous medium. Using the unstructured grid as a
basis, a fully object-oriented simulation framework is developed, which is easily extendible
by separating the physical models from the data handling and parallelization scheme.
The efficiency of the proposed parallelization scheme is assessed via benchmark runs on
different machines, highlighting the versatility and quality of the simulation tool.
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Zusammenfassung
Das über die letzten Jahre stark gestiegene Interesse an mikrofluidischen Anwendungen hat auch die Entwicklung der numerische Strömungsmechanik auf kleinen Skalen
beflügelt. Die entsprechenden Methoden haben sich von einem primär für die Grundlagenforschung relevanten Forschungsbereich zu einem für Anwendungen in den Ingenieurwissenschaften unerlässlichen Werkzeug entwickelt. Auf diesen mesoskopischen Skalen ist
die physikalisch korrekte Abbildung der Wechselwirkungen mit den Rändern des Systems
kritisch, da der Einfluss der Randeffekte umgekehrt proportional zur charakteristischen
Länge ansteigt. Diese Effekte können durch mesoskopische partikelbasierte Ansätze, also
Methoden, welche das Fluid mithilfe von diskreten Teilchen nachbilden, korrekt erfasst
werden. Viele bestehende Simulationswerkzeuge können jedoch bei kompliziert geformten
Gebieten nicht angewandt werden. Für mikrofluidische Anwendungen, wie zum Beispiel
das kontinuierliche Sortieren von Zellen, sind solche speziell geformten Gebiete aber essentiell. Überdies ist, bedingt durch den hohen Rechenaufwand dieser partikelbasierten
Ansätze, die Optimierung für moderne Hochleistungsrechner unerlässlich.
Das Ziel dieser Arbeit ist die Entwicklung von Methoden und Algorithmen, welche die
numerische Strömungsmechanik auf mesoskopischen Skalen in kompliziert geformten Gebieten erlauben. Dazu wird das Rechengebiet durch ein unstrukturiertes Gitter abgedeckt, sowie um zusätzliche Hindernisse, welche als Kombinationen geometrischer Primitive beschrieben werden, ergänzt. Dieser hybride Ansatz kombiniert die Flexibilität
unstrukturierter Gitter mit der analytischen Beschreibung von Oberflächen. Diese analytische Beschreibung entspricht den Grundprinzipien der partikelbasierten Modellierung
von Fluiden und macht die explizite Diskretisierung der Ränder überflüssig. Wir entwickeln einen effizienten und gleichzeitig numerisch robusten Algorithmus zur Verwaltung
von Nachbarschaftslisten in solch komplizierten Geometrien. Verschiedene physikalisch
begründete Randbedingungen sind direkt in diesen Algorithmen integriert und ermöglichen die Simulation von Strömungen in komplizierten Geometrien. Die implementierten
Methoden werden mithilfe von Standardfällen sorgfältig validiert um die Korrektheit der
Implementierung sicherzustellen. Mehrere beispielhafte Anwendungen für Strömungen
durch kompliziert geformte Gebiete werden vorgestellt, wie zum Beispiel die Umströmung einer Anhäufung von Teilchen oder die Durchströmung eines hochgradig porösen
Materials. Auf der Grundlage des unstrukturierten Gitters wird ein vollständig objektorientiertes Simulationswerkzeug entwickelt, welches durch die Trennung von physikalischen
Modellen und der Handhabung der Daten beziehungsweise der Parallelisierung einfach zu
erweitern ist. Die Effizienz des vorgeschlagenen Parallelisierungsansatzes wird durch Skalierungsexperimente auf verschiedenen Computersystemen überprüft und hiermit wird
die Vielseitigkeit und Qualität des Simulationswerkzeugs demonstriert.
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Chapter

1

Introduction
This chapter motivates the study of problems from the area of fluid dynamics with the
help of numerical methods. First, it describes the need for numerical simulations in
the context of engineering and the natural sciences, with a focus on computational fluid
dynamics. Then, the relevant length and time scales are considered and the corresponding
regimes defined. A subset of the various available numerical methods applicable to these
scales is outlined subsequently, highlighting the particle-based approaches which are of
relevance for this work. This is followed by some general design goals for the developed
simulation framework substantiated by the targeted applications. The chapter closes with
an outline for this thesis.

1.1 Motivation
Over the last few decades, numerical simulations of all kinds have evolved into a standard
tool for many areas of engineering and the natural sciences. For research and development
both in the academic and industrial context of engineering, simulations offer some unique
possibilities. In contrast to the construction and testing of prototypes, numerical simulations often provide a cost-effective alternative also due to a reduced time consumption.
Especially when new designs or materials are to be tested, simulation runs integrated into
the development cycle can be beneficial to evaluate the resulting product early on. For
many engineering problems, the internal behavior of some material is of interest, especially the onset of wear and fatigue over time. Experimentally, these properties are hard
to assess non-destructively, requiring significant resources and effort. For the analysis of
certain complex effects in coupled systems, it can prove helpful to be able to disregard
some physical effects in order to isolate and identify their impact on the whole system,
leading to a better understanding of the interactions of the various components. The
same reasons make numerical simulations an indispensable tool in natural sciences: To
study the influence, for example, of friction or gravity on a certain physical system it can
be most helpful to be able to exclude these interactions. While this is almost trivial to
achieve in numerical simulations by deactivating certain parts of the program code, it
is significantly more difficult if not impossible in experiments. Likewise, the microscopic
properties of the parts of system that are of interest for a certain problem are often hard
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or even impossible to access experimentally, as any measurement would influence the
system in an unacceptable way. Another reason for numerical simulations is the study
of systems for which experimental studies are ethically problematic and thus computer
simulations are preferable. Of course, there are also questions which are just impossible to answer without the help of numerical simulations like the temporal evolution of
large-scale systems found in geo- or climate-engineering or even astronomy.

1.2 Physical scales and numerical methods
Probably the most prominent area of the numeric modeling of fluid dynamics deals with
macroscopic systems and is commonly referred to as computational fluid dynamics (CFD).
No weather forecast is made, no airplane constructed, no car designed without a substantial amount of CFD simulations being involved in the process. On these macroscopic
scales, fluids are assumed to behave as a continuum. This means the exact dynamics of
the individual molecules making up the gas or liquid has no influence on the scales of
interest. The fluid is thus assumed to consist of a continuous medium and not discrete
objects. In combination with constitutive relations, conservation laws can then be applied to derive sets of differential equations such as the Euler or Navier-Stokes equations
describing the behavior of the fluid.
On the other end of the time and length scales, for microscopic systems, the behavior
of the single molecules or even atoms is crucial. These are then molecular or atomistic
systems, where, in the extreme case, even quantum effects have to be taken into account.
Numerical studies of microscopic systems are computationally extraordinarily expensive
and hence limited to extremely short time and length scales. It is not possible to simulate
the dynamics of any macroscopic volume of fluid with this level of detail.

Figure 1.1: Physical length and time scales and the corresponding regimes, with the mesoscopic regime and some applications highlighted.
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As can be seen from Fig. 1.1, however, there is another mesoscopic scale between the
micro- and macroscopic level. On the one hand, a mesoscopic fluid cannot be treated as
a continuum as there is no clear separation of scales. Thermal fluctuations in the fluid
become important, leading to Brownian motion in suspensions [1]. In the case of gases, the
mean free path λ, i.e., the average distance single molecules travel between interactions,
is on the same scale as the characteristic length L of the system. This is described by
the Knudsen number, defined as Kn = λ/L, being on the order of unity as opposed to
Kn → 0 in the continuum regime. Here, the conventional hydrodynamical description
breaks down and a non-continuum description is required [2]. On the other hand, instead
of the dynamics of the molecules forming the fluid on the microscopic level, only the
collective behavior is relevant. This apparent contradiction limits the applicability of
numerical methods commonly applied on the macro- and microscopic scales.
Yet, it is exactly this mesoscopic scale that is of relevance for a large number of technical and biological applications. These include colloidal suspensions, multi-phase flows,
diffusion, and the agglomeration of nanoparticles, as well as biological systems, such as
the dynamics of microorganisms or individual cells. In recent years, the advancement of
micro-electro-mechanical systems (MEMS) added an even greater number of applications
for mesoscopic fluid dynamics. In these applications, commonly referred to as microfluidic
devices, specialized geometries as well as external fields are used to sort and manipulate
suspended particles [3–6]. These particles can be solid nano- or microscopic particles
generated, e.g., by agglomeration. Or, for biological applications, instead of solid particles, individual cells can be processed. The design of such lab-on-a-chip systems is an
extremely active area of research, due to enormous number of potential applications in
the area of medicine and pharmaceutics.
As mentioned above, neither macroscopic nor microscopic numerical methods are applicable for mesoscopic flows. Either the relevant physical effects cannot be captured, or
the computational effort is prohibitively high. Complex geometries make the theoretical
treatment of such systems extremely challenging and methods directly accounting for
Brownian motion in suspensions such as Stokesian dynamics [7] cannot be applied in the
presence of complicated boundaries. There are, however, numerical methods specifically
developed for mesoscopic applications [8]. These methods are derived from a description
of the fluid in terms of statistical mechanics, more precisely the Boltzmann equation. Let
us first consider the class of particle-based methods. Here, the long-range hydrodynamic
interactions between suspended particles and the thermal fluctuations are captured by a
modeling of the fluid relying on particles. While the fluid is composed of discrete particles, similar to common microscopic methods, the interactions between these particles
are coarse-grained. This means, instead of deterministic interactions between the individual particles, a stochastic collision process is employed. The first of these numerical
approaches is the direct simulation Monte Carlo (DSMC) method [9], initially developed
for the study of dilute gas flows. A related technique is multi-particle collision dynamics
(MPCD) [10], explicitly developed as a simulation method for hydrodynamics including
thermal effects. A different category of mesoscopic approaches, also derived from the
Boltzmann equation, are the lattice Boltzmann methods [11, 12]. There, the hydrodynamic equations are solved using a certain discretization of the Boltzmann equation.
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1.3 Focus
In this work, we focus on particle-based methods, as these approaches offer certain advantages with respect to the handling of complicated boundary conditions. As there is
no explicit discretization via a grid, particle methods can be considered self-adapting to
the geometry of the system. Furthermore, physically motivated boundary conditions for
the coupling in multiphase flows can be readily integrated into particle-based approaches.
The aim of this work is hence to develop a framework for the particle-based simulation
of mesoscopic fluids in complex geometries. This is motivated by the specific requirements of the intended usage scenarios. For engineering applications, it is crucial to have
a simulation tool that is able to handle the complex systems found in real-life applications. This requires the support to import geometries to be used as the computational
domain as well as the ability to set up various technically relevant boundary conditions
in a general way. All this should be achievable via an easy to use interface that allows
users to perform simulations without requiring detailed knowledge of the inner workings
of the program code. Physics on the other hand has a slightly different demand. Here,
the performed simulations are often more fundamental, using simpler setups like periodic
systems of moderate size. However, as many of the studied effects are small, it is critical
that the implementation is physically sound and numerically stable. For all potential use
cases, it is desirable to be able to extend the framework to include additional features
like advanced interaction models or new boundary conditions that allow the application
to coupled problems.
The simulation framework is designed with these different use cases in mind, utilizing a
fully object-oriented and modular design. It is implemented in C++11 [13] and uses modern design principles and programming techniques. The support for complex geometries
in the form of almost arbitrary simulation domains and novel approaches to specify these
domains lies at the very center of the framework. The main method is direct simulation
Monte Carlo and its variants, but the central design goal is that of flexibility: it should
be possible to easily extend or exchange core parts such as the interaction scheme or
boundary conditions to allow the study of more complex systems.
Due to the high computational costs of particle-based methods, an highly efficient implementation is crucial. Today’s high-performance computing (HPC) systems define some
constraints that have to be taken into account. First, for modern systems the bandwidth
from the main memory to the processing elements is often more limiting than the pure
compute power available, especially for particle methods. Second, all recently installed
HPC systems heavily rely on multi-core processors and typically two or four of these processors form a node in larger clusters connected by high-performance networks. Hence,
the parallelization for such system is paramount for numerical tools aiming at technical
applications. Related to the large-scale parallelization is the requirement for the balancing of the computational load in case of fluctuations over the runtime of the simulation.
These points have to be considered when designing a general simulation framework aiming at making optimal use of the available computational resources. The implementation,
however, should hide all this complexity from the typical user and assist the development
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of additional features by separating the aspects of physical modeling and achieving an
optimized implementation as far as possible.

1.4 Thesis outline
In Chap. 2, the theoretical foundation for the simulation methods is established. The
Boltzmann equation is derived from the statistical description of a particle system. It
is also outlined how the macroscopic properties are related to the microscopic description of the system. Next, in Chap. 3, the particle models of relevance in the context
of mesoscopic fluid dynamics are discussed. An overview of various interaction models
and some common concepts applicable to different particle-based methods is provided.
Next, several approaches for the handling of boundary conditions of complicated shape
are discussed in Chap. 4. Here, the foundation of the entire simulation framework in the
form of a description of the computational domain via an unstructured grid is introduced.
Additionally, the concept of using analytically defined surfaces as boundary conditions
in the context of particle simulations is detailed. Some specifics of handling the unstructured grid in a general simulation framework are also covered. One essential component
in particle simulations is the usage of neighbor lists in order to reduce the computational
cost of finding close-by particles in a system. The usage of unstructured grids instead of
regular grids increases the complexity of this step significantly. By applying techniques
developed for the event detection in event-driven particle dynamics (see Chap. 5), an inherently numerically robust algorithm for the tracking of particles in unstructured grids
can be devised. This is shown in Chap. 6, and the resulting algorithm provides an efficient
solution to the problem of maintaining neighbor lists for unstructured grids. Additionally,
boundary conditions for certain particle models can be integrated into the tracking algorithm. A further extension of the algorithm allows for the handling of complex boundary
surfaces, modeled by combinations of geometric primitives. Integrating this approach of
constructive solid geometry into the particle tracking scheme, enables the simulation of
fluid flows in highly complex geometries. Next, in Chap. 7, various boundary conditions
of relevance for the particle models used in this work are discussed. The correct working
of these boundary conditions is validated for some benchmark problems. In Chap. 8,
details of the actual implementation with respect to the efficient handling of simulation
data and the parallelization scheme are described. The efficiency of this parallelization is
examined in various scaling experiments. The surprisingly challenging geometrical problem of calculating the common volume of a sphere and a polyhedral mesh element is
addressed in Chap. 9. While this problem is of relevance for many particle simulations,
prior to our work no numerically robust and yet general solution to this problem was
available in the literature. Finally, Chap. 10 summarizes the thesis and outlines some
suggestions for future work.
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Chapter

2

Statistical mechanics
“Young man, in mathematics you don’t understand
things. You just get used to them.”
John von Neumann

This chapter summarizes some of the kinetic theory required for the statistical description of the dynamics of many-body systems and eventually fluids. Starting from the
general idea of phase space, the concept of distribution functions is introduced. The
evolution of the distribution function of a N -particle system and the associated phase
variables can be defined using the Liouville equation. Based on the Liouville equation, the
Bogolyubov-Born-Green-Kirkwood-Yvon (BBGKY) hierarchy is then formulated. This
hierarchy allows the derivation of the Boltzmann equation directly from the Liouville
equation. While the kinetic theory of gases forms the foundation for all numerical methods of relevance for this work, this chapter can only provide a basis introduction to this
topic. The interested reader is hence referred to the numerous books dedicated to the detailed description of kinetic theory, for example Refs. [1–5]. The short overview provided
here follows the derivations and notation of Harris [4] with minor modifications.

2.1 Phase space and distribution functions
We consider a system of N particles with identical properties and equal mass m contained
in a (bounded) domain Ω ⊂ R3 , that is, a subset of three-dimensional Euclidean space.
At a time t ∈ R>0 the system can be described by the spatial coordinates of the centers
of mass qi (t) : R>0 → Ω ⊂ R3 and the momenta pi (t) : R>0 → R3 with i ∈ P, where
P = {1, 2, . . . , N } is the index set containing all particles. This assumes that the configuration of an individual particle is completely determined by the particle’s position and momentum, neglecting any effects like rotation or internal degrees of freedom. For the full N particle system, the positional variables are given by q(t) ≡ [qi (t)]:i ∈ P : R>0 → ΩN ⊂ R3N
and the momenta by p(t) ≡ [pi (t)]:i ∈ P : R>0 → R3N , with [·]: denoting the vertical concatenation of the individual vectors. The set of all N positions and momenta makes up
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the full configurational state
Γ(t) ≡

q(t)
p(t)

!

: R>0 → ΩN × R3N ,

(2.1)

or a point in the phase space of the system. The number of quantities required to describe
a macroscopic system, such as a dilute gas at standard conditions occupying just one
cubic meter of space, is on the order of 6 × 1026 , an immense number that can clearly
be handled directly neither analytically nor numerically. Rather, a statistical description
of the systems has to be employed, in order to reduce the complexity at least to some
degree.
For this statistical description instead of considering an individual N -particle system,
the behaviour of an ensemble of NΓ macroscopically equivalent N -particle systems is
examined. This means, the systems contained in the ensemble follow the same dynamics
and have identical macroscopic properties like number density or energy and only differ
in their initial conditions Γ(0). Such an ensemble is often referred to as a Gibbs ensemble.
At every point in time, each system in the ensemble is characterized by a point in the
phase space. Denoting now with Γ an arbitrary point in the phase space not linked to
a specific system any more, the density of systems in the phase space can be described
using a density function which is a continuous function of Γ. The fraction of phase points
or systems within the ensemble that have coordinates and momenta in a infinitesimal
volume element of phase space δΓ ≡ δq δp at a certain time t is given by
δNΓ = F (q, p, t) δq δp ,

(2.2)

where the probability distribution function F (q, p, t) or just F is normalized by integrating over the entire phase space:
ˆ
1 = F (q, p, t) dq dp .
(2.3)

2.2 Liouville equation
The evolution of the probability distribution function F (q, p, t) depends obviously on the
dynamics of each system in the ensemble. It is possible, however, to describe the behavior
of F (q, p, t) in an abstract way by considering some conservation laws. Let us examine
the number of phase points NV contained in an arbitrary sub-volume V of the phase
space at a time t given as
ˆ
NV = NΓ
F (q, p, t) dq dp ,
(2.4)
V

where NΓ again is the number of systems in the ensemble. For a constant volume element
V , the distribution function F is only a function of time, so the total time derivative
reduces to the partial derivative with respect to time:
ˆ
dNV
∂F (q, p, t)
= NΓ
dq dp .
(2.5)
dt
∂t
V
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An alternative expression for the temporal change in the number of systems from the
ensemble contained within the volume element is given by the flux through the surface S
bounding the volume V . Assuming an outward pointing unit normal vector n̂, the time
evolution of NV can also be written as
dNV
= −NΓ
dt
= −NΓ

ˆ

"

S≡∂V

ˆ

V

q̇
n̂ ·
ṗ

!#

"

F (q, p, t) dS
!

(2.6)

#

q̇
F (q, p, t) dp dp ,
ṗ

∇(q,p)T ·

(2.7)

where Gauss’s divergence theorem was used to relate the flux through the surface to the
divergence inside the volume element. Combining Eqs. (2.5) and (2.7) making use of the
arbitrary choice of the volume element V results in
∂F
= ∇(q,p)T ·
∂t

"

!

q̇
F
ṗ

#

(2.8)

.

Writing out the vector operator leads to
∂F
= −F
∂t



∂
∂
· q̇ +
· ṗ −
∂q
∂q




∂F
∂F
· q̇ +
· ṗ
∂q
∂q



(2.9)

.

which is the Liouville equation for the phase-space probability distribution function
F (q, p, t).

Hamiltonian systems When the equations of motion for an individual particle i can be
expressed via the Hamiltonian H ≡ H(qi , pi , t) as
q̇i =

∂H
,
∂pi

ṗi = −

∂H
,
∂qi

(2.10)

and the definition of q and p as the concatenation of the state of all particles is recalled,
the first term on the right-hand side of Eq. (2.9) is zero:
N
N
X
X
∂
∂
∂
∂
∂ ∂H
∂ ∂H
· q̇ +
· ṗ =
· q̇i +
· ṗi =
·
−
·
∂q
∂p
∂q
∂p
∂q
∂p
∂p
i
i
i
i
i ∂qi
i=1
i=1









= 0 . (2.11)

With this, Eq. (2.9) can be simplified to
∂F
∂F
∂F
+
· q̇ +
· ṗ = 0 ,
∂t
∂q
∂p

(2.12)

the Liouville equation for Hamiltonian systems.
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Phase-space compressibility Independent of the equations of motion for the system,
the total differential of F (q, p, t) is given by the sum of the partial differentials as
dF =

∂F
∂F
∂F
dt +
· dq +
· dp ,
∂t
∂q
∂p

(2.13)

resulting in the total time derivative being
∂F
∂F dq ∂F dp
dF
=
+
·
+
·
dt
∂t
∂q dt
∂p dt
∂F
∂F
∂F
+
· q̇ +
· ṗ .
=
∂t
∂q
∂p

(2.14)
(2.15)

Inserting Eq. (2.9) into Eq. (2.15) gives an alternative form of the Liouville equation
dF
= −F
dt



∂
∂
· q̇ +
· ṗ ≡ −F Λ(q, p) ,
∂q
∂q


(2.16)

where the phase space compression factor Λ(q, p) is introduced. This factor describes how
phase space itself evolves over time. If Λ(q, p) vanishes, a volume V about a phase point
(q, p)T is invariant in time: It might change its shape determined by the surface S ≡ ∂V ,
but the overall volume is preserved. It should be emphasized, that from a physical point of
view phase space can never be compressed. This means whenever the equations of motion
for a certain system introduce a non-zero Λ(q, p), this is only due to the fact that not
the full physical system is modeled and some effects are neglected. An example is friction
in macroscopic systems: kinetic energy is transformed into internal thermal energy, but
typically the internal degrees of freedom of the particles are not modeled to reduce the
complexity of the simulation. So in this reduced view of the system the frictional forces
are non-conservative and phase space is compressed. If the internal degrees of freedom
for each particle were included in the phase space, no compression would occur. Phase
space is always incompressible for Hamiltonian systems, that is, dF
dt = 0.
Additional remarks For the derivation of the Liouville equation only two assumptions
are necessary: first, systems in the ensemble have to be locally conserved, meaning they
can not be created or destroyed. Second, the probability distribution function F (q, p, t)
has to be smooth enough to allow the definition of the derivatives with respect to q,
p, and t. The equations of motion are not required in the derivation of the Liouville
equation, hence the Liouville equation is a very general concept, applicable to a wide
range of systems.
While the Liouville equation describes the evolution of the probability distribution function, there exist other relevant properties of the system: These are the so-called phase
variables or macroscopic properties such as the energy or the pressure. These properties
have no explicit time dependency and hence are only functions of the phase or state of
the system. The total derivative with respect to time of a property A is thus given by
Ȧ(q, p) =

12

dA(q, p)
∂A(q, p)
∂A(q, p)
=
· q̇ +
· ṗ .
dt
∂q
∂p

(2.17)
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2.3 BBGKY hierarchy
Even though the Liouville equation describes the temporal evolution of the N -particle
probability distribution function, for practical applications the computational effort due
to the large number of degrees of freedom is still beyond the capabilities of any computer
imaginable. As is show later in Sec. 2.5, the macroscopic properties of interest in most
cases do not depend on the full probability distribution function F (q, p, t), but rather
reduced distribution functions. The R-particle probability distribution function can be
obtained by integrating over 2 (N − R) of the variables F (q, p, t) depends on:
F (R) (q1 , . . . , qR , p1 , . . . , pR , t) ≡
ˆ
F (q1 , . . . , qR , . . . , qN , p1 , . . . , pR , . . . , pN , t)

N
Y

dqj dqj .

(2.18)

j=R+1

At this point it should be noted that F (R) is the probability to find the particles with
indices i ∈ {1, . . . , R} at the respective phase points (qi , pi )T for a given time t. Hence,
F (1) is not the probability to find any particle at a point (q1 , p1 )T in phase space, but
just the probability with respect to the first particle. The probable number of particles
in the system to be located at this specific phase point is given by
f (q1 , p1 , t) ≡ f (1) (q1 , p1 , t) = N F (1) (q1 , p1 , t) ,

(2.19)

and f (q1 , p1 , t) is commonly referred to as the density distribution function. In general,
the R-particle density distribution function and the corresponding reduced probability
distribution function are related via a factor of (N !/ (N − R)!) which results from the
number of partial permutations, that is, the selection of R candidates from a population
of size N without repetition.
Just as in the case of the full probability distribution function, F (R) alone is not too useful,
but rather the temporal behavior of the reduced distribution function is of interest. It
can be obtained from the Liouville equation for Hamiltonian systems, by integrating the
individual terms in Eq. (2.12) over the phases that should be eliminated. Starting with
the partial derivative of F (q, p, t) with respect to time leads to
ˆ

N
∂F (q, p, t) Y
dqj dqj =
∂t
j=R+1
ˆ
N
Y
∂
∂F (R)
F (q, p, t)
dqj dqj =
,
∂t
∂t
j=R+1

(2.20)

where the partial derivative with respect to time is pulled out of the integral, as the
limits of integration are fixed and the definition of the R-particle probability distribution
function according to Eq. (2.18) is used.
The second term in the Liouville equation corresponding to the transport or free-streaming
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of probability is considered next:
ˆ X
 Y
N 
N
∂F (q, p, t)
· q̇i
dqj dqj =
∂qi
i=1
j=R+1
R
X
i=1

ˆ





q̇i · 
N
X

i=R+1



∂
∂qi

ˆ
F (q, p, t)

∂F (q, p, t)
· q̇i
∂qi

i=1

{z
0

∂F (R)
q̇i ·
∂qi



dqj dqj  +

j=R+1

|
R
X

N
Y

 Y
N

dqj dqj =

(2.21)

j=R+1

}

!

,

where the sum is split at the index R, resulting in two partial sums. The individual terms
inside of the second sum with indices R+1 up to N contain partial derivatives either with
respect to the spatial coordinates which are also the variables of integration. Hence, the
values of the integrals depend directly on the values of F (q, p, t) at the boundary of the
phase space, more precisely the spatial boundary. For infinite systems, the probability of
finding a system at the limits of integration has to vanish. In the case of bounded systems,
such as a gas confined to a container with solid walls, the probability of finding a system
in a state beyond the limits of integration is zero, so there can be no flux of probability
across the boundaries. Also for periodic systems there can be no contributions, as the
value of F (q, p, t) at the lower and upper limit of integration has to be equal. With
this, the free-streaming contribution can be expressed entirely in terms of the reduced
probability distribution function.
The final term in the Liouville equation results from the sum of all differentiable (or
smooth) conservative forces acting on the individual particles. These forces are divergencefree in momentum space, otherwise the system would not be Hamiltonian. For a particle i
the change in momentum can be expressed as
(2)

(ext)

ṗi = −

∂Φi
∂qi

−

X ∂Φ(2) (qi , qj )
∂Φi,j
∂Φ(ext) (qi )
≡−
−
,
∂qi
∂qi
∂qi
j ∈ P\{i}
j ∈ P\{i}
X

(2.22)

where the first term captures the net effects of all external forces acting on the particle,
while the second term stems from the pair-wise interactions between particles. It is
assumed here that two particles i and j interact via a pair-wise spherically symmetric
potential Φ(2) (qi , qj ) depending solely on the separation distance |qi − qj | of the two
particles, where the self-interaction between particles is explicitly excluded. Examples
for such potentials are introduced in Sec. 3.1.
For the contributions resulting from external effects, the integration can be performed
analogous to Eq. (2.21), where again the terms corresponding to the indices between R+1
and N vanish as the probability of encountering a particle with infinite momentum goes
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to zero. Retaining only the first R spatial coordinates and momenta, respectively, gives
−

ˆ X
(ext)
N
∂F (q, p, t) ∂Φi
·
∂pi
∂qi
i=1

N
Y
j=R+1

dqj dqj = −

(ext)
R
X
∂Φi
i=1

∂qi

·

∂F (R)
,
∂pi

(2.23)

which once more depends solely on the reduced probability distribution function. For the
pair-wise interactions, the outer and inner sums are split as well to allow for an easier
treatment according to
−


ˆ X
N
∂F (q, p, t)


∂pi

i=1

(2)

(2)

−
ˆ

X
i ∈ {1,...,R}
j ∈ {1,...,R}\{i}

X

ˆ

i ∈ {1,...,R}
j ∈ {R+1,...,N }



N
Y
∂Φi,j

·
dqk dqk =
∂qi
k=R+1
j ∈ P\{i}

X

∂Φi,j
∂
·
∂qi ∂pi

ˆ

F (q, p, t)

(2)

∂Φi,j ∂F (q, p, t)
·
∂qi
∂pi
(2)

∂Φi,j ∂F (q, p, t)
·
∂qi
∂pi
i ∈ {R+1,...,N }
X

|

j ∈ P\{i}

N
Y
k=R+1

N
Y
k=R+1
N
Y

dqk dqk −

dqk dqk −

(2.24)

dqk dqk ,

k=R+1

{z

}

0

where the last term again vanishes due to the value of F (q, p, t) at the limits of integration.
The first term can be reformulated in terms of the reduced distribution function as
(2)

X
i ∈ {1,...,R}
j ∈ {1,...,R}\{i}

∂Φi,j ∂F (R)
·
.
∂qi
∂pi

(2.25)

The second term term in Eq. (2.24) can be simplified by exploiting the fact that the
last N − R particles in the system are indistinguishable. Hence, it is inconsequential for
the evolution of the distribution function, which particle j ∈ {R + 1, . . . , N } a particle
i ∈ {1, . . . , R} interacts with. Due to this symmetry, the summation over the second
index can be transformed into a pre-factor leading to
(N − R)

ˆ X
R ∂Φ(2)
i,R+1
i=1

∂qi

·

∂ (R+1)
F
(q1 , . . . , qR+1 , p1 , . . . , pR+1 , t) dqR+1 dpR+1 , (2.26)
∂pi

where the reduced probability distribution function F (R+1) occurs. Combining all these
parts, the Liouville equation for the R-particle probability distribution function turns
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into


(ext)

R
R
∂F (R) X
∂Φi
∂F (R) X
−
+
+
q̇i ·
∂t
∂qi
∂qi
i=1
i=1

(2)



∂Φi,j
∂F (R)
·
−
=
∂qi
∂pi
j ∈ {1,...,R}\{i}
X

ˆ X
R ∂Φ(2)
(R+1)
i,R+1 ∂F
(N − R)
·
dqR+1 dpR+1 ,
∂qi
∂pi
i=1

(2.27)

which forms the so-called BBGKY hierarchy of equations, named after N. N. Bogolyubov,
M. Born, H. S. Green, J. G. Kirkwood, and J. Yvon. It describes the evolution of the Rparticle distribution function by coupling via binary interactions to the (R + 1)-particle
distribution function. Due to the coupling to the higher-order distribution function,
Eq. (2.27) is not closed, as each instance of a R-particle distribution function depends
on the next higher-order distribution function up to the full F (q, p, t). Thus, attempting
to find a solution for a member of the BBGKY hierarchy is as challenging as trying to
solve the Liouville equation directly. In some cases, however, it is possible to obtain
approximations for the BBGKY hierarchy by truncation after the first few members of
the hierarchy and by including corrections for the remaining equations. In the following,
we attempt to find a closure for the first member in the BBGKY hierarchy by removing
the dependency on the higher-order members. The first two members of the hierarchy
are given by
(ext)

∂F (1) (q1 , p1 , t)
∂F (1) (q1 , p1 , t) ∂Φ1
∂F (1) (q1 , p1 , t)
+ q̇1 ·
−
·
=
∂t
∂q1
∂q1
∂p1
ˆ
(2)
∂Φ1,2
∂
·
F (2) (q1 , p1 , q2 , p2 , t) dq2 dp2
(N − 1)
∂q1 ∂p1
and

(ext)

∂F (2)
∂F (2)
∂F (2) ∂Φ1
+ q̇1 ·
+ q̇2 ·
−
∂t
∂q1
∂q2
∂q1
(2)

∂Φ1,2
·
∂q1

(ext)

∂F (2) ∂Φ2
·
−
∂p1
∂q2

·

∂F (2)
−
∂p2

∂
∂
−
F (2) =
∂p1 ∂p2
ˆ  (2) 

∂Φ1,3
∂
∂

(N − 2)
·
−
+
∂q1
∂p1 ∂p3
(2)



∂Φ2,3
·
∂q2





∂Φi,j
∂qi

(2.29)




∂
∂  (3)
−
F (q1 , p1 , q2 , p2 , q3 , p3 , t) dq3 dp3 ,
∂p2 ∂p3

(2)

where the identity

(2.28)

(2)

=−

∂Φj,i
∂qj

following from Newton’s third law is used.

2.4 Boltzmann equation
While the one-particle probability distribution function F (1) contains all the necessary
information to obtain the macroscopic properties (see Sec. 2.5), the first member of the

16

2.4 Boltzmann equation
BBGKY hierarchy is not closed due to the coupling to the higher order distribution
functions. A closed form for F (1) was devised by Ludwig Boltzmann in 1872 [6] and
became known as the Boltzmann equation. Later, a formal derivation connecting the
Liouville equation via the BBGKY hierarchy to the Boltzmann equation by Grad [7]
revealed the underlying theoretical concept and established the Boltzmann equation as a
member of a series of more general equations. We follow this derivation by Grad in the
remainder of this section.
Strictly speaking, this derivation requires the restriction to a certain physical regime or
limit, termed the Boltzmann gas limit (BGL). The limit N → ∞ is considered, while in
order to keep the total mass in the system given by N m constant, it is required that
m → 0. We assume the particles interact across a distance σ, which in the simplest case
corresponds to the diameter of particles interacting via hard-sphere collisions (for details
see Subs. 3.1.1). As the volume of the system is finite, the total volume of all particles
which is ' N σ 3 must also be finite, resulting in σ → 0. For the collisions in the system
to be significant, a finite mean free path λ ∝ 1/(N σ 2 ) is necessary, so N σ 2 has to be
constant as well.
When one assumes the position q1 of the first particle to be fixed in space, two sub-sets
of the full spatial phase space ΩN can be defined according to
Ω̃(1) = {(q2 , . . . , qN )T ∈ ΩN −1 : |qi − q1 | ≥ σ, i ∈ P \ {1}} ,

Ω̃(2) = {(q3 , . . . , qN )T ∈ ΩN −2 : |qi − q1 | ≥ σ, i ∈ P \ {1, 2}} ,

(2.30)
(2.31)

corresponding to the case of none or a maximum of one specific particle being within the
interaction range of the first particle. In the Boltzmann gas limit, the reduced probability distribution functions F (1) and F (2) can be replaced with the truncated distribution
functions
F̃
F̃

(2)

(1)

ˆ
(q1 , p1 , t) ≡

Ω̃(1)

F (q, p, t)

ˆ
(q1 , q2 , p1 , p2 , t) ≡

Ω̃(2)

F (q, p, t)

N
Y
i=2
N
Y

dqi dpi ,

(2.32)

dqi dpi ,

(2.33)

i=3

that is, by integrating F (q, p, t) over Ω̃(1) and Ω̃(2) , respectively. Following the same
procedure as in obtaining the BBGKY hierarchy of equations, the Liouville equation
given by Eq. (2.12) can be integrated over the domain Ω̃(1) to obtain an equation for the
truncated probability distribution function F̃ (1) . This is more involved than in the case
of the reduced distribution function, as the limits of integration depend on the variable
q1 and hence the integration and differentiation cannot simply be exchanged any more
as for example in Eq. (2.21). Performing the first step of the integration leads to
N
∂ F̃ (1) X
+
∂t
i=1

ˆ
Ω̃(1)

N
N
Y
X
∂F
· q̇i
dqj dpj +
∂qi
j=2
i=1

ˆ
Ω̃(1)

N
Y
∂F
· ṗi
dqj dpj = 0 .
∂pi
j=2

(2.34)
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With Si denoting the sphere of radius |qi − q1 | = σ centered at q1 and n̂i the inward
pointing normal vector to this sphere, the second term on the left-hand side can be
transformed by splitting the sum into
ˆ
Ω̃(1)

N
Y
∂F
· q̇1
dqj dpj =
∂q1
j=2
N ˆ
Y
∂ F̃ (1) X
−
q̇1 ·
F q̇1 · n̂i dSi dpi
dqj dpj =
∂q1
i=2 Si
j ∈ {2,...,N }\{i}

q̇1 ·

N
∂ F̃ (1) X
−
∂q1
i=2

ˆ

S2

(2.35)

F̃ (2) (q1 , qi , p1 , pi , t) q̇1 · n̂2 dS2 dp2 ,

and
N
X
i=2

ˆ

N
Y
∂F
· q̇i
dqj dpj =
Ω̃(1) ∂qi
j=2
N ˆ
X
F̃ (2) (q1 , qi , p1 , pi , t) q̇i · n̂2 dS2 dp2 ,
i=2

(2.36)

S2

where the Leibniz integral rule and Gauss’s divergence theorem are used. The last term
in Eq. (2.34) can be simplified significantly when taking into account the finite cut-off at
σ for the interactions between particles; the particles in Ω̃(1) cannot influence F̃ (1) via
pair-wise interactions without entering Si . The only contribution remaining from this
term in Eq. (2.34) is the influence of external fields given by
ˆ
−

Ω̃(1)

(ext) Y
N

∂F ∂Φ1
·
∂p1
∂q1

(ext)

∂Φ
dqj dpj = − 1
∂q1
j=2

·

∂ F̃ (1)
,
∂p1

(2.37)

as the fields are assumed to be divergence free. Combining Eqs. (2.35) and (2.36) and
inserting the result and Eq. (2.37) into Eq. (2.34) leads to
(ext)

∂ F̃ (1)
∂ F̃ (1) ∂Φ1
∂ F̃ (1)
+ q̇1 ·
−
·
−
∂t
∂q1
∂q1
∂p1
ˆ
(N − 1)
F̃ (2) [q̇1 − q̇2 ] · n̂2 dS2 dp2 = 0 .

(2.38)

S2

While this equation is not closed due to the dependence on F̃ (2) , it still contains an
integral statement: The number of particles not within the sphere of influence of another
particle changes only when two particles approach to a distance smaller than σ initiating
a interaction or when a pair of particles separates after an interaction. At this point it is
convenient to switch to a description of phase space in terms of the spatial coordinates
qi and velocities vi instead of the momenta pi for the particles i ∈ P as the mass of
all particles is constant for classical systems. We can then express the term [q̇1 − q̇2 ] in
Eq. (2.38) using the relative velocity v12 ≡ v1 − v2 and perform the integration over v2
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Figure 2.1: Polar coordinate system defined in the plane perpendicular to the relative
velocity v12 of the two particles located at q1 and q2 , respectively.
instead of p2 . Defining a polar coordinate system in the plane perpendicular to v12 as
shown in Fig. 2.1 with the coordinates r ∈ [0, σ] and ε ∈ [0, 2π], an area element in this
plane is given by
(2.39)

dω ≡ r dr dε .
This plane splits S2 into two hemispheres, S2+ and S2− , where
v12 · n̂2 > 0 on S2+ ,
v12 · n̂2 < 0 on

(2.40)

S2− .

(2.41)

The hemisphere S2+ hence refers to particles separating from one another, while for phase
points the hemisphere S2− two particles initiate a collision. The two points on S2+ and
S2− coinciding in the point (r, ε) when projected onto the plane are identified as q2+ (r, ε)
and q2− (r, ε), respectively. Combining this with the transformation of the surface integral
in Eq. (2.38) into an integral over the disk corresponding to the shaded area in Fig. 2.1
according to Eq. (2.39) and
v12 · n̂2 dS2 =

|v12 | dω ≡

v12 dω on S2+ ,

v12 · n̂2 dS2 = −|v12 | dω ≡ −v12 dω on

S2−

(2.42)
(2.43)

results in
∂ F̃ (1)
∂ F̃ (1)
∂ F̃ (1)
+ v1 ·
+ a1 ·
=
∂t
∂q1
∂v1
ˆ h
i
m (N − 1)
F̃ (2) (q1 , q2+ , v1 , v2 , t) − F̃ (2) (q1 , q2− , v1 , v2 , t) v12 dω dv2 ,

(2.44)
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where the term a1 captures the accelerations due to the influence of external fields.
Expressing Eq. (2.44) exclusively in terms of the one-particle probability distribution function necessitates several assumptions that are detailed in the original work by Grad [7].
First, in the Boltzmann gas limit, F̃ (1) and F̃ (2) can be replaced by F (1) and F (2) again,
and the pre-factor is changed to N . Next, the assumption that the interactions in the system are dominated by binary collisions is made. As a result of this, for the short duration
(order of σ) of a binary collision, the two-particle Liouville equation gives a sufficiently
good approximation for F (2) , which in turn is constant for this time interval. We can
then replace the arguments of F (2) (q1 , q2+ , v1 , v2 , t) by (q̄1 , q̄2 , v̄1 , v̄2 , t̄), corresponding to
the state which evolves into the phase point (q1 , q2+ , v1 , v2 )T over the time t − t̄ as described by the two-particle Liouville equation. This then describes the transformation of
a pre-collisional phase at time t̄ into a post-collisional phase at time t. Further, under the
assumption of molecular chaos for particles which are about to collide, the two-particle
probability distribution functions can be expressed as the product of the corresponding
one-particle probability distribution functions, while for particles separating after a collision, this statistical independence is not given. This assumption, which was originally
introduced by James Clerk Maxwell [8] later became known as the Stoßzahlansatz following the work of Boltzmann [6]. Finally, in the Boltzmann gas limit, the variance of F (1)
over the spatial and temporal variance on the order of σ can be neglected. This allows
the reformulation of Eq. (2.44) as
ˆ h
∂F (1)
∂F (1)
∂F (1)
+ v1 ·
+ a1 ·
= mN
F (1) (q1 , v̄1 , t) F (1) (q2 , v̄2 , t) −
∂t
∂q1
∂v1
(2.45)
i
F (1) (q1 , v1 , t) F (1) (q2 , v2 , t) v12 dω dv2 ,
which is the Boltzmann equation where v̄1 and v̄2 are the pre-collisional velocities. In
terms of the density distribution function given in Eq. (2.19), it can be written as
ˆ
∂f
∂f
∂f
+ v1 ·
+ a1 ·
= m [f (q1 , v̄1 , t) f (q2 , v̄2 , t) −
∂t
∂q1
∂v1
(2.46)
f (q1 , v1 , t) f (q2 , v2 , t)] v12 dω dv2 .
Boltzmann collision integral Using the shorthand notation of fi ≡ f (qi , vi , t) and f¯i ≡
f (qi , v̄i , t), the right-hand side of Eq. (2.46) can be written as
ˆ h
i
¯
Q(f, f ) ≡ m
f¯1 f¯2 − f1 f2 v12 dω dv2 .
(2.47)
At this point, however, it is unclear how to express the pre-collisional velocities v̄1 and v̄2
in terms of the independent variables v1 , v2 , and ω. In order to relate the dependent and
independent variables, the collision process has to examined in more detail. Here, only
elastic binary collisions between particles of identical mass preserving linear momentum
and energy are considered, so that
v10 + v20 = v1 + v2 ,
v102

20

+

v202

=

v12

+

v22 ,

(2.48)
(2.49)

2.5 Moments of the distribution function
where the primes denote post-collisional velocities. For a given set of pre-collisional
velocities, this leads to a system of four equations for the six unknowns of v10 and v20 .
Rearranging Eq. (2.48) gives
v10 − v1 = v2 − v20 ,

(2.50)

which can be reformulated introducing a unit vector ê and a scalar α as
v10 = v1 + α ê ,

(2.51)

v20

(2.52)

= v2 − α ê .

Inserting these expressions into Eq. (2.49) and simplifying under the assumption α 6= 0
results in
α = −ê · (v1 − v2 ) ≡ −ê · v12 .

(2.53)

Combining this with Eqs. (2.51) and (2.52) gives the post-collisional velocities as
v10 = v1 − (ê · v12 ) ê ,

v20 = v2 + (ê · v12 ) ê .

(2.54)

Based on this transformation, the inverse transformation relating the pre- to the postcollisional velocities can be directly obtained leading to
0
v1 = v10 − ê · v12
ê ,



0
v2 = v20 + ê · v12
ê ,



(2.55)

which shows that the two transformations are identical for a fixed ê. As can be easily
verified, the Jacobian of both transformations is unity, so
dv1 dv2 = dv10 dv20 .

(2.56)

With this, the pre-collisional velocities in Eq. (2.47) can be replaced by the post-collisional
velocities v10 and v20 , as long as the collision parameter ê is reversed [7]. Then Eq. (2.47)
can be written as
ˆ
 0 0

Q(f, f ) ≡ m
f1 f2 − f1 f2 B(v12 , ê) dê dv2 ,
(2.57)
where fi0 ≡ f (qi , vi0 , t) and B(v12 , ê) is the Boltzmann collision kernel, while Q(f, f ) is
commonly referred to as the Boltzmann collision integral. In the case of hard-sphere
collisions (see Subs. 3.1.1), the collision parameter ê is simply the relative direction at
the moment of contact.

2.5 Moments of the distribution function
Even though the N -particle probability distribution function F (q, p, t) contains the full
microscopic description, due to the enormous number of degrees of freedom of the particles
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in a technically relevant system, this information cannot be harnessed practically. Instead,
for a meso- or macroscopic system, a description in terms of the macroscopic fields is
more meaningful, which can be obtained via the density distribution function by means
of integration. In the following we only consider the density distribution function as a
function of the position x ∈ Ω and the velocity v ∈ R3 , such that f (x, v, t) ≡ f (q1 , v1 , t) :
Ω×R3 ×R>0 → R≥0 . The macroscopic variables are then directly defined as the moments
of f (x, v, t). The number and mass density per unit volume are given by
ˆ
n(x, t) = f (x, v, t) dv ,
(2.58)
and

ˆ
ρ(x, t) =

m f (x, v, t) dv = m n(x, t) ,

respectively. The mean or streaming velocity is obtained as
ˆ
1
u(x, t) =
m v f (x, v, t) dv ,
ρ(x, t)

(2.59)

(2.60)

which allows the definition of the peculiar or thermal velocity of a particle as the deviation
of the particle’s velocity from the streaming velocity. The macroscopic stress tensor is
then defined as
ˆ
P (x, t) = m [v − u(x, t)] [v − u(x, t)]T f (x, v, t) dv ,
(2.61)
and the scalar pressure is given as the isotropic part of the stress tensor
P (x, t) =

1
tr (P (x, t)) ,
3

(2.62)

where tr (·) denotes the trace. With this, the macroscopic temperature is given by
T (x, t) =

P (x, t)
,
kB n(x, t)

(2.63)

where kB is the Boltzmann constant. By this, the well-known equation of state for an
ideal gas is recovered.
Maxwell-Boltzmann distribution With the help of the H-theorem [2] it can be shown,
that in the equilibrium state of a homogeneous system, the density distribution function
leading to a vanishing collision integral, that is, Q(f, f ) = 0, can be expressed as
f (v) = exp a + b · v + c |v|2 ,




(2.64)

where a, b ∈ R are constant scalar quantities, and b ∈ R3 is a constant vector [2, 4].
These constants can be identified with the parameters describing the gas, leading to the
Maxwell-Boltzmann distribution of the velocity
fv(MB) (v) = n π −3/2 β 3 exp −β 2 (v − u)2 ,
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(2.65)

2.6 Summary
where β = m/(2 kB T ) is the inverse of the thermal velocity or the most probable speed
at a temperature T and n is the uniform number density in the system. Here, β can be
seen as a measure of the temperature and is not to be confused with the thermal velocity
of an individual particle given as the deviation from the mean velocity. The distribution
function of the three-dimensional velocity can also be expressed as the product of the
corresponding distribution functions for the single components of the velocity.
p

Hydrodynamic equations Based on the statistical description of the microscopic system
in terms of the distribution function, it is possible to derive the macroscopic hydrodynamic
equations. These macroscopic equations can be obtained by performing the ChapmanEnskog expansion of the distribution function, leading to a linearization of the Boltzmann
equation [9]. In the following chapters we are mainly interested in a mesoscopic description of fluids instead of the numerical solution of the macroscopic equations such as the
Navier-Stokes equations, hence this derivation is not considered in detail here.

2.6 Summary
In this chapter, the principles of the description of a fluid as a N -particle system in
the framework of statistical mechanics are introduced. As it is shown, the Boltzmann
equation describes the evolution of the distribution function for such a system under
certain assumptions. The macroscopic properties of the fluid can then be defined via the
moments of the distribution function, showing the generality of the Boltzmann equation.
The Boltzmann equation itself, however, is extremely challenging to tackle analytically [2,
4], thus in the next chapter various numerical schemes are introduced.
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3

Simulation techniques
In this chapter, the techniques for computational fluid dynamics on mesoscopic scales
considered in this work are introduced. The focus lies on discrete particle-based models,
starting with simulation procedures for the Boltzmann equation. Before examining these
methods in depth, it is advantageous to first study the basic interaction models for pairwise interactions as assumed in the derivation of the Boltzmann equation in Chap. 2.
After discussing the simulation methods applicable to mesoscopic fluid dynamics, common
concepts that are not necessarily tied to one specific method are presented.

3.1 Interaction models
In Chap. 2 the Boltzmann equation was derived for binary interaction models, which
are also the kind of interactions that shall be considered here. Specifically, the following discussion is limited to spherically symmetric potentials that depend only upon the
separation distance |rij | ≡ |ri − rj |, with ri and rj being the spatial coordinates of the
two particles i and j, respectively. Nevertheless, later in this chapter numerical methods
relying on other interaction models will be introduced. While not fundamentally different from a theoretical point of view, we shall distinguish here two classes of interaction
models, namely discrete and continuous models, due to the distinct way these models are
treated numerically.

3.1.1 Discrete interaction models
The prototype of any pair-wise interaction potential is the hard-sphere model, where the
particles are regarded as rigid spherical objects with a smooth surface. This results in a
discrete interaction potential
Φ

(HS)

∞ if |rij | < σ
,
0 if |rij | ≥ σ

(

(|rij |) =

(3.1)

where σ is the interaction diameter of the particles and the point of the discontinuity in
the potential. For the sake of brevity, it is assumed that all the particles are of identical
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mass and have the same interaction diameter, although this is not required in general.
Despite its alleged simplicity, the hard-sphere model shows non-trivial behavior in the
form a phase transition [1]. Even after more than 50 years of computer simulations, it is
still routinely used to model simple fluids [2] and for special configurations, such as the
mixture of hard spheres with largely different diameters, new effects can be discovered [3].
Based on the hard-sphere model, the extension to multiple discontinuities is a logical expansion, with the square-well model being the next step in complexity [4]. The interaction
potential for this model is given by
(SW)

Φ

(|rij |) =



∞


ε



0

if |rij | < σ1
if σ1 ≤ |rij | ≤ σ2 ,
if |rij | > σ2

(3.2)

where ε is the depth of the potential well with a width of σ2 − σ1 . A graphical representation of the potential energy for this interaction model is shown in Fig. 3.1, where
the discontinuities in the potential are marked by dots. Alder and Wainwright first used
this potential with an attractive component to study the liquid-vapor transition of a system [4]. When the depth of a potential well between two particles is set to an infinite
value, that is, ε → −∞, it can be used to constrain the distances between particles to
simulate polymeric fluids [5].

Figure 3.1: The square-well potential Φ(SW) (|rij |) as a function of the separation distance,
|rij | ≡ |ri − rj |, of particles i and j.
More complex potentials can be constructed by including additional discontinuities in the
interaction potential, resulting in general stepped potentials. Examples for such potentials
include discretized versions of continuous potentials, which are discussed in the next
section. As these stepped potentials are less relevant in the context of this work, the
interested reader is referred to the literature [6, 7].

3.1.2 Continuous interaction models
Contrary to the discrete interaction potentials, it is possible to formulate potentials where
for spherically symmetric potentials the energy changes as a continuous function of the
separation distance. Arguably, the most famous member of this class is the Lennard-Jones
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potential,


σ
Φ(LJ) (|rij |) = 4 ε 
|rij |

!12

−

σ
|rij |

!6 
,

(3.3)

with ε controlling the depth of the potential well and σ the separation distance where
Φ(LJ) (|rij |) is zero (compare Fig. 3.2). The Lennard-Jones potential with its short-ranged,
strongly repulsive and longer-ranged attractive component is a reasonable approximation
of the interactions between particles in a simple fluid. With correct parameterization,
the potential can be used, for example, to model liquid argon and it was used in some of
the first computer simulations [8, 9].

Figure 3.2: The Lennard-Jones potential Φ(LJ) (|rij |) as a function of the separation distance, |rij | ≡ |ri − rj |, of particles i and j.
Several features of this potential are noteworthy: First, it is a smooth function of the
separation distance, hence the name smooth or continuous for this type of interaction
potential. Second, while the potential approaches zero, its value never vanishes entirely.
This poses a challenge in using such a potential both in analytical and numerical studies,
as the dynamics of each particle is coupled directly to every other particle in the system,
violating, for example, the assumption of a finite interaction range used in Chap. 2.
This can be compensated for by introducing an artificial cutoff distance σc , often chosen
as σc = 2.5 σ, at which point the potential is truncated and interactions beyond this
range are ignored [10]. This truncation must be taken into account when measuring
thermodynamic properties of the system by performing certain corrections such as shifting
the potential [11, 12].
While a myriad of other, often more complicated, potentials are suggested in the literature, we do not consider them here, as for the purpose of illustrating the basic types of
interaction potentials and numerical schemes the simple Lennard-Jones potential is sufficient. For further details, also regarding interaction models beyond pair-wise interactions,
the reader is referred to [12, 13].

3.2 Numerical methods
Even though the dynamics of an N -particle system is in principle determined by the
Liouville equation as stated in Eq. (2.9), solving this equation analytically is virtually
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impossible. Even the derivation of the Boltzmann equation in Sec. 2.4 necessitates a series
of simplifications and assumptions. Still, the Boltzmann equation can only be solved
approximately under certain circumstances and for relatively simple systems [14, 15]. By
no means is it possible to obtain a solution for fluid dynamics in complex geometries.
Rather, one has to resort to methods that (1) perform numerical integration of the phase
space via Monte Carlo (MC) integration, (2) solve for the dynamics of an N -particle
system via numerical integration of the equations of motion or (3) attempt to solve the
Boltzmann equation numerically. While in the remainder of this section we attempt to
provide an overview of the methods of relevance for this work, this naturally can by
no means be exhaustive. For additional pertinent numerical methods especially in the
context of microfluidic applications we refer to Karniadakis et al. [16] and Bolintineanu
et al. [17].

3.2.1 Overview of methods
The basic idea of the various Monte Carlo techniques, with the name hinting at the
extensive use of pseudo-random numbers in these schemes, is to sample a large number
of (hopefully representative) microscopic configurations of a system and from this obtain
the macroscopic properties. The general Monte Carlo method was originally proposed
by Metropolis et al. [18] and a variant of it was among the first computer simulations
performed, where initially a two-dimensional hard-sphere system was studied [19]. This
variant, which is today referred to as Metropolis Monte Carlo, was soon after also applied
to continuous interaction models, namely the Lennard-Jones potential [8, 20]. While
the Monte Carlo methods are still an extremely valuable tool and are routinely used for
example in the context of packing problems [21, 22], they typically come with a serious
limitation: It is not possible to recover the dynamics of a system directly, so they cannot
easily be applied to dynamic problems. Due to this, we will not consider classical MC
techniques any further in this work and refer to the literature for details [10, 12].
Contemporaneously with the advancement of the MC techniques, stimulated by the increased availability of dynamically programmable computer systems such as the UNIVAC
(UNIVersal Automatic Computer), another simulation method relying on the numerical
solution of coupled differential equations became feasible [9, 23]. The idea of this procedure termed molecular dynamics (MD), is to solve the differential equations describing
the dynamics for a classical N -particle system based on Newton’s laws of motion and the
interactions between particles are modeled explicitly via pair-wise interactions relying on
the models described in Sec. 3.1. This is in contrast to the statistical description given
by the Boltzmann equation, where only the impact of the collisions on the probability
distribution function is considered. The specifics of molecular dynamics are covered in
Subs. 3.2.2.
Initially, due to the limitations in the available computing power, studies relying on
molecular dynamics where restricted to system sizes on the order of 100 particles. This
prompted the development of methods attempting to reduce the computational cost induced by the exact modeling of collisions in molecular dynamics by means of stochastic
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interaction schemes. The first such approach was Bird’s direct simulation Monte Carlo
(DSMC) [24], using the hard-sphere model to study the equilibrium behavior of a gas at
low density. As this method forms the basis for the numerical procedures employed in
the remainder of this work, in Subs. 3.2.3 this approach is elaborated.
While originally devised for the study of low-density gases, over time several modifications
and extensions to the DSMC technique were suggested in the literature, ranging from
moderate modifications in the collision process [25, 26] to only remotely related methods,
preserving primarily the general structure of the DSMC method [27, 28]. Common to
most of these variants is the fact that in certain limits they can be shown to solve the
Boltzmann equation and hence can serve as hydrodynamic solvers. In Subs. 3.2.3, we
examine some of these schemes in more detail.

3.2.2 Molecular dynamics
As stated above, for classical mechanics, the dynamics of a system is fully described by
the equations of motion as given by Newton’s laws of motion. This leads to a set of
3N coupled differential equation for a N -particle system with three degrees of freedom
per particle, corresponding to the spatial coordinates. Solving these differential equations
requires knowledge of the forces acting on each individual particle at a given time. At this
point the distinction between discrete and continuous interaction potential performed in
Sec. 3.1 becomes significant: Due to the discontinuities in discrete potentials, the force
given as the negative spatial gradient of the potential diverges and degenerates into a
delta function. The consequence of this are two flavours of molecular dynamics.

Event-driven particle dynamics The first, historically older method, is event-driven
molecular dynamics or, more general, event-driven particle dynamics (EDPD) [29–31].
There, particles only interact via discrete events corresponding to pairs of particles encountering a discontinuity in a discrete potential, resulting in an instantaneous change in
their velocities. The details of the interaction rules depend on the potential employed.
For the simple hard-sphere potential defined according to Eq. (3.1), the post-collisional
velocities of two particles i and j in accordance with Eq. (2.54) are given as
vi0 = vi − (r̂ij · vij ) r̂ij

vj0

= vj + (r̂ij · vij ) r̂ij

with r̂ij ≡

ri − rj
,
|ri − rj |

(3.4)

where ri and rj are the positions of the two particles at the moment of collision and vi
and vj their velocities, respectively.
As the particles do not interact in between collisions, instead of integrating Newton’s
equation of motion numerically, the dynamics of the system can be solved analytically
from one event to the next. Thus, the basic EDPD algorithm can be outlined as follows
(see Appendix E for details):
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1. Initialization: The simulation is started with initial conditions for the particles
corresponding to a valid configuration, e.g., no overlapping particles according to
Eq. (3.1) for a hard-sphere system.
2. Event detection: Each possible pairing of particles is tested to determine if and
when a collision is encountered, and the results are used to construct a list of all
possible future events. This list is then sorted to determine the earliest event, which
is the only event in the list which is guaranteed to occur.
3. Streaming: The particle positions are propagated along ballistic trajectories until
the time of the earliest event.
4. Event processing: The interaction between the two particles leading to the event
is performed based on the collision rule derived from the discrete potential.
5. Data extraction: Extraction of the properties of interest, such as particle trajectories, density, or energy.
6. Update of event list: Any events in the future event list which involve either of
the colliding particles are updated and the list is re-sorted to determine the next
event to be processed.
7. Termination: Testing for conditions to terminate the simulation, e.g. the total
number of events processed, otherwise continuation with step 3.
As for EDPD, the equations of motion are not integrated numerically, the computational
cost is directly proportional to the number of events, that is, the number of interactions.
Thus, EDPD is highly efficient for dilute systems as no computational resources have to
be spent on the system while no collisions occur. Nevertheless, EDPD can be used for
dense systems with complex stepped potentials [7]. One major challenge is the inherent
serial processing of events in EDPD, limiting the possibilities to exploit the hardware
parallelism of modern HPC environments. While large-scale simulations are still beyond
the abilities of current EDPD simulation tools, there are sporadic attempts based on
domain decomposition schemes [32].
Force-based molecular dynamics The second class of molecular dynamics are the forcebased methods, which are suitable for continuous interaction potentials and are covered
extensively in the literature [10, 12, 13, 30]. There, the total force acting on a particle i
is given as
Fi =

X
j ∈ P\{i}

Fij ≡ −

X
j ∈ P\{i}

∇Φ(2) (rij ) ,

(3.5)

where P again is the index set of all particles and Φ(2) (rij ) is the binary interaction
potential, e.g., the Lennard-Jones potential given in Eq. (3.3). For a system restricted to
translational degrees of freedom, the dynamics is governed by
∂ 2 ri
1
= Fi .
∂t
m
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To numerically solve these partial differential equations, various techniques are proposed
in the literature with the most notable being the velocity Verlet [23, 33] and the Gear
schemes [34]. The specifics of these methods as well as alternatives are beyond the scope
of this work and can be found in the literature [35, 36]. It is sufficient to say, that these
integration schemes typically perform the time integration based on a discrete time step
∆t in two sub-steps. For the velocity Verlet, first the positions are propagated for ∆t and
the velocities for 1/2 ∆t relying on the forces of the previous time step. Then, based on the
updated positions, the forces acting on each particle are calculated. Finally, the velocities
are propagated for the remainder of the time step using the updated forces. For the Gear
schemes, the integration is again split into two sub-steps, yet in the first step all variables
are propagated for the full time step using a higher-order scheme. Then, after the forces
are calculated relying on the updated positions, a correction of the values predicted in the
first step of the integration is performed. Hence, this class of integration schemes is also
referred to as predictor-corrector methods. In the following, we will refer to the two substeps as first and second half-step, independent of the exact numerical scheme employed.
A basic force-based molecular dynamics algorithm can then be sketched as [30]:
1. Initialization: The simulation is started with initial conditions for the particles
corresponding to a valid configuration, e.g., reasonable spatial separations in accordance with the interaction potential.
2. Numerical integration (first half-step): Performing of the first half-step of
numerical integration using, e.g., velocity Verlet or Gear scheme.
3. Force calculation: Computation of the effective pair-wise force acting on each
particle based on the other particles as well as any forces resulting from the boundaries of the system.
4. Numerical integration (second half-step): Performing of the second half-step
of numerical integration using, e.g., velocity Verlet or Gear scheme.
5. Data extraction: Extraction of the micro- and macroscopic properties of interest
(e.g., density, pressure).
6. Termination: Testing for conditions to terminate the simulation, e.g. the total
real-time, otherwise continuation with step 2.
Force-based molecular dynamics evolved from a tool for the numerical study of simple
fluids to an extremely versatile method. It is now routinely applied also for the study of
macroscopic particle systems, where it is usually referred to as discrete element method
(DEM) [37, 38]. An example application for this can be found in Appendix F, where
the pattern formation in a monolayer of macroscopic particles under horizontal shaking
is examined. Also, in contrast to EDPD, for force-based molecular dynamics and related
methods, there is extensive work with respect to large-scale parallelization [39–41].
Demand for mesoscopic methods Due to its nature of recovering the trajectories of the
individual particles in a system, molecular dynamics can be understood as a numerical
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method to solve the Liouville equation given in Eq. (2.9). In the scope of this work, we
do not establish this procedure, but rather refer to the literature [13, 42]. It is noteworthy though, that by making the connection to the Liouville equation, certain aspects of
molecular dynamics related to the temporal discretization can be understood better [42].
As shown by expressing the macroscopic fields in Sec. 2.5 as moments of the one-particle
distribution function, the level of detail contained in the microscopic trajectories of the
particles is often not required, especially in the context of fluid dynamics. Instead, it
is sufficient to have a mesoscopic description which solely considers the impact of particle interactions on the distribution function. This fact, combined with the rather high
numerical cost of molecular dynamics which usually limits the feasible studies either to
short time scales or moderate numbers of particles, prompted the development of other
approaches such as the direct simulation Monte Carlo method.

3.2.3 Direct simulation Monte Carlo method
The direct simulation Monte Carlo (DSMC) method was originally suggested by Bird [24]
to study the equilibrium behavior of hard spheres, as an alternative to event-driven
molecular dynamics [1]. The initial aim was to overcome the restriction to small numbers
of particles in the MD simulations by replacing the exact calculation of the hard-sphere
collisions by a stochastic collision scheme, making it a mesoscopic approach in the sense
defined above. In this form, DSMC is not to be considered a direct numerical solver of
the Boltzmann equation, but rather an attempt to simulate the behavior of a system
which could also be described by the Boltzmann equation including the limitations and
assumptions of the Boltzmann gas limit (see Sec. 2.4). To this end, DSMC uses a number
of samples or quasi-particles representing probability quanta, that is, units of probability
in the phase space of the distribution function. For a simulation employing N quasiparticles, the distribution function is thus discretized using N samples. For brevity, in
the following we refer to quasi-particles in the DSMC approach simply as particles, as it
is clear that in the context of this method we do not consider real physical particles. A
detailed discussion of the interpretation of particles in DSMC including the conditions
under which it is possible to identify a quasi-particle with a certain number of physical
particles is found in Ref. [43].
For the temporal evolution DSMC uses a splitting scheme, where the system is propagated by successively applying a free-streaming and an interaction or collision step. The
discrete time step ∆t employed here is assumed to be small compared to the mean free
time, that is, the time between successive collisions for an individual particle, and the
hydrodynamic time of the system. During the free-streaming step, all possible collisions
between particles in the system are disregarded and the particles are propagated according to their current velocities while obeying the boundary conditions of the system.
For the following collision step, the particles are subjected to a series of instantaneous
stochastic collisions in agreement with kinetic theory. As such, the motion of the particles
and the collisions are decoupled and the order of collisions is disregarded, corresponding
to the assumption of molecular chaos in the derivation of the Boltzmann equation. As
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the collision scheme does not take into account the trajectories of the particles, it is required that the distribution function is spatially homogeneous. For configurations with
spatial gradients in the macroscopic properties, this assumption is not valid. Hence, the
computational domain is partitioned into a number of cells, that is, compact subsets of
the domain, within which the distribution function can be assumed to be homogeneous.
The size of these cells has to be small compared to the mean free path and the characteristic hydrodynamic length scale of the system. A basic DSMC algorithm can then be
formulated as [30, 44]:
1. Initialization: The simulation is started with a certain number of particles spatially distributed uniformly over the domain. The particles’ velocities are initialized
using samples from the appropriate Maxwell-Boltzmann distribution (Sec. 2.5).
2. Streaming step: Free-streaming of all particles for a fixed time duration ∆t, while
taking into account the boundaries of the system.
3. Collision step: Performing of stochastic collisions on a per-cell basis approximating the collision term in the Boltzmann equation.
4. Data extraction: Sampling of the macroscopic flow fields by calculating the moments of the discretized distribution function.
5. Termination: Testing for conditions to terminate the simulation, e.g. the total
real time, otherwise continuation with step 2.

Collision schemes With the general method outlined, the specifics of the stochastic
collision process shall be considered next. This is the crucial part of the DSMC method,
as it forms the connection between the numerical scheme and the underlying kinetic
theory. Here, the collision procedure for a simple hard-sphere gas using the interaction
potential of Eq. (3.1) is described, which is the application DSMC was initially devised for.
While there exists a range of other popular collision models, the basic algorithm remains
unchanged, hence this discussion is limited to the case of hard spheres. The number of
collisions per unit time dN (coll) /dt within a given volume V of a homogeneous gas can
be obtained from the corresponding term in the collision integral given in Eq. (2.57).
Within a cell, the distribution function is to be assumed homogeneous with respect to
the spatial coordinates, thus the collision probability can be expressed in terms of the
velocity distribution function f (v, t). The impact parameter for hard-spheres of diameter
σ is given by 2 σ 2 |v12 · ê| (see [15, 30] for details), where ê is the unit vector at contact.
This leads to
dN (coll)
1
= V
dt
2

ˆ

f (v1 , t) f (v2 , t) Θ(−v12 · ê) σ 2 |v12 · ê| dv1 dv2 dê ,

(3.7)

where Θ(·) is the Heaviside step function limiting the integration to the part of phase
space where v12 · ê < 0, corresponding to particles approaching a collision (see Fig. 2.1
in Chap. 2). The pre-factor of 1/2 results from the fact that each collision involves two
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particles. Integrating over all possible orientations ê gives
ˆ
dN (coll)
1
2
= πσ V
f (v1 , t) f (v2 , t) |v12 | dv1 dv2 ,
dt
2

(3.8)

or, in terms of the average relative velocity, hv12 i,

dN (coll)
π σ 2 N 2 hv12 i
=
.
(3.9)
dt
2V
In its original formulation, DSMC uses a time counter to keep track of the number of
collisions occurring within a cell over a time step [45]. The time counter is then advanced
for each processed collision by an increment proportional to the inverse of the collision
probability. While this procedure is optimal in terms of the computational efficiency,
for extreme non-equilibrium conditions, the scheme leads to spurious effects due to an
incorrect collision rate [46].
To overcomes this deficit, the no-time-counter (NTC) scheme is commonly used, which
is based on an estimate for the collision probability within a cell [44, 47]. According to
Eq. (3.7), the probability for selecting a pair of particles with velocities v1 and v2 for
a collision depends not only on the probabilities to find these velocities, but also the
relative velocity in the direction of collision, ê. Instead, a Monte Carlo integration of the
collision integral is performed. To this end, the probability for two velocities v1 and v2
to undergo a collision during a time step ∆t is calculated as [26]
N
|v12 · r̂| ∆t ,
(3.10)
V
where r̂ is a uniformly distributed random unit vector and the pre-factor of 4 π results
from integrating over the direction. This probability would then have to be evaluated for
all particle pairings. Assuming a number of Nc particles assigned to a cell c, this leads to
a computational complexity quadratic in the number of particles, as all Nc (Nc − 1) pairs
have to be processed. Instead, an acceptance-rejection method is employed based on an
estimate for the upper limit of the pair-wise collision probability, ωmax . Within each cell
1/2 N ω
c max randomly selected trial pairs are tested for collisions by evaluating Eq. (3.10),
where an independent random direction r̂ is used for each pair. The pair is accepted
and the collision executed with a probability of ω12 /ωmax . If accepted for collision, the
post-collisional velocities are updated based on Eq. (3.4).
ω12 = 4 π σ 2

At this point, some remarks are in order. First, while Eq. (3.10) gives the correct collision
probability for N → ∞, for the numbers of DSMC particles found within a cell in typical
simulations, the term N/V should be replaced by (N − 1)/V to account for the fact
that self-collisions are excluded [48]. Second, selecting the value of ωmax deserves some
discussion. One possibility is to use an upper limit based on a multiple of the thermal
velocity. Alternatively, the maximum collision probability can be estimated periodically
over the runtime of a simulation by evaluating Eq. (3.10) for a series of randomly selected
particle pairings without actually performing any collisions. During the regular testing
of the trial pairs, ωmax is then updated accordingly. Finally, while other collision schemes
exist, as we employ the NTC scheme in our simulations, the reader is referred to the
literature for a discussion of other collision schemes [46, 48].
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Convergence and discretization effects Even though the DSMC method was originally devised rather ad-hoc without any detailed consideration of the influence of the
discretization or the convergence behavior, it was quickly adopted as a standard technique for the numerical study of problems involving dilute gas flows, such as the reentry
of spacecrafts [49–52]. While the equivalence of DSMC and the numerical solution of
the Boltzmann equation was established by Bird [53], proof for the convergence was finally provided almost 30 years after the first application of DSMC [54]. In the meantime,
Nanbu [55] suggested an alternative derived directly from the Boltzmann equation. While
initially momentum and energy were only conserved on average, this shortcoming was resolved subsequently [26]. Nevertheless, Bird’s DSMC formulation with the NTC scheme
remains the most popular method for engineering applications.
Interestingly enough, even after the convergence proof, it took several more years until
the first rigorous analysis of the influence of the spatial discretization was performed
by Alexander et al. [56]. Previously, spurious results due to violations of the typically
recommended cell size of less than a mean free path were reported [57, 58]. By evaluating the Green-Kubo [59] expressions for the macroscopic transport coefficients, the
error introduced by the discretization can be quantified. The viscosity of a dilute, i.e.,
ideal hard-sphere gas comprised of particles with diameter σ and mass m at a constant
temperature T is given by
η

(HS)

5
=
16 σ 2

s

m kB T
,
π

(3.11)

while the viscosity including the effects of spatial discretization resulting from collision
cells with an edge length of ∆x is [56, 60]
(HS)
η∆x

5
=
16 σ 2

s

m kB T
π

16 (∆x)2
1+
45 π λ2

!

,

(3.12)

where λ is again the mean free path in the gas. The correction term shows that for a
edge length equal to the mean free path the viscosity is increased artificially by ≈11 %
due to the fact that momentum is exchanged between particles not actually in contact.
A similar analysis is possible for the influence of the temporal discretization, that is, the
discrete time step, on the transport coefficients. For the viscosity this leads to [61]
(HS)
η∆t

5
=
16 σ 2

s

m kB T
π

16 (∆t)2
1+
75 π β 2 λ2

!

,

(3.13)

where β = m/(2 kB T ) is the inverse thermal velocity (see Sec. 2.5). So for a time step
equal to the mean free time, β λ, the viscosity is changed by ≈7 %. Based on Eqs. (3.12)
and (3.13) it is then possible to select the parameters for the discretization in accordance
with the acceptable numerical error. It should be noted, that the dependency of the
other relevant transport coefficients, that is, the diffusion coefficient D and the thermal
conductivity κ, on the discretization can also be described [56, 61].
p
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Parametrization Choosing physically reasonable parameters for the interaction models
and the numerical discretization while keeping the computational requirements as low as
possible is one of the most challenging parts when performing particle simulations. In
some cases, such as for event-driven particle dynamics, solely the physical parameters are
relevant, as the equations of motion are integrated analytically in between discrete events.
For direct simulation Monte Carlo, however, selecting even the physical parameters is not
obvious and is further complicated by two seemingly contradictory views of the method.
As discussed above, from a theoretical point of view, the particles in DSMC represent
probability quanta and the collisions result in a redistribution of probability between
different subsets of phase space. This perspective on DSMC is prevalent in the physics
community, where usually idealized fluids in dimensionless configurations are examined.
In the context of engineering applications, such as the reentry of a spacecraft [52] or
the gas flow between the read/write head and the surface of the platter in a hard disk
drive [62] a different view is common: Each DSMC particle represents a certain number
of real physical particles [44]. This parameter is typically referred to as scaling factor
or particle weight and in the following is designated W . In fact, this scaling factor is a
purely technical parameter which relates the physical number density in the system to the
number of particles employed in the simulation which is typically much smaller than the
number of physical particles. In order to obtain the behavior of a real gas at the desired
physical density, it is then necessary to adjust the collision frequency accordingly. To this
end, in the original DSMC formation, the interaction diameter was simply scaled by W
to give a collision rate corresponding to the physical number density [44]. A more elegant
solution which is routinely used today is to scale the number density in each cell by W
when evaluating the collision probability according to Eq. (3.10). The same scaling can
then be applied when extracting the macroscopic fields, as is discussed in Subs. 3.2.5 in
detail. For configurations with extreme gradients in the number density over the domain,
W can be treated dynamically on a per-cell basis to obtain similar numbers of DSMC
particles in the individual cells [63].
Is is also mainly in the context of engineering applications that other interaction models
are employed. As the hard-sphere potential is characterized by just one constant parameter, certain features of realistic gases cannot be captured. One such effect is the
experimentally measured temperature dependency of the viscosity which cannot be reproduced by the hard-sphere model. Several alternative interaction models are suggested
in the literature [44], with the most prominent probably being the variable hard-sphere
(VHS) model, where the collision diameter is not constant, but rather follows an inverse
power law [64]. Other attempts of capturing the behavior of real gases include approaches
to modify the interaction parameters on a per-cell basis on order to obtain the desired
viscosity [65]. Here, we do not consider these modifications any further, as (1) they do not
change the underlying algorithm significantly and (2) their applicability is often limited
to certain engineering applications.
A more fundamental restriction of DSMC method as introduced here is the limitation to
dilute gases. The dimensionless Schmidt number Sc defined as the ratio of the kinematic
viscosity and the diffusion coefficient is often used to classify fluids. While gases have a
Schmidt number of order unity, for liquids, the Schmidt number is typically on the order
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of 100 to 1000. Using the expressions for the transport coefficients in an ideal hard-sphere
gas, the Schmidt number is a constant, independent of the collision diameter σ or the
number density n:
Sc(HS)

η (HS)
5 · 8 n σ2
≡
=
3 · 16 m n σ 2
ρ D(HS)

s

π m2 kB T
5
= ,
π kB T
6

(3.14)

where ρ is the mass density, and D(HS) is the diffusion coefficient in a hard-sphere gas [66].
To overcome the restriction of the original DSMC to the numerical study of dilute gases, a
wide range of modifications and alternative schemes are proposed in the literature, some
of which are introduced in the next section.

3.2.4 Variants of the direct simulation Monte Carlo method
Beyond dilute gases A variety of methods is suggested in the literature to allow for
the study of fluids with an equation of state different from an ideal gas [25, 26, 67, 68].
These schemes preserve the basic algorithm as well as the assumption of binary collisions
in the original DSMC method. With increasing volume fraction, defined as the ratio of
the volume occupied by particles and the total volume of the system, the influence of the
excluded volume increases as well. This effect is not taken into account in the Boltzmann
gas limit used in the derivation of the Boltzmann equation (see Sec. 2.4). If, however,
in the derivation, the assumption of N σ 2 being finite is replaced by N σ 3 being finite,
the Enskog equation for a hard-sphere system can be derived [69]. The Enskog equation
can be solved numerical by means of Enskog DSMC [26], where the excluded volume
effects are accounted for. A series of other modifications to allow the study of fluids at
higher density with DSMC-like methods are published by various authors [25, 68]. As
these approaches are seldom used in the context of mesoscopic fluid dynamics, we do not
expand on this any further.
Multi-particle collision dynamics A class of numerical methods loosely based on the
DSMC method is recently gaining in interest as hydrodynamic solvers which include
thermal effects of relevance for microfluidic applications. These approaches are truly
mesoscopic, as the concept of binary collisions is abandoned in favor of multi-particle
collision schemes, hence these methods are referred to as multi-particle collision dynamics
(MPCD) in the literature [70]. The first member of this group is introduced by Malevanets
et al. [27] as a model for the dynamics of solvents. While the basic algorithm follows
the one of DSMC quite closely, the collision step is modified significantly: Instead of
stochastic binary interactions, all particles within a spatial neighborhood or cell are jointly
subjected to a collision process. In the original method [27] this collision process performs
a random rotation of the thermal component of the velocity, that is, the deviation of a
particle’s velocity from the average velocity in the cell. Due to this stochastic rotation,
this type of model is also referred to as stochastic rotation dynamics (SRD) [71]. While
the initially proposed model is not Galilean-invariant at low temperatures, resulting in
the structure of the collision cells becoming visible as grid artifacts, Ihle et al. [71] suggest
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a random shift of the grid defining the collision cells within each time step. While this
incurs significant challenges related to the treatment of solid boundaries [72, 73], the
grid shift completely eliminates the artifacts. An advantage of MPCD over DSMC is the
possibility to almost freely adjust the Schmidt number [71, 74]. Other collision processes
are, however, proposed in the literature, leading for example to a non-ideal equation of
state [75] or phase separation in binary mixtures [76]. Further details on MPCD and the
commonly used models including expressions for the transport coefficients are summarized
in the excellent review by Gompper et al. [70].
Variance-reduction schemes A relatively new yet extremely promising area of research
are schemes to reduce the statistical noise inherent to the direct simulation Monte Carlo
method. Due to the discrepancy in the number of DSMC particles or samples compared
to the number of particles in a meso- or macroscopic volume of real gas, the fluctuations
in the system are significantly larger in the simulation. While for dilute gas flows in the
high Mach number regime this is not an issue, it severely hinders the applicability of the
method with respect to problems with low-flow speeds such as microfluidics [77, 78]. The
proportionality of the statistical uncertainty for the macroscopic flow velocity obtained
from a particle simulation can be shown to be [77]:
Eu ∝

1
√

Ma N S

,

(3.15)

where Ma = |u|/c ∝ |u| β is the Mach number, and S is the number of independent
samples collected for a volume containing N particles. As such, in order to achieve an
acceptable signal-to-noise ratio for low-speed flows, either a computationally unfeasible
number of particles or extensive averaging is required.
Various attempts to modify the DSMC method to obtain an approach where the computational cost is decoupled from the Mach number are suggested in the literature. These
can be assigned to two principally different categories. The first group are the information preservation (IP) schemes for DSMC [79, 80]. There, each particle in addition
to its microscopic velocity carries some additional information such as the macroscopic
velocity which is transported along with the particles. Based on this information and
continuum hydrodynamics, the macroscopic low-speed velocity is maintained, while the
velocities of the individual particles act as thermal noise. The IP-DSMC approach can be
applied successfully, for example, to low-speed flows in microchannels [81]. The second
less invasive approach relies on the assumption that for low-speed flows there is only a
small deviation from equilibrium in the distribution function. The original works following this methodology are related to DSMC but alter the collision integral [82, 83].
A variance reduction scheme integrated into a standard DSMC formulation is presented
by Al-Mohssen et al. [84, 85]. In this method termed variance reduction (VR) direct
simulation Monte Carlo weights are assigned to the individual particles relating the equilibrium to the non-equilibrium distribution function. The update rules for these weights
represent the collisions between particles and are derived from the Boltzmann equation.
While resulting in a significant reduction in the variance, VRDSMC seems to have a seri-
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ous drawback: The number of particle per cell required for a numerically stable solution
is on the order of 1000 [85].
An alternative approach also exploiting the small deviation from equilibrium in lowspeed flows relies on the linearized Boltzmann equation [14] using the approximation of
the Boltzmann collision integral (see Eq. (2.47)) by the Bhatnagar-Gross-Krook (BGK)
collision operator [86]. The BGK approximation can be introduced into a DSMC framework by replacing the velocities of a certain fraction of the particles in each cell by samples
drawn from the equilibrium distribution and performing a rescaling of the velocities to
conserve momentum and energy [87, 88]. The number of particles which are “relaxed”
towards equilibrium is determined by the relaxation time. Several works using the BGK
collision operator in a DSMC framework in conjunction with variance reduction are published [28, 89, 90]. A limitation inherent to the BGK model is that it yields the wrong
Prandtl number, that is, the ratio of momentum diffusivity and thermal diffusivity. For
a monatomic gas instead of the correct value of unity the BGK model leads to a Prandtl
number of 2/3. Nevertheless, as long as the systems studied are in thermal equilibrium, the
BGK approximation can be applied successfully. Especially the combination of the BGK
collision operator with variance reduction suggested in Ref. [28] seems highly promising.
It does not require large numbers of particles per cell such as other approaches [90] and
does not suffer from numerical instabilities.

3.2.5 Common concepts
In the previous sections, the numerical methods that are of relevant for this work are
introduced. Here, some concepts applicable to different particle-based schemes shall be
presented.

Macroscopic fields The numerical schemes applied in the following chapters belong to
the class of mesoscopic methods, where the macroscopic properties are defined in terms
of moments of the distribution function (DSMC) or as local averages (MPCD). Especially
in the case of DSMC, extensive temporal and spatial averaging is commonly required,
which poses a challenge for properties that are defined via the deviation from some average
value, such as the stress tensor (see Eq. (2.61)). In the case of the average or streaming
velocity, it is essential to compute the average as a weighted average, that is, take into
account the fluctuations of the number density within the single cells [91]. It is highly
desirable to be able to compute all macroscopic properties as running averages so that
averaging over many samples or time steps does not incur any memory overhead. This is
in fact possible by using the discrete versions of the first three moments. In the following
we denote by Pc the index set for the particles contained within a cell c ∈ {1, . . . , NC } at
a certain point in time. The time dependency of the variables is skipped here to simplify
the notation. The quantities averaged over a cell c are indicated by h·ic and the moments
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are then defined as
hmic =
hpic =
hM ic =

X

Wi mi ,

(3.16)

Wi mi vi ,

(3.17)

Wi mi vi viT ,

(3.18)

i ∈ Pc

X

i ∈ Pc

X

i ∈ Pc

where Wi and mi are the scaling factor (unity for MPCD) and the mass of particle
i, respectively. The macroscopic properties can then be expressed in terms of these
moments. With Vc being the volume of the cell, the mass density is given by
ρc =

hmic
,
Vc

(3.19)

uc =

hpic
,
hmic

(3.20)

the streaming velocity by

and the (kinetic) stress tensor by
Pc =

1
1
hM ic −
hpic hpiTc
Vc
hmic




(3.21)

.

Following Eq. (2.62), the local pressure and temperature for an ideal gas can then be
obtained as
Pc =

1
tr (Pc ) ,
3

(3.22)

and
tr (Pc )
1
1
=
tr (hM ic ) −
hpic · hpic
Tc =
3 kB |Pc |
3 kB |Pc |
hmic




,

(3.23)

respectively, where it is assumed the particles have only three translational degrees of freedom. For other equations of state or rotational/vibrational degrees of freedom, Eqs. (3.22)
and (3.23) have to be adapted to take into account the collisional stress and/or additional
energy.
The sampling of the macroscopic fields based on the moments has some benefits. First, the
handling of different particle species is straightforward by calculating the three moments
over the respective subsets of particles. The macroscopic properties can then be obtained
on a per-species basis as well as, after summation of the moments, averaged over all
species. Second, the averaging based on moments can readily be extended to calculate
time- or ensemble-averaged macroscopic fields. In this case it is then necessary to also
keep record of the total number of samples collected, i.e., the sum over Pc as well as the
total volume.
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Thermostats In microscopic systems, the microcanonical ensemble requires the maintenance of an approximately constant total energy, corresponding to a heat bath which
adds thermal noise to the system. Also, while microfluidic applications usually imply
non-equilibrium systems, mostly isothermal processes are considered. This can be accomplished by employing a thermostat, that is, some (possibly stochastic) process to
influence the microscopic variables in such a way that a specified macroscopic temperature is maintained. If the system is limited to translational degrees of freedom, the
macroscopic temperature can be controlled by adjusting the microscopic velocities of the
individual particles. Thermostats such as the Andersen thermostat [92] are routinely applied in molecular dynamics simulations [10, 92, 93]. For direct simulation Monte Carlo,
due to its typical applications in the context of aerodynamics and especially transition
flows, isothermal systems are less relevant. For the methods derived from DSMC, and
here specifically multi-particle collision dynamics, thermostats are frequently employed,
usually in combination with external forcing driving the flow (see Sec. 7.2) [94, 95]. Here
the challenge lies in devising a means of modifying the individual particles’ velocities without disturbing the macroscopic flow profile. A numerical efficient thermostat acting on all
particles within a cell via a Monte Carlo procedure is suggested in the literature [93, 94].
A comparison of different thermostats for stochastic rotation dynamics is performed in
Ref. [96], which shows the Monte Carlo thermostat preserves the macroscopic properties
well.

3.3 Summary
In this chapter, merely a small subset of the constantly growing family of methods for
particle-based fluid dynamics is covered. Specifically, the discussion is limited to models that are applied in the subsequent chapters or, in the case of molecular dynamics,
that are fundamental as they form the basis for a wide range of derived approaches. As
specified in Sec. 1.3, the main objective of this work is to establish a general framework
for particle-based fluid dynamics in the presence of complicated boundary conditions.
Hence, the integration of other numerical approaches, such as dissipative particle dynamics (DPD) [97, 98], which is essentially a combination of molecular dynamics and lattice
gas automata [99–101], is certainly possible. Again, we refer to the literature for a more
detailed overview of the relevant method [16, 17].
What should be emphasized at this point is the axiomatic difference between discrete and
continuous interaction models from an algorithmic point of view. Even though the basic
algorithms for force-based molecular dynamics and direct simulation Monte Carlo may
seem highly similar, the free-streaming step in DSMC and the derived methods shares
many characteristics with the algorithm for event-driven molecular dynamics. This fact
is crucial for several innovative schemes related to the handling of complex geometries
proposed in the remainder of this thesis.
One topic of importance for any simulation method not discussed so far is the handling
of boundary conditions. This is especially crucial in the case of microfluidics, because
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the often complicated shape of the boundaries determines the behavior of the system.
Different boundary conditions of relevance in the context of this work and how these can
be implemented both efficiently and physically correctly are covered in Chap. 7. Yet it
is helpful to first introduce various techniques to represent complex geometries within
particle-based methods in an efficient way, which is done in the following chapter.

References
[1]

B. J. Alder and T. E. Wainwright, “Phase transition for a hard sphere system”, J.
Chem. Phys., vol. 27, no. 5, pp. 1208–1209, 1957. doi: 10.1063/1.1743957 (cited
on pp. 26, 32).

[2]

A. Donev, A. L. Garcia, and B. J. Alder, “Stochastic event-driven molecular dynamics”, J. Comput. Phys., vol. 227, no. 4, pp. 2644–2665, 2008. doi: 10.1016/
j.jcp.2007.11.010 (cited on p. 26).

[3]

M. N. Bannerman and L. Lue, “Transport properties of highly asymmetric hardsphere mixtures”, J. Chem. Phys., vol. 130, no. 16, 164507, 2009. doi: 10.1063/
1.3120488 (cited on p. 26).

[4]

B. J. Alder and T. E. Wainwright, “Studies in molecular dynamics. I. General
method”, J. Chem. Phys., vol. 31, no. 2, pp. 459–466, 1959. doi: 10.1063/1.
1730376 (cited on p. 26).

[5]

D. C. Rapaport, “Molecular dynamics simulation of polymer chains with excluded
volume”, J. Phys. A: Math. Gen., vol. 11, no. 8, pp. L213–L217, 1978. doi: 10.
1088/0305-4470/11/8/008 (cited on p. 26).

[6]

G. A. Chapela, L. E. Scriven, and H. T. Davis, “Molecular dynamics for discontinuous potential. IV. Lennard-Jonesium”, J. Chem. Phys., vol. 91, no. 7, pp. 4307–
4313, 1989. doi: 10.1063/1.456811 (cited on p. 26).

[7]

C. Thomson, L. Lue, and M. N. Bannerman, “Mapping continuous potentials to
discrete forms”, J. Chem. Phys., vol. 140, no. 3, 034105, 2014. doi: 10.1063/1.
4861669 (cited on pp. 26, 30).

[8]

W. W. Wood and F. R. Parker, “Monte Carlo equation of state of molecules
interacting with the Lennard-Jones potential. I. A supercritical isotherm at about
twice the critical temperature”, J. Chem. Phys., vol. 27, no. 3, pp. 720–733, 1957.
doi: 10.1063/1.1743822 (cited on pp. 27–28).

[9]

A. Rahman, “Correlations in the motion of atoms in liquid argon”, Phys. Rev., vol.
136, A405–A411, 2A 1964. doi: 10.1103/PhysRev.136.A405 (cited on pp. 27–28).

[10]

M. P. Allen and D. J. Tildesley, Computer simulation of liquids, ser. Oxford Science
Publications. Oxford University Press, USA, 1989 (cited on pp. 27–28, 30, 41).

[11]

J. Q. Broughton and G. H. Gilmer, “Molecular dynamics investigation of the
crystal-fluid interface. I. Bulk properties”, J. Chem. Phys., vol. 79, no. 10, pp. 5095–
5104, 1983. doi: 10.1063/1.445633 (cited on p. 27).

42

References
[12]

D. Frenkel and B. Smit, Understanding molecular simulation: From algorithms to
applications. San Diego: Academic Press, 2002 (cited on pp. 27–28, 30).

[13]

M. P. Allen, “Introduction to molecular dynamics simulation”, in Computational
Soft Matter: From Synthetic Polymers to Proteins - Lecture Notes, ser. NIC Series,
N. Attig, K. Binder, H. Grubmüller, and K. Kremer, Eds., vol. 23, Jülich: John
von Neumann Institute for Computing, 2004, pp. 1–28 (cited on pp. 27, 30, 32).

[14]

C. Cercignani, The Boltzmann equation and its applications, ser. Applied Mathematical Sciences. Springer, 1988, vol. 67 (cited on pp. 28, 39).

[15]

S. Harris, An introduction to theory of the Boltzmann equation. Mineola, N.Y.:
Courier Dover Publications, 2004 (cited on pp. 28, 33).

[16]

G. E. Karniadakis, A. Beskok, and N. Aluru, Microflows and nanoflows: Fundamentals and simulation, ser. Interdisciplinary Applied Mathematics. Springer New
York, 2005 (cited on pp. 28, 41).

[17]

D. S. Bolintineanu, G. S. Grest, J. B. Lechman, F. Pierce, S. J. Plimpton, and P. R.
Schunk, “Particle dynamics modeling methods for colloid suspensions”, Comput.
Part. Mech., vol. 1, no. 3, pp. 321–356, 2014. doi: 10.1007/s40571-014-0007-6
(cited on pp. 28, 41).

[18]

N. Metropolis and S. Ulam, “The Monte Carlo method”, J. Am. Stat. Assoc., vol.
44, no. 247, pp. 335–341, 1949. doi: 10.2307/2280232 (cited on p. 28).

[19]

N. Metropolis, A. W. Rosenbluth, M. N. Rosenbluth, A. H. Teller, and E. Teller,
“Equation of state calculations by fast computing machines”, J. Chem. Phys., vol.
21, no. 6, pp. 1087–1092, 1953. doi: 10.1063/1.1699114 (cited on p. 28).

[20]

M. N. Rosenbluth and A. W. Rosenbluth, “Further results on Monte Carlo equations of state”, J. Chem. Phys., vol. 22, no. 5, pp. 881–884, 1954. doi: 10.1063/
1.1740207 (cited on p. 28).

[21]

S. Ostojic, E. Somfai, and B. Nienhuis, “Scale invariance and universality of force
networks in static granular matter”, Nature, vol. 439, no. 7078, pp. 828–830, 2006.
doi: 10.1038/nature04549 (cited on p. 28).

[22]

D. Asenjo, F. Paillusson, and D. Frenkel, “Numerical calculation of granular entropy”, Phys. Rev. Lett., vol. 112, p. 098 002, 9 2014. doi: 10.1103/PhysRevLett.
112.098002 (cited on p. 28).

[23]

L. Verlet, “Computer ‘experiments’ on classical fluids. I. Thermodynamical properties of Lennard-Jones molecules”, Phys. Rev., vol. 159, pp. 98–103, 1 1967. doi:
10.1103/PhysRev.159.98 (cited on pp. 28, 31).

[24]

G. A. Bird, “Approach to translational equilibrium in a rigid sphere gas”, Phys.
Fluids, vol. 6, no. 10, pp. 1518–1519, 1963. doi: 10.1063/1.1710976 (cited on
pp. 29, 32).

[25]

F. J. Alexander, A. L. Garcia, and B. J. Alder, “A consistent Boltzmann algorithm”, Phys. Rev. Lett., vol. 74, pp. 5212–5215, 26 1995. doi: 10 . 1103 /
PhysRevLett.74.5212 (cited on pp. 29, 37).

43

References
[26]

J. M. Montanero and A. Santos, “Simulation of the Enskog equation à la Bird”,
Phys. Fluids, vol. 9, no. 7, pp. 2057–2060, 1997. doi: 10.1063/1.869325 (cited
on pp. 29, 34–35, 37).

[27]

A. Malevanets and R. Kapral, “Mesoscopic model for solvent dynamics”, J. Chem.
Phys., vol. 110, no. 17, pp. 8605–8613, 1999. doi: 10.1063/1.478857 (cited on
pp. 29, 37).

[28]

S. Ramanathan and D. L. Koch, “An efficient direct simulation Monte Carlo
method for low Mach number noncontinuum gas flows based on the BhatnagarGross-Krook model”, Phys. Fluids, vol. 21, no. 3, 033103, p. 033 103, 2009. doi:
10.1063/1.3081562 (cited on pp. 29, 39).

[29]

M. P. Allen, D. Frenkel, and J. Talbot, “Molecular dynamics simulation using
hard particles”, Comp. Phys. Reports, vol. 9, pp. 301–353, 1989. doi: 10.1063/1.
1730376 (cited on p. 29).

[30]

T. Pöschel and T. Schwager, Computational granular dynamics. Berlin Heidelberg:
Springer-Verlag, 2005. doi: 10.1007/3-540-27720-X (cited on pp. 29–31, 33).

[31]

M. N. Bannerman, S. Strobl, A. Formella, and T. Pöschel, “Stable algorithm for
event detection in event-driven particle dynamics”, Comput. Part. Mech., vol. 1,
no. 2, pp. 191–198, 2014. doi: 10.1007/s40571-014-0021-8 (cited on p. 29).

[32]

S. Miller and S. Luding, “Event-driven molecular dynamics in parallel”, J. Comput.
Phys., vol. 193, no. 1, pp. 306–316, 2004. doi: 10.1016/j.jcp.2003.08.009 (cited
on p. 30).

[33]

W. C. Swope, H. C. Andersen, P. H. Berens, and K. R. Wilson, “A computer
simulation method for the calculation of equilibrium constants for the formation
of physical clusters of molecules: Application to small water clusters”, J. Chem.
Phys., vol. 76, no. 1, pp. 637–649, 1982. doi: 10.1063/1.442716 (cited on p. 31).

[34]

C. W. Gear, Numerical initial value problems in ordinary differential equations.
Upper Saddle River, NJ, USA: Prentice Hall PTR, 1971 (cited on p. 31).

[35]

J. M. Haile, Molecular dynamics simulation: Elementary methods. New York: Wiley, 1997 (cited on p. 31).

[36]

D. C. Rapaport, The art of molecular dynamics simulation. Cambridge, UK New
York, NY: Cambridge University Press, 2004 (cited on p. 31).

[37]

P. A. Cundall and O. D. L. Strack, “A discrete numerical model for granular
assemblies”, Géotechnique, vol. 29, no. 1, pp. 47–65, 1979. doi: 10.1680/geot.
1979.29.1.47 (cited on p. 31).

[38]

H. Zhu, Z. Zhou, R. Yang, and A. Yu, “Discrete particle simulation of particulate
systems: A review of major applications and findings”, Chem. Eng. Sci., vol. 63,
no. 23, pp. 5728–5770, 2008. doi: 10.1016/j.ces.2008.08.006 (cited on p. 31).

[39]

W. Smith, “Molecular dynamics on hypercube parallel computers”, Comput. Phys.
Commun., vol. 62, no. 2, pp. 229–248, 1991. doi: 10.1016/0010-4655(91)900975 (cited on p. 31).

44

References
[40]

S. Plimpton, “Fast parallel algorithms for short-range molecular dynamics”, J.
Comput. Phys., vol. 117, no. 1, pp. 1–19, 1995. doi: 10.1006/jcph.1995.1039
(cited on p. 31).

[41]

W. M. Brown, P. Wang, S. J. Plimpton, and A. N. Tharrington, “Implementing
molecular dynamics on hybrid high performance computers – short range forces”,
Comput. Phys. Commun., vol. 182, no. 4, pp. 898–911, 2011. doi: 10.1016/j.
cpc.2010.12.021 (cited on p. 31).

[42]

M. Tuckerman, B. J. Berne, and G. J. Martyna, “Reversible multiple time scale
molecular dynamics”, J. Chem. Phys., vol. 97, no. 3, pp. 1990–2001, 1992. doi:
10.1063/1.463137 (cited on p. 32).

[43]

Y. Sone, Molecular gas dynamics: Theory, techniques, and applications. Springer
Science & Business Media, 2007 (cited on p. 32).

[44]

G. A. Bird, Molecular gas dynamics and the direct simulation of gas flows. Clarendon, 1994 (cited on pp. 33–34, 36).

[45]

G. A. Bird, “The velocity distribution function within a shock wave”, J. Fluid
Mech., vol. 30, no. 3, pp. 479–487, 1967. doi: 10.1017/S0022112067001557 (cited
on p. 34).

[46]

K. Koura, “Null-collision technique in the direct-simulation Monte Carlo method”,
Phys. Fluids, vol. 29, no. 11, pp. 3509–3511, 1986. doi: 10.1063/1.865826 (cited
on p. 34).

[47]

G. A. Bird, “Perception of numerical methods in rarefied gasdynamics”, in Proceedings of the 16th International Symposium on Rarefied Gas Dynamics: Theoretical
and Computational Techniques, ser. Progress in Astronautics and Aeronautics,
American Institute of Aeronautics and Astronautics, 1989, pp. 211–226 (cited on
p. 34).

[48]

E. Roohi and S. Stefanov, “Collision partner selection schemes in DSMC: From micro/nano flows to hypersonic flows”, Phys. Rep., 2016. doi: 10.1016/j.physrep.
2016.08.002 (cited on p. 34).

[49]

G. A. Bird, “Monte Carlo simulation of gas flows”, Annu. Rev. Fluid Mech., vol.
10, no. 1, pp. 11–31, 1978. doi: 10.1146/annurev.fl.10.010178.000303 (cited
on p. 35).

[50]

F. J. Alexander and A. L. Garcia, “The direct simulation Monte Carlo method”,
Comput. Phys., vol. 11, no. 6, pp. 588–593, 1997. doi: 10.1063/1.168619 (cited
on p. 35).

[51]

E. S. Oran, C. Oh, and B. Cybyk, “Direct simulation Monte Carlo: Recent advances
and applications”, Annu. Rev. Fluid Mech., vol. 30, no. 1, pp. 403–441, 1998. doi:
10.1146/annurev.fluid.30.1.403 (cited on p. 35).

45

References
[52]

G. J. LeBeau and F. E. Lumpkin III, “Application highlights of the DSMC analysis
code (DAC) software for simulating rarefied flows”, Comput. Methods in Appl.
Mech. Eng., vol. 191, no. 6–7, pp. 595–609, 2001, Minisymposium on Methods for
Flow Simulation and Modeling. doi: 10.1016/S0045-7825(01)00304-8 (cited on
pp. 35–36).

[53]

G. A. Bird, “Direct simulation and the Boltzmann equation”, Phys. Fluids, vol.
13, no. 11, pp. 2676–2681, 1970. doi: 10.1063/1.1692849 (cited on p. 35).

[54]

W. Wagner, “A convergence proof for Bird’s direct simulation Monte Carlo method
for the Boltzmann equation”, J. Stat. Phys., vol. 66, no. 3, pp. 1011–1044, 1992.
doi: 10.1007/BF01055714 (cited on p. 35).

[55]

K. Nanbu, “Direct simulation scheme derived from the Boltzmann equation. I.
Monocomponent gases”, J. Phys. Soc. Jpn., vol. 49, no. 5, pp. 2042–2049, 1980.
doi: 10.1143/JPSJ.49.2042 (cited on p. 35).

[56]

F. J. Alexander, A. L. Garcia, and B. J. Alder, “Cell size dependence of transport
coefficients in stochastic particle algorithms”, Phys. Fluids, vol. 10, no. 6, pp. 1540–
1542, 1998. doi: 10.1063/1.869674 (cited on p. 35).

[57]

E. Meiburg, “Comparison of the molecular dynamics method and the direct simulation Monte Carlo technique for flows around simple geometries”, Phys. Fluids,
vol. 29, no. 10, pp. 3107–3113, 1986. doi: 10.1063/1.865961 (cited on p. 35).

[58]

K. Koura, “Direct simulation of vortex shedding in dilute gas flows past an inclined
flat plate”, Phys. Fluids A, vol. 2, no. 2, pp. 209–213, 1990. doi: 10.1063/1.
857771 (cited on p. 35).

[59]

T. Wainwright, “Calculation of hard-sphere viscosity by means of correlation functions”, J. Chem. Phys., vol. 40, no. 10, pp. 2932–2937, 1964. doi: 10.1063/1.
1724928 (cited on p. 35).

[60]

F. J. Alexander, A. L. Garcia, and B. J. Alder, “Erratum: “Cell size dependence
of transport coefficients in stochastic particle algorithms” [Phys. Fluids 10, 1540
(1998)]”, Phys. Fluids, vol. 12, no. 3, pp. 731–731, 2000. doi: 10.1063/1.870278
(cited on p. 35).

[61]

N. G. Hadjiconstantinou, “Analysis of discretization in the direct simulation Monte
Carlo”, Phys. Fluids, vol. 12, no. 10, pp. 2634–2638, 2000. doi: 10 . 1063 / 1 .
1289393 (cited on p. 35).

[62]

F. J. Alexander, A. L. Garcia, and B. J. Alder, “Direct simulation Monte Carlo
for thin-film bearings”, Phys. Fluids, vol. 6, no. 12, pp. 3854–3860, 1994. doi:
10.1063/1.868377 (cited on p. 36).

[63]

K. C. Kannenberg and I. D. Boyd, “Strategies for efficient particle resolution in
the direct simulation Monte Carlo method”, J. Comput. Phys., vol. 157, no. 2,
pp. 727–745, 2000. doi: 10.1006/jcph.1999.6397 (cited on p. 36).

46

References
[64]

G. A. Bird, “Monte-Carlo simulation in an engineering context”, in Proceedings
of the 12th International Symposium on Rarefied Gas Dynamics, ser. Progress
in Astronautics and Aeronautics, vol. 74, American Institute of Aeronautics and
Astronautics, 1981, pp. 239–255 (cited on p. 36).

[65]

M. N. Macrossan, “µ-DSMC: A general viscosity method for rarefied flow”, J.
Comput. Phys., vol. 185, no. 2, pp. 612–627, 2003. doi: 10.1016/S0021-9991(03)
00009-3 (cited on p. 36).

[66]

O. J. Eder and T. Lackner, “The mutual diffusion coefficient in a dilute hard
sphere gas mixture”, J. Chem. Phys., vol. 74, no. 5, pp. 3064–3069, 1981. doi:
10.1063/1.441431 (cited on p. 37).

[67]

J. M. Montanero and A. Santos, “Monte Carlo simulation method for the Enskog
equation”, Phys. Rev. E, vol. 54, pp. 438–444, 1 1996. doi: 10.1103/PhysRevE.
54.438 (cited on p. 37).

[68]

A. Donev, B. J. Alder, and A. L. Garcia, “A thermodynamically consistent nonideal stochastic hard-sphere fluid”, J. Stat. Mech: Theory Exp., vol. 2009, no. 11,
P11008, 2009. doi: 10.1088/1742-5468/2009/11/p11008 (cited on p. 37).

[69]

S. Chapman and T. G. Cowling, The mathematical theory of non-uniform gases:
An account of the kinetic theory of viscosity, thermal conduction and diffusion in
gases. Cambridge University Press, 1970 (cited on p. 37).

[70]

G. Gompper, T. Ihle, D. Kroll, and R. Winkler, “Multi-particle collision dynamics:
A particle-based mesoscale simulation approach to the hydrodynamics of complex
fluids”, in Advanced Computer Simulation Approaches for Soft Matter Sciences
III, ser. Advances in Polymer Science, C. Holm and K. Kremer, Eds., vol. 221,
Springer Berlin Heidelberg, 2009, pp. 1–87. doi: 10.1007/978-3-540-87706-6_1
(cited on pp. 37–38).

[71]

T. Ihle and D. M. Kroll, “Stochastic rotation dynamics: A Galilean-invariant
mesoscopic model for fluid flow”, Phys. Rev. E, vol. 63, p. 020 201, 2 2001. doi:
10.1103/PhysRevE.63.020201 (cited on pp. 37–38).

[72]

J. K. Whitmer and E. Luijten, “Fluid–solid boundary conditions for multiparticle
collision dynamics”, J. Phys.: Condens. Matter, vol. 22, no. 10, p. 104 106, 2010.
doi: 10.1088/0953-8984/22/10/104106 (cited on p. 38).

[73]

D. S. Bolintineanu, J. B. Lechman, S. J. Plimpton, and G. S. Grest, “No-slip
boundary conditions and forced flow in multiparticle collision dynamics”, Phys.
Rev. E, vol. 86, p. 066 703, 6 2012. doi: 10.1103/PhysRevE.86.066703 (cited on
p. 38).

[74]

M. Ripoll, K. Mussawisade, R. G. Winkler, and G. Gompper, “Dynamic regimes
of fluids simulated by multiparticle-collision dynamics”, Phys. Rev. E, vol. 72,
p. 016 701, 1 2005. doi: 10.1103/PhysRevE.72.016701 (cited on p. 38).

[75]

T. Ihle, E. Tüzel, and D. Kroll, “Consistent particle-based algorithm with a nonideal equation of state”, Europhys. Lett., vol. 73, no. 5, p. 664, 2006. doi: 10 .
1209/epl/i2005-10460-0 (cited on p. 38).

47

References
[76]

E. Tüzel, G. Pan, T. Ihle, and D. M. Kroll, “Mesoscopic model for the fluctuating
hydrodynamics of binary and ternary mixtures”, Europhys. Lett., vol. 80, no. 4,
p. 40 010, 2007. doi: 10.1209/0295-5075/80/40010 (cited on p. 38).

[77]

N. G. Hadjiconstantinou, A. L. Garcia, M. Z. Bazant, and G. He, “Statistical error
in particle simulations of hydrodynamic phenomena”, J. Comput. Phys., vol. 187,
no. 1, pp. 274–297, 2003. doi: 10.1016/S0021-9991(03)00099-8 (cited on p. 38).

[78]

M. Plotnikov and E. Shkarupa, “Selection of sampling numerical parameters for
the DSMC method”, Comput. Fluids, vol. 58, pp. 102–111, 2012. doi: 10.1016/
j.compfluid.2012.01.007 (cited on p. 38).

[79]

J. Fan and C. Shen, “Statistical simulation of low-speed rarefied gas flows”, J.
Comput. Phys., vol. 167, no. 2, pp. 393–412, 2001. doi: 10.1006/jcph.2000.6681
(cited on p. 38).

[80]

N. D. Masters and W. Ye, “Octant flux splitting information preservation DSMC
method for thermally driven flows”, J. Comput. Phys., vol. 226, no. 2, pp. 2044–
2062, 2007. doi: 10.1016/j.jcp.2007.06.027 (cited on p. 38).

[81]

C. Cai, I. D. Boyd, J. Fan, and G. V. Candler, “Direct simulation methods for lowspeed microchannel flows”, J. Thermophys. Heat Transfer, vol. 14, no. 3, pp. 368–
378, 2000. doi: 10.2514/2.6534 (cited on p. 38).

[82]

T. M. Homolle and N. G. Hadjiconstantinou, “A low-variance deviational simulation Monte Carlo for the Boltzmann equation”, J. Comput. Phys., vol. 226, no. 2,
pp. 2341–2358, 2007. doi: 10.1016/j.jcp.2007.07.006 (cited on p. 38).

[83]

G. A. Radtke, N. G. Hadjiconstantinou, and W. Wagner, “Low-noise Monte Carlo
simulation of the variable hard sphere gas”, Phys. Fluids, vol. 23, no. 3, 030606,
pp. 030 606–1–030606–12, 2011. doi: 10.1063/1.3558887 (cited on p. 38).

[84]

H. A. Al-Mohssen and N. G. Hadjiconstantinou, “A practical variance reduced
DSMC method”, AIP Conference Proceedings, vol. 1333, no. 1, pp. 219–224, 2011.
doi: 10.1063/1.3562651 (cited on p. 38).

[85]

H. A. Al-Mohssen and N. G. Hadjiconstantinou, “Low-variance direct Monte Carlo
simulations using importance weights”, ESAIM Math. Model. Num., vol. 44, no.
5, pp. 1069–1083, 2010. doi: 10.1051/m2an/2010052 (cited on pp. 38–39).

[86]

P. L. Bhatnagar, E. P. Gross, and M. Krook, “A model for collision processes in
gases. I. Small amplitude processes in charged and neutral one-component systems”, Phys. Rev., vol. 94, pp. 511–525, 3 1954. doi: 10.1103/PhysRev.94.511
(cited on p. 39).

[87]

J. M. Montanero, A. Santos, M. Lee, J. W. Dufty, and J. F. Lutsko, “Stability of
uniform shear flow”, Phys. Rev. E, vol. 57, pp. 546–556, 1 1998. doi: 10.1103/
PhysRevE.57.546 (cited on p. 39).

[88]

M. N. Macrossan, “A particle simulation method for the BGK equation”, AIP
Conference Proceedings, vol. 585, no. 1, pp. 426–433, 2001. doi: 10 . 1063 / 1 .
1407592 (cited on p. 39).

48

References
[89]

J. Chun and D. L. Koch, “A direct simulation Monte Carlo method for rarefied
gas flows in the limit of small mach number”, Phys. Fluids, vol. 17, no. 10, 107107,
pp. 107 107–1–107107–14, 2005. doi: 10.1063/1.2107807 (cited on p. 39).

[90]

C. D. Landon and N. G. Hadjiconstantinou, “Variance-reduced direct simulation
Monte Carlo with the Bhatnagar-Gross-Krook collision operator”, AIP Conference
Proceedings, vol. 1333, no. 1, pp. 277–282, 2011. doi: 10.1063/1.3562661 (cited
on p. 39).

[91]

M. W. Tysanner and A. L. Garcia, “Measurement bias of fluid velocity in molecular
simulations”, J. Comput. Phys., vol. 196, no. 1, pp. 173–183, 2004. doi: 10.1016/
j.jcp.2003.10.021 (cited on p. 39).

[92]

H. C. Andersen, “Molecular dynamics simulations at constant pressure and/or
temperature”, J. Chem. Phys., vol. 72, no. 4, pp. 2384–2393, 1980. doi: 10.1063/
1.439486 (cited on p. 41).

[93]

D. M. Heyes, “Molecular dynamics at constant pressure and temperature”, Chem.
Phys., vol. 82, no. 3, pp. 285–301, 1983. doi: 10.1016/0301-0104(83)85235-5
(cited on p. 41).

[94]

M. Hecht, J. Harting, T. Ihle, and H. J. Herrmann, “Simulation of claylike colloids”, Phys. Rev. E, vol. 72, p. 011 408, 1 2005. doi: 10.1103/PhysRevE.72.
011408 (cited on p. 41).

[95]

C. Huang, A. Chatterji, G. Sutmann, G. Gompper, and R. Winkler, “Cell-level
canonical sampling by velocity scaling for multiparticle collision dynamics simulations”, J. Comput. Phys., vol. 229, no. 1, pp. 168–177, 2010. doi: 10.1016/j.
jcp.2009.09.024 (cited on p. 41).

[96]

C.-C. Huang, A. Varghese, G. Gompper, and R. G. Winkler, “Thermostat for
nonequilibrium multiparticle-collision-dynamics simulations”, Phys. Rev. E, vol.
91, p. 013 310, 1 2015. doi: 10.1103/PhysRevE.91.013310 (cited on p. 41).

[97]

P. J Hoogerbrugge and J. M.V. A Koelman, “Simulating microscopic hydrodynamic phenomena with Dissipative Particle Dynamics”, Europhys. Lett., vol. 19,
no. 3, pp. 155–160, 1992. doi: 10.1209/0295-5075/19/3/001 (cited on p. 41).

[98]

E. Moeendarbary, T. Y. Ng, and M. Zangeneh, “Dissipative particle dynamics:
Introduction, methodology and complex fluid applications – A review”, Int. J.
Appl. Mech., vol. 01, no. 04, pp. 737–763, 2009. doi: 10.1142/S1758825109000381
(cited on p. 41).

[99]

U. Frisch, B. Hasslacher, and Y. Pomeau, “Lattice-gas automata for the NavierStokes equation”, Phys. Rev. Lett., vol. 56, pp. 1505–1508, 14 1986. doi: 10.1103/
PhysRevLett.56.1505 (cited on p. 41).

[100]

S. Chen and G. D. Doolen, “Lattice Boltzmann method for fluid flows”, Ann. Rev.
Fluid Mech., vol. 30, no. 1, pp. 329–364, 1998. doi: 10.1146/annurev.fluid.30.
1.329 (cited on p. 41).

49

References
[101]

50

D. Wolf-Gladrow, Lattice-gas cellular automata and lattice Boltzmann models – An
introduction, ser. Lecture Notes in Mathematics. Berlin: Springer, 2000, vol. 308
(cited on p. 41).

Chapter

4

Complex geometries
In this chapter different techniques to describe complex geometries for particle-based
simulations are introduced and compared. The strategies most relevant in the context
of this work are identified and the specific requirements for an efficient integration into
a generic simulation code for particle-based fluid dynamics are discussed. In the last
part, a flexible method to configure the boundaries for a complicated simulation setup is
detailed.

4.1 Introduction
Numerical simulations are undoubtedly an essential scientific tool used in both fundamental and applied research within the natural sciences and engineering disciplines.
While many fundamental systems are studied in completely open or quasi-infinite systems through the use of periodic boundary conditions, in technical applications the dimensions of the domain are finite and the boundaries often of non-trivial shape. Pertinent
to the focus of this dissertation on mesoscopic fluid dynamics, this is especially true for
microfluidic systems. Here, microscopic flows developing in specialized, highly complex
geometries are employed for example to manipulate or sort suspended particles [1, 2]. In
these lab-on-a-chip applications, the behavior of the system is driven and dominated by
boundary effects, so the correct modeling of the geometry is crucial.
To discretize the domain and capture boundary conditions of complex shapes, unstructured grids composed of polygonal/polyhedral elements are common in Eulerian approaches like finite volume or finite element methods routinely employed for CFD simulations [3]. An example for this methodology can be found in Appendix D, where the
airflow over a barchan dune is examined with respect to the sensitivity of the dimensionality of the simulation. There, the Navier-Stokes equations are solved numerically using
a finite volume scheme on unstructured grids, capturing the experimentally determined
shape of the dune.
In general, depending on the application, unstructured grids may be further refined locally
to reduce discretization errors and increase stability at critical regions of the domain. This
refinement can often also be performed dynamically during the runtime of the simulation.
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For certain methods requiring elements or cells of fixed shape like the lattice Boltzmann
method (LBM), unstructured grids cannot be used. Instead, high-resolution uniform
Cartesian grids composed of up to 1012 cells are used in order to reach the desired level
of accuracy [4]. To reduce the cost associated with highly resolved, globally uniform
grids, it is also possible to just locally increase the grid resolution at certain regions of
the domain by performing adaptive mesh refinement (AMR) [5], equivalent to the case of
unstructured grids. Here, depending on the dimensionality of the problem, quadtrees or
octrees are routinely used as an efficient representation of the different refinement levels.

4.2 Basic concepts
Contrary to the case of Eulerian or grid-based approaches, for Lagrangian/particle-based
methods, the simulation domain is a continuous subset of the embedding space without
any further discretization. The spatial discretization is only implicitly determined by the
size of the particles and their interaction distance. While the interior of the computational domain is not discretized explicitly, for the boundaries of the system some kind of
discretization is required.
A simple example domain will be used to illustrate the different approaches of modeling complex boundary conditions for Lagrangian methods in the following. This twodimensional domain Ω ⊂ R2 depicted in Fig. 4.1 is formed by two channels of different
width intersecting perpendicularly. The corners at the intersection are rounded off, both
to model geometries typically employed in microfluidic applications and to avoid numerical difficulties at (physically unreasonably) sharp corners. Furthermore, the domain is
assumed to be periodic in the direction of the main axes.

Figure 4.1: Two-dimensional sample domain Ω given by the intersection of two perpendicular channels with rounded off corners.

Fixed particles In the simplest procedure fixed particles can be arranged to represent
complex boundaries in molecular dynamics (MD) or related methods like the discrete
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element method (DEM) or smoothed-particle hydrodynamics (SPH). For the example
domain (Fig. 4.1) a possible realization is sketched in Fig. 4.2. Here the underlying
computational domain Ω̃ ⊂ Rd with d ∈ {2, 3} still has a simple shape, e.g., rectangular
in two and cuboidal in three dimensions. The particles approximating the shape of the
desired boundary are kept in place for example by either disabling all dynamics for these
particles explicitly or by setting their mass to infinity. The major advantage of employing

Figure 4.2: Representation of the example domain from Fig. 4.1 using a underlying domain Ω̃ of rectangular shape and boundary particles (solid red circles) fixed
in space. The inaccessible part of the computational domain is shaded in red,
while the interior of the domain is white.
fixed particles is the low effort in terms of modeling and implementation. Usually the
same interaction models can be used between the bulk particles and pairings of bulk and
boundary particles. By tuning the parameters (e.g., friction coefficients in DEM), it is
possible to model different materials for the bulk and walls. Instead of fixing all the
boundary particles in space, it is also possible to model flexible boundaries by adding an
appropriate interaction model for the individual boundary particles. Suitable candidates
are potentials with both an attractive and repulsive component, like the Lennard-Jones
potential or a spring potential (optionally damped via a dashpot) for continuous particle
dynamics (see Subs. 3.1.2). For discrete particle dynamics as introduced in Subs. 3.1.1,
a square-well [6], a discontinuous version of the Lennard-Jones potential [7], or a more
complex stepped potential [8] can be used. This allows the modeling of dynamically
deforming interfaces as found for example in membranes separating two fluids.
One drawback of this method is the impossibility to represent smooth walls in the simulation. While in theory the walls can be made arbitrarily smooth, the increasing number
of boundary particles required sets a practical limit to this. When the structure of the
material modeled using the bulk particles is to be studied, the particles forming the walls
of the system can impact the local ordering near the wall. While this influence might
be negligible on microscopic scales, for macroscopic problems like the investigation of
granular systems, the impact of this locally enforced ordering can become relevant.
Another problem is the initial placement of the bulk particles in the accessible part of
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the domain. As the boundary description is only implicitly given by the fixed particles,
it is not trivial to determine whether a given point within the computational domain is
in an inaccessible part (shaded red in Fig. 4.2). So the simulation tool has to support
generating particles in a complex shaped part of the domain specified, e.g., using an
explicit function; or the particles have to be initialized in a region of the domain that
is guaranteed to be accessible and then be equilibrated and/or packed into the available
volume using some special protocol [9].
Also the problem of decomposing the computational domain into smaller regions as required by most parallelization strategies can be challenging. For simulations in parallel
computing environments involving particle counts on the order of 106 or even 109 it is
indispensable to distribute the particles among all the available compute elements or
processors [10]. This is commonly achieved by performing a spatial decomposition of the
whole domain and assigning the particles to individual processors based on their current
position. For large-scale simulations it is imperative that the particles are already created
on the respective processors with a minimum of communication between the processors.
Additionally, in any such parallelization scheme care has to be taken that the domain
partitioning distributes the load evenly among the available computational resources. In
the case of boundaries formed by fixed particles, the decomposition of the simulation
domain Ω̃ will most likely require the direct specification of a suitable partitioning. This
is due to the fact that for the generation of the sub-domains it must be taken into account
that the inaccessible parts of the computational domain do not contain any particles and
hence no computational work has to be performed in these regions of Ω̃. The manual
specification of a decomposition might be acceptable for the initial setup at the beginning
of a simulation run. An automatic redistribution of the computational load made necessary by effects such as large gradients in the density or free surfaces, however, is virtually
impossible without additional (sparse) data structures and algorithms efficiently treating
the inaccessible parts of Ω̃.
Surface meshes As an alternative to fixed particles, polygonal meshes commonly composed of line segments (2D) or triangles (3D) can be overlayed on top of a simulation
domain Ω̃ of simpler shape, restricting the particles to one side of the respective mesh
(Fig. 4.3). This method is frequently used for DEM [11] or direct simulation Monte Carlo
(DSMC) simulations [12], where it is possible to define physically motivated interactions
between particles and planar solid walls. In molecular dynamics it is often not possible to
devise such interaction models between the bulk particles and the boundary segments, as
on the simulation scale no truly planar surfaces exist. Here a combination of the two approaches introduced so far is possible, where boundary particles are generated during the
initialization of the simulation either directly on or in a layer of given thickness around
the surface of a polygonal mesh. This approach is taken for example by LAMMPS [13] to
implement interactions between atoms and triangulated surfaces using a Lennard-Jones
potential1 . Naturally, this procedure does not solve the challenge of the large number of
1

For details see the documentation for the pair_style tri/lj command in the LAMMPS documentation available at http://lammps.sandia.gov/doc/Manual.html.
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Figure 4.3: Representation of the example domain from Fig. 4.1 using a underlying domain Ω̃ of rectangular shape and surfaces meshes (red segments). The inaccessible part of the computational domain is shaded in red, while the interior
of the domain is white.
boundary particles required. For the other methods surface meshes are a highly flexible
and efficient way of defining complex but smooth domain boundaries with moderate implementation effort. Depending on the problem, the boundary segments can also have
a dynamics of their own and for example deform over time. The problem of the initial
particle placement is easier to solve at least for the case of closed surfaces. It is assumed
that the surface normals of the individual boundary segments feature a consistent orientation, that is, the normals at the boundary point away from the excluded volume and
either into the accessible part of Ω̃ or the exterior of Ω̃. Then determining whether a
given point x ∈ Ω̃ is a valid initial position for a bulk particle can be implemented by
checking whether x is not contained in the closure of any of the boundary meshes. If the
particles are of finite size, their geometric representation has to be taken into account in
this step. This is a standard problem in computational geometry and efficient algorithms
are available to solve this task [14–16].
Similar to the approach of using fixed particles, an efficient, automatically generated and
dynamically adjusted domain decomposition for parallelization strategies is not straightforward to obtain in many situations. For the case of larger numbers of smaller (potentially moving) obstacles this is less of a problem, as here the individual obstacles
can be distributed among the available computing resources. For a configuration like
the one sketched in Fig. 4.3, however, this is more complicated. Here again specialized
data structures like quad-/octrees can be an option to allow for an automatic domain
decomposition taking into account the inaccessible parts of the domain by performing
an adaptive refinement. An example can be found in the work of Zabelok et al.[17],
where a DSMC solver is implemented on top of the Gerris Flow Solver (GFS) [18] using
AMR. Alternatively, advanced partitioning schemes like Recursive Coordinate Bisection
(RCB) [19] or space-filling curves [20] can be employed to distribute the computational
load. Otherwise the optimal decomposition may have to be given by the user explicitly,
considering the specific details of the physical system modeled.
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Unstructured grids Even though fixed particles and overlay meshes dramatically increase the possibilities to represent complex geometries in particle-based simulations, in
the last 20 years a different approach gained popularity: instead of relying on a structured and potentially locally refined regular grid as the description for Ω̃, unstructured
grids or meshes composed of convex polygonal/polyhedral elements are used. This step
clearly is influenced by the success of Eulerian methods in areas like CFD, where unstructured grids are routinely used. For the sample domain introduced above, a corresponding
unstructured triangular grid is depicted in Fig. 4.4.

Figure 4.4: Representation of the example domain from Fig. 4.1 using an unstructured
grid composed of triangular elements. The boundary segments, that is, the
edges on the surface of Ω̃ are highlighted in red.
So far, for the comparison of the different schemes for defining complex boundaries, only
three factors were considered:
• the flexibility with respect to defining complex obstacles embedded into the simulation domain
• the challenges associated with the initial placement of particles in the domain
• the impact of the domain/boundary description on the selected parallelization
scheme
Especially in the context of particle-based fluid dynamics and coupled problems, however,
additional factors become relevant:
• the ability to calculate macroscopic fields from the dynamics of the discrete particles
• the possibility to perform an efficient coupling to other numerical methods for multiphysics in coupled systems
• meshes as building blocks for other data structures or as integral part of the interaction model used in a simulation
The first point, the calculation of macroscopic fields, is relevant for particle-based simulations on virtually all scales. For molecular flows it is helpful to study the macroscopic
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flow fields arising from the individual particle trajectories. For mesoscopic methods the
averaging of local quantities over some control volume is an essential part of the method,
following from the definition of the macroscopic properties as moments of the distribution
function (see Subs. 3.2.5). Also on macroscopic scales, for example for granular systems,
the collective behavior of the system is often more instructive than the properties of the
discrete particles [21]. A practical application is the investigation of pattern formation
in granular media, such as the work in Appendix F. There, DEM simulations of systems
consisting of about 5000 particles are performed over a prolonged time. While the pattern
formation is also visible from the individual particle trajectories, the evolution of these
patterns is more clearly observable from the temporal changes in the density field. For
the case of granular systems, coarse graining formulations employing a smoothing kernel
with the shape of a Gaussian function are routinely used [22]. When such coarse graining
schemes are applied naively, however, difficulties arise near the system boundaries [23].
If instead the coarse graining is performed on an unstructured grid capturing the shape
of the discretized domain exactly, the problem of the coarse graining function reaching
outside of the simulation region vanishes. The same approach can also be employed on
smaller scales in order to obtain, e.g., precise density fields. Assuming a regular grid
onto which surface meshes are overlayed like in Fig. 4.3, some of the grid cells near the
boundaries will be cut by the surface meshes. If one was to calculate the density in
such cells, it would first be required to calculate the remaining volume of the cut cells,
which in the case of three dimensions can usually not be done directly using an analytical method. Instead either the cells themselves would have to be decomposed further,
e.g., into tetrahedra defined by the original cells and the surface mesh, or an approximation/numerical integration scheme would have to be used. Finally, the majority of
available post-processing tools does only support regular or unstructured grids with a
fixed resolution. The case of locally refined meshes or meshes using tree structures is
generally not supported. So in this case the simulation would have to do some additional
post-processing internally to transform the results to a mesh format that can be imported
into the post-processing tools. If, however, the simulation employs an unstructured grid
to represent the computational domain, this process is greatly simplified.
The second point regarding the coupling to other methods is of interest for technically
highly relevant applications like suspensions or heat transfer problems. Here, it is not
sufficient to model a system using one set of equations, instead multiple physical models
and often numerical methods have to be combined. A typical example is the combination
of fluid dynamics using SPH and particle dynamics using DEM for the simulation of
suspensions. In this case only different Lagrangian schemes are coupled, which simplifies
the formulation of the coupling between the two models. If, however, an Eulerian CFD
solver is used instead of SPH, the coupling is more complicated. One approach for the
coupling of the two methods is via the exchange of momenta depending on the local
solid fraction, that is, the fraction of each CFD cell occupied by suspended particles. As
many modern CFD solvers use unstructured grids in order to handle domains of complex
shape, the coupling is facilitated if the same domain can be used by the particle-based
method solving the dynamics of the solid particles. More details on the specifics of such
coupling schemes as they are popular to model, e.g., fluidized bed reactors can be found
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in Sec. 9.1. Another potential application is the study of the heat transfer between a fluid
phase modeled using a particle method and a solid phase, for which the heat transport is
solved numerically using the finite element method. Independent of the specific coupling
schemes, in both cases it is advantageous if the computational domains are defined by
the same or at least easily matchable meshes.
The last point concerns the actual use of the mesh within the simulation method. Depending on the exact particle-based scheme used, the requirements imposed on the mesh differ.
Some techniques such as MD, DEM, or SPH are truly independent of the exact shape as
the physical interactions are defined as (often pair-wise) interactions between essentially
all particles in the system. In the interest of computational efficiency, the range of the
interaction potential is taken into account (and when necessary even limited to a certain
cut-off distance) and only particles in range are tested for interactions. A common technique in efficiently identifying particles which have to be considered for the forces acting
on a given particle are neighbor lists [24, 25]. These helper data structures can be build
upon either structured or unstructured grids, with the later of course being more challenging [26]. Here, the (unstructured) grid does not impact the interactions between the
particles, but merely the efficiency of the computation. As such, mesh elements that are
partially obstructed, e.g., by fixed particles or obstacles described using surface meshes
are unproblematic. For other methods, however, the cells defined by the mesh elements
are an integral part of the particle-particle interactions. This is the case, for example, in
DSMC and related schemes like multi-particle collisions dynamics (MPCD) [27], where
the interaction range of a particle is limited to the local neighborhood described by the
containing cell. For domains with complex-shaped boundaries, this leads to challenges
similar to the ones in calculating macroscopic fields in case of partially obstructed cells,
as discussed above. Again, the use of unstructured grids directly capturing the shape of
the domain avoids artifacts near the boundaries, which become critical for small system
sizes.
Finally, the usage of unstructured grids to define the computational domain by no means
limits the applicability of the two previously discussed concepts. While all three methods
can be used to describe complex boundary conditions, the respective benefits of the
different approaches can also be combined within a single simulation. This procedure is
discussed in more detail in Sec. 4.3.

Summary Based on the reasoning given above, for a flexible simulation framework for
particle-based fluid dynamics, the support for unstructured grids is highly desirable. This
is also reflected in the considerable increase in simulation methods employing particlebased schemes in a combination with unstructured grids. While some of the simulation
packages supporting unstructured grids are independently developed, e.g., Refs. [28, 29],
others use the infrastructure of well-established finite volume codes. An example is dsmcFoam [30], which is developed within the framework of OpenFOAM [31].
Of course the question whether the development of a novel simulation package from
scratch is a reasonable approach or whether extending an existing program is the better
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option must be put forward. In order to answer this, the requirements specified in Sec. 1.3
and the benefits and drawbacks of the different approaches for handling complex boundary
conditions described above have to be taken into consideration. Unfortunately, only a
small number of particle-based simulation codes upon which the required extensions could
be build is available, especially when only contemplating freely available open-source
packages.
The existing solutions are either extremely general as in the case of LAMMPS while building on an infrastructure using interfaces and programming standards designed more than
20 years ago. The long history and the concentrated effort of generations of developers let
LAMMPS become a powerful tool for molecular dynamics. Nevertheless, the generality
and the multitude of supported models take their toll on the efficient support for complex
geometries and modern parallelization schemes for cluster systems with nodes featuring
multi-core processors. Or, if a more modern underlying code base is utilized as with
dsmcFoam, the focus of the original code is not on Lagrangian methods, so that only a
small fraction of the code can actually be reused. A highly desirable feature for applications using (stochastic) mesoscopic methods is the on-the-fly analysis of data during the
runtime of the simulation. The goal is to extract macroscopic flow properties from the
particle data, taking into account the influence of the sampling grid on the statistical errors [32]. To this end, multiple grids of different resolution as well as the ability to specify
or even dynamically detect regions of interest for the sampling are beneficial. With this
approach the amount of data that has to be saved to disk for later post-processing can
be reduced dramatically. For simulations using extremely large numbers of particles this
can be crucial, as saving all the particle data over many time steps can quickly become
infeasible. Such features are hard to integrate into an existing software package, which
explains why the available mature solutions do not support online post-processing.
Hence the decision to develop a highly efficient particle-based software targeted specifically at mesoscopic fluid dynamics in complex geometries seems reasonable. The goal is
explicitly not to compete with the extremely powerful general alternatives like LAMMPS,
but rather provide an optimized solution for a subclass of problems. At the very core
of this newly developed program package lies the support for complex geometries managed using data structures and algorithms optimized for particle-based methods. The
goal is to provide a framework that is both easy to use and extend, while employing
modern programming techniques and languages, namely C++11 [33]. The software is designed explicitly around key aspects of modern high-performance software like multi-level
parallelization and task-oriented programming [34].
In the following sections of this chapter, various aspects related to the generation and
handling of complex simulation domains are described in more detail. This module of
the simulation tool is completely independent of the actual particle-based scheme used,
therefore it is discussed separately. The main goal lies in making each step of setting up
a simulation using complex geometries as flexible as possible, while providing a simple
enough interface to the user. To begin with, in Sec. 4.3, the concept of a unified scheme to
treat complex boundary conditions by combining different boundary descriptions within
a single simulation setup is described. This allows the embedding of additional obstacles
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into a domain described by a unstructured grid, offering even greater flexibility with
respect to the shape of the resulting computational domain. The generation and import
of unstructured grids is covered in Sec. 4.4, which can optionally be followed by an online
mesh pre-processing step within the simulation tool as detailed in Sec. 4.5. Finally,
boundary conditions can be assigned using a fine-grained scheme both to the mesh and
any obstacles embedded within the domain using the approach of Sec. 4.6.

4.3 Unified geometry handling
While the usage of unstructured grids to describe domains of complex shape can be highly
beneficial, by no means it is a magic bullet. For certain configurations, the description of
the simulation domain using a volumetric mesh alone can become impractical. Despite
their wide-spread use, it is still challenging to generate finely resolved unstructured grids
for complex domains automatically, evidenced by the steady stream of scientific publications in this field. Two concrete examples are packings of solid particles and porous
structures, commonly found on the mesoscopic scale. In both cases, the geometric properties of the systems are characterized by a large variance in the size of structures. Yet
simulations of fluid flows through such structures gained a lot of interest due to their commercial relevance. On the macroscopic scale, the optimization of packed-bed reactors is
an application of gas flows through packings of particles [35, 36]. On smaller scales, flows
through highly porous materials are of pertinence, e.g., for catalytic converters or applications in the petroleum industry [37, 38]. The increased availability of high-resolution
three-dimensional imaging technology (most importantly X-ray computed tomography)
results in access to density information for micro-structures with a maximum spatial
resolution of 20 µm to 30 µm, depending on the device.

Figure 4.5: Rendering of the density field generated via a µ-CT scan from a packing of
aluminium spheres contained in a glass jar. The diameter of the spheres is
5 mm and the spatial resolution of the scan is about 72 µm.
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Due to advances in image processing combined with the computational power of modern
processors, this density information can be turned into surface representations of structures almost in real-time. The next step towards simulation is usually the generation of
volumetric meshes covering the interior of the domain enveloped by the surface meshes.
This step, however, is computationally expensive and usually requires a fair amount of
manual interaction. Finally, despite the resulting meshes often consisting of millions of
individual polyhedral elements, they still provide only a rather coarse discretization near
the boundaries.
As an example we shall consider the fluid flow through a packing of balls into a cylinder,
representing, e.g., a prototype of a packed-bed reactor. The flow field developing in
this system depends strongly on the structure of the packing. The packing fraction
varies depending on the properties of the material, the bounding geometry (in this case a
cylinder), and on the way this packing is established. One method of obtaining the actual
structure of the packing is via X-ray computed tomography. In Fig. 4.5 a rendering of
the density field obtained for a sample packing of aluminium balls via a µ-CT scan is
depicted.
For a realistic study of the flow through this packing it is required to capture the geometry in a simulation, so the surface of the cylinder and the aluminium balls has to be
described. For traditional CFD, the standard approach is the generation of a volumetric
mesh covering the space inside of the cylinder not obstructed by the aluminium balls. In
order to generate this mesh, as an intermediate step, a surface triangulation is typically
used, transforming the volumetric density data of the CT scan into a surface description
via thresholding with a specific density value. As discussed in Sec. 4.2, the unstructured
grid generated in this process can also be used for particle-based simulations. There are,
however, several alternatives to this strategy based on the concepts described above.
One of them is to directly use the surface mesh generated by thresholding the density
values and use it as an overlay mesh for a domain of regular shape analogous to Fig. 4.3.
While this avoids the difficulties associated with the generation of unstructured volumetric
grids, the surface mesh itself is challenging to handle. Without further processing, the
surface mesh generated by the software stack driving the µ-CT scanner used in this
example consists of about 5 × 106 triangles. Directly using this surface mesh in a particlebased simulation is prohibitively expensive, even when using neighbor lists to limit the
number of triangles when testing for boundary interactions of the fluid particles. Hence,
instead of using this high-resolution triangle mesh, further processing would be required
in order to approximate the discretized volume by a smoother surface via interpolation.
A radically different approach is to use the raw image data generated by the CT scan
and combine this with additional knowledge about the packing, that is, the shape of the
aluminium balls. Using modern imaging methods, it is possible to derive the positions
and radii of the individual balls in the packing with high precision. Combining this
information with the method of fixed particles, a extremely efficient description of the
boundaries of the fluid domain can be devised. The bounding cylinder can be represented
either using an appropriate unstructured grid or a surface mesh of acceptable resolution.
In accordance with the arguments for the usage of unstructured grids given above, the
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first case is more attractive as the unstructured grid forms a tighter bounding volume of
the computational domain. The aluminium balls are modeled as obstacles via geometric
primitives, in this case spherical half-spaces. In Fig. 4.6 the surface mesh generated
directly from the density field obtained of the µ-CT scan is shown alongside the modeled
geometry using a volumetric mesh for the cylindrical container and the representation of
the aluminium balls using geometric primitives.

Figure 4.6: Surface mesh generated from a µ-CT scan of a sphere packing and representation of a similar geometry using the unified approach of overlaying spherical
obstacles onto an unstructured grid. The surface mesh on the left consists of
approximately 5 × 106 triangles resulting in a file size of more than 850 MB,
while the actual packing on the right is described analytically by primitive
geometric objects.
This concept of embedding obstacles into a computational domain given by a (unstructured) grid can be extended to include more complex obstacles. While the spherical
half-spaces correspond directly to the concept of fixed particles, it is also possible to
use other geometric primitives like planar or cylindrical half-spaces. Even boundaries
described by surface meshes can be treated as obstacles, unifying the way boundary conditions are treated in the simulation. The exact set of supported obstacles is determined
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by the particle model used, as the viability of the corresponding boundary interactions
depends on the model. A further extension to complex object composed via Boolean
operations on geometric primitives is introduced in Chap. 6.
The combination of modeling complex geometries both via unstructured grids and embedded obstacles is a powerful technique, that enables the assembly of advanced simulation
pipelines. For example, it is possible to perform a DEM simulation of a packing process in
a domain described via a certain meshed geometry and extract the final configuration of
the packed particles from this. Using the same mesh and the configurational state of the
particles as input for a particle-based fluid simulation, the fluid flow through this fixed
bed can be studied directly, without any manual interaction. Likewise, random packings
can be generated automatically using an analytical/stochastic approach and be used as
input for the fluid simulation. Finally, the concept of obstacles can also be augmented
to support moving obstacles, which allows the modeling of suspensions in particle-based
schemes in a consistent way.

4.4 Mesh generation and import
The generation of unstructured grids of high quality even after decades of many improvements is still an area of active research and constant development. A myriad of different
algorithms and numerical tools have been developed over the years and especially the
generation of meshes for moderately complicated geometries using tetrahedral elements
can be considered a standard problem solvable by most available free and commercial
meshing programs. Contrary to Eulerian approaches, for Lagrangian methods the mesh
only serves as a utility to either speed-up nearest-neighbor searches or define local neighborhoods. As such, the mesh quality is not that critical, as the shape of the individual
elements usually does not affect the numerical stability. Still, degenerated elements are
to be avoided and strongly deformed cells can lead to changes in macroscopic properties
like transport coefficients, if the individual cells are directly used as neighborhoods. For
particle-based methods it is also not generally required to refine the mesh at critical parts
of the domain, as the size of the particles will define the actual resolution. Nevertheless,
for some applications like gas flows of high Mach numbers featuring, e.g., shock waves it
might be desirable to use locally refined meshes.
Due to the complexity associated with the mesh generation process, no attempt was made
to support the meshing of domains within the framework directly. The one exception to
this is the generation of a regular hexahedral mesh on a cuboid useful for testing purposes
and simulations employing simple (potentially periodic) domains. In all other cases, the
meshes have to be created using separate tools and subsequently imported. Besides the
enormous number of meshing tools both freely and commercially available, an almost
equally large number of mesh formats exists. As no universal standard exists, the choice
of the supported mesh formats is rather arbitrary and ultimately determined by the
available and preferred meshing tool.
As described later in Chap. 6, the mesh defining the computational domain is an integral
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part in the bookkeeping and general handling of particles. Thus, rather than relying
on one of the many available libraries dedicated to handling complex meshes, highly
optimized data structures targeted specifically at the requirements of particle-bases simulations are used internally. This requires the conversion between the mesh format used
by the meshing tool and the representation used by the framework internally. Thus, the
mesh handling code uses import plug-ins to read external mesh formats and extract the
nodes and elements in order to create a mesh using the internal representation. This
includes additional properties supported by the external mesh format, such as the commonly found feature of defining sets of boundary faces that should be assigned a collective
boundary condition (for details see Sec. 4.6).

Figure 4.7: Mesh consisting of 38 508 hexahedra generated using the Cubit mesh generation toolkit [39] for an example geometry inspired by a microfluidic filter
used to separate cells [40].
Due to the availability of an open specification as well as utilities to convert to and from
a wide range of other formats, the Exodus II mesh format [41]2 is a viable candidate
for an external mesh format. As in addition to the full specification, also a C/Fortran
library released under an open-source license (modified BSD license) is provided, the
development of an input plug-in for this format is relatively simple. The Exodus II mesh
format is based on the Network Common Data Form (NetCDF) [42] which is developed
as an open standard as well. NetCDF is a binary file format with recent versions using
the HDF5 [43] format as a storage backend and along with the corresponding library
2

Exodus II is now maintained within the Sandia Engineering Analysis Code Access System (Seacas),
available at https://github.com/gsjaardema/seacas.
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provides a means for the platform independent storage of scientific data. Both NetCDF
and HDF5 are common formats employed by many scientific simulation tools and hence
often readily available on many HPC systems. Since the Exodus II library is written in
C, while the simulation framework is implemented in C++, a small wrapper around the
Exodus II library is used3 .
With the possibility to import mesh files provided in the Exodus II format, a typical
work-flow for a particle-based simulation in a domain of complex shape can be outlined
as follows:
1. Design the shape of the domain using a CAD tool.
2. Export the surface description of the domain using common format such as STL [44]
or PLY (also known as Stanford Triangle Format).
3. Import the surface mesh into the meshing tool.
4. Generate volumetric mesh composed of polyhedra.
5. Export the volumetric mesh to a file using the Exodus II format.
6. Configure the simulation to import the Exodus II mesh and convert it into the
internal representation.
For domains of limited complexity, the first step can also be performed in the meshing
tool, eliminating the steps 2 and 3, as meshing tools often allow some basic modeling
using geometric primitives. The last step can be followed by some online pre-processing
of the imported mesh, within the capabilities of the developed framework, as detailed in
the next section.
Two examples for meshes generated for domains of complex shape are shown in Fig. 4.7
and Fig. 4.8. For the first example, a geometry inspired by a device used as a microfilter
for the separation of cells [40] is modeled. The geometry of the second example is derived
from the spiral microchannel used by Kuntaegowdanahalli et al. [45] as an microfluidic
device employed for continuous particle separation based on the inertial migration of
suspended particles of different size. This configuration especially highlights the benefits
of representing the computational domain by an unstructured grid instead of embedding
a triangulation of the surface into a computational domain of simple shape.

4.5 Online mesh pre-processing
Once the mesh defining the computational domain is available in the internally used format, some pre-processing on the mesh can be performed. Potential applications for the
different pre-processors are given later for each respective operation. The pre-processing
is performed by applying one or more “operators” to a source mesh, resulting in a new
3

The C++ wrapper for the Exodus II library is obtainable under the terms of the GPLv3 license at
https://github.com/severinstrobl/exoduspp.
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(a) Channel geometry with the inflow (center)
and outflow (bottom right) highlighted.

(c) Mesh for the inflow region.

(b) Mesh for the outflow region.

(d) Mesh for the main section of the microchannel.

Figure 4.8: Domain modeled after a spiral microchannel suggested for the inertial-based
separation of particles [45] and the unstructured grids generated for the three
distinct regions of this domain.

mesh derived from the original one, while taking into account various side conditions. The
operator-based approach allows the extension of the framework with additional functionality in a straightforward way. The downside is that for a large set of operators an equally

66

4.5 Online mesh pre-processing
large number of temporary meshes has to be created. However, as the pre-processing is
performed only once at the beginning of the simulation run, the benefits of a clean and
modular implementation outweigh the negative impact of this overhead. A series of mesh
operators are currently available within the simulation framework:
• merge
• refine
• compact
• reorder (details see Subs. 8.4.1)
• partition (details see Subs. 8.4.1)
• distribute (details see Subs. 8.5.1)
Using combinations of these operators, it is possible to efficiently construct highly complex simulation domains using a mesh tuned for the specific simulation method. In the
following, the implementations of the first three mesh operators is outlined along with
some potential use cases, while the remaining operators are covered in Chap. 8, as they
are linked to the implemented parallelization scheme.
Mesh merging The merging of several meshes can be advantageous when assembling
complex simulation domains. In certain cases, it is easier to generate independent meshes
for disjunct parts of the computational domain and later on combine them into a final
mesh. As the combination of arbitrary meshes with potentially different discretization
can become highly complex, for the context of this work it is required that the meshes
are compatible. Let MA and MB denote two meshes, that is, sets of non-empty convex
polyhedral elements. The domains described be the meshes are then
ΩA ≡

[
E ∈ MA

E,

ΩB ≡

[

E,

(4.1)

E ∈ MB

respectively. The interiors of the two domains determined by the meshes are required to
be disjoint, that is, int(ΩA ) ∩ int(ΩB ) = ∅. The sets of boundary facets of these meshes
are defined according to
F∂A ≡ {F ∈ facets(MA ) | F ⊂ ∂ΩA } , and

F∂B ≡ {F ∈ facets(MB ) | F ⊂ ∂ΩB } ,

(4.2)

where the function facets is assumed to return the set containing all facets of the
respective mesh. With this, the sets of shared facets with respect to each of the meshes
are given as
FSAB ≡ {F ∈ F∂A | F ⊂ ΩB } , and
FSBA ≡ {F ∈ F∂B | F ⊂ ΩA } .

(4.3)

The two meshes are then to be considered compatible if and only if the sets FSAB and
FSBA are identical.
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Figure 4.9: After applying affine geometric transformations, four instances of the same
mesh are combined with another mesh using the merge operator. The resulting mesh resembles a channel with four curved segments.
In Fig. 4.9, a two-dimensional example for the merging of multiple meshes is shown.
Starting with two distinct input meshes, using several instances of the one mesh along
with affine geometric transformations, the final mesh with the shape of a complex channel
featuring curved segments is created. Another possible application is the repeated use
of a mesh defining some spatial unit cell. Rather than generating a large mesh for a
domain featuring periodic structures, a unit cell can be identified and a smaller mesh
be generated with the help of an external tool. When creating the simulation domain,
the same mesh with different geometric transformations can be used multiple times and
merged into the final mesh.
The merging of a set of compatible meshes is implemented according to Alg. 4.1. In
addition to the set of meshes S, the parameter ε ∈ R>0 is required, which serves as a
threshold used for identifying coinciding vertices on the surfaces of the individual meshes.
This is a consequence of the limited precision of floating-point computations, which can
lead to small variations in the exact position of the vertices even for identical input
meshes, depending on the geometric transforms applied. Another source for imprecision
can be the external meshing process, which, again due to the required floating-point
calculations, can lead to slightly misaligned vertices. Lastly, during the export to the
Exodus II format followed by the import into the simulation, the available precision can
be reduced. The value of ε can be either specified by the user or determined automatically
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Algorithm 4.1 Merge a set of compatible, non-overlapping meshes, S, by identifying
common vertices, using a distance threshold of d.
1: procedure merge(S, ε)
Require: ∀ m ∈ S, |elements(m)| > 0
Require: ε ∈ R>0
2:
mmerged ← emptyMesh()
S
3:
V ← m ∈ S vertices(m)
4:
M ← {}
5:
for m ∈ S do
6:
for v ∈ vertices(m) do
7:
C ← {c ∈ V | kpoint(v) − point(c)k2 ≤ ε}
8:
if C = ∅ then
9:
continue
10:
end if
1 P
11:
p ← |V|
c ∈ V point(c)
12:
vmerged ←addVertex(mmerged , p)
13:
for c ∈ C do
14:
M ← M ∪ {hc, vmerged i}
15:
end for
16:
V ←V \C
17:
end for
18:
for e ∈ elements(m) do
19:
addElement(mmerged , map(vertices(e), M))
20:
end for
21:
end for
22:
return mmerged
P
Ensure: |elements(mmerged )| = m ∈ S |elements(m)|
23: end procedure

using a fraction of the smallest extend in any dimension of all elements in the meshes
in S.
The actual merging process uses solely the set V of all vertices of the meshes provided as
input. In this set, potential candidates of vertices forming a cluster are identified, using
the Euclidean distance between the vertices and the value of d as a threshold. For each
cluster, a vertex positioned at the centroid of the cluster is added to the resulting mesh.
Additionally, a mapping between the original vertices and the merged vertex is set up.
Vertices not located on the boundary between two or more meshes do not have to be
treated explicitly, as in this case clusters containing only one vertex will be generated.
The vertices contained in the cluster are then removed from V, avoiding inconsistencies in
the mapping for vertices potentially contained within multiple clusters. Once all vertices
for a mesh m have been processed, each element of this original mesh is added to the final
mesh, while applying the vertex mapping via the function map. The process is complete,
when all input meshes are handled accordingly, and the final mesh is fully assembled from
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the single elements.
Mesh refinement One of the benefits of using unstructured grids is the possibility to
refine the mesh locally at critical points independent of the overall geometric shape of the
domain. This process is however rather involved and typically requires manual interaction
as well as an (exact) geometric representation of the domain geometry. Hence, the preprocessing module described here can only perform a global refinement of meshes, more
precisely split mesh elements into a number of smaller elements while preserving the
original nodes. While this step could of course be performed using external tools, there
are two main arguments for handling the task internally.
For particle-based simulations, especially on mesoscopic scales, it is often beneficial to
use multiple meshes covering the same space but having different resolutions within one
simulation. This applies both when the primary use of the mesh is the acceleration of
nearest-neighbor searches for the computation of the interactions between particles and
when calculating macroscopic fields. In the first case, a mesh resolution tuned specifically to the interaction distance is usually optimal [46]. In the second case, a fine mesh
resolution is often not required or desired, rather some spatial averaging is commonly
performed during the online post-processing of the simulation results. Instead of creating
these meshes externally and loading them at the start of the simulation run, with the
internal refinement only the coarsest mesh is imported and all other meshes are generated based on this template automatically depending, e.g., on the range and special
requirements of the selected interaction model or post-processing options.
The second argument against the usage of large, finely resolved meshes generated externally is the impact on the efficient parallelization of the simulation. As detailed in
Subs. 8.2.1, the parallelization schemes implemented in the framework use a decomposition of the mesh defining the domain to distribute the computational load among the
available processing resources. While a finely resolved mesh may lead to a higher computational efficiency due to a more fine-grained distribution of the load, the cost of handling
and decomposing these large meshes easily outweighs the targeted gain in efficiency. Additionally, for large scale simulations the mere size of the finely resolved meshes required
for the use as a neighborhood to speed up the calculation of particle-particle interactions
is prohibitive. Here the only solution is the refinement of the local part of the domain
assigned to each processor while limiting the amount of global communication.
Mesh compaction The concept of handling different geometric entities in a unified way
as introduced in Sec. 4.3 is a central part of the simulation framework. In the interest
of increasing the efficiency of the numerical simulations, the two orthogonal concepts
of unstructured grids and embedded obstacles have to be coalesced. Depending on the
resolution of the unstructured grid and the number, size, and position of the obstacles,
a significant part of the domain can be obstructed. As an example consider the packing
shown in Fig. 4.6, where approximately 1/2 of the space inside the cylinder and thus,
also a large fraction of the mesh elements are obstructed by obstacles. A second source
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of unneeded mesh elements is the splitting of a computational domain among different
processors using a domain decomposition scheme like it is implemented in this framework
according to the description in Chap. 8. In both cases, a number of mesh elements is
not required (at least locally in case of the domain decomposition) any more as particles
will never enter the corresponding part of the (local) domain. Consequently, no useful
computational work will ever be performed for these elements, they solely increase the
overhead. Thus, the elimination of these unused mesh elements increases the computational performance as it reduces the memory footprint of the simulation and avoids the
overhead of managing these dispensable parts of the mesh. Depending on the specifics of
the simulation the compaction of the mesh may be performed multiple times. If a domain
decomposition is used, the non-local elements should be discarded as early as possible,
while for elements fully obstructed by obstacles the final (potentially refined) mesh should
be used as this allows the exclusion of a larger fraction of the computational domain.
The compaction of meshes is implemented using the concept of an oracle or indicator
function, that is, an abstract entity which decides whether a given mesh element should
be removed or not. By definition, an oracle returns a positive value if an element is to be
kept and zero or a negative value if it is to be discarded. Several strategies are supported
controlling this decision process and it is possible to exclude individual elements from
the resulting mesh based on the position of the geometric center, the positions of all its
vertices, or intersection tests taking into account the full geometric shape.

Figure 4.10: Partial view of the resulting mesh after refining the mesh of Fig. 4.6 twice
and performing the compaction using the geometric primitives representing
the aluminium balls.
For the previously used cylindrical mesh (Fig. 4.6), the result of the mesh compaction
process for a mesh refined in two iterations is shown in Fig. 4.10 for one end of the
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cylinder. It should be emphasised, that the surfaces of the mesh elements exposed in
the interior of the cylinder do not form the boundaries of the domain, but the geometric
primitives embedded into the cylinder. So while the internal surfaces seem rough, for
the particle-based simulation only the smooth surfaces of the spherical half-spaces are
relevant. The compaction of the mesh just reduces the number of elements required to
cover the interior of the computational domain.

Figure 4.11: The resulting mesh generated from the compaction process after applying
an oracle using the function defined in Listing 4.1 to an input mesh of 51 200
cuboids. The actual boundaries are formed by fixed particles, indicated by
the red spheres.
Listing 4.1 Example for an oracle/indicator function defined as an explicit function
using the built-in scripting language. The point x ∈ R>0 d with d ∈ {2, 3} is provided as
input to the function at runtime when evaluating it for the center point/vertex positions
of each mesh element.
1:
2:
3:
4:
5:
6:

// This function returns 1.0 for points projected onto the xy-plane that are located between
// two sine curves shifted in y direction and -1.0 for points outside of this area.
var amplitude := 2.0;
var shift := 1.0 * amplitude;
var f := amplitude * sin(x[0]);
return [((x[1] < -shift + f) or (x[1] > shift + f)) ? -1.0 : 1.0];

In addition to oracles based on obstacles, also explicit functions providing closed expressions for geometric shapes can be employed. In the interest of providing a flexible
configuration interface for simulations at runtime, these functions can be defined using
a simple scripting language. It is based on the C++ Mathematical Expression Toolkit
Library (ExprTk)4 , which supports a highly efficient parsing and evaluation of mathematical expressions at runtime. These explicit functions can be useful when obstacles
4

ExprTk is available under the terms of the Common Public License (CPL-1.0) at https://github.
com/ArashPartow/exprtk.
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divide the computational domain into accessible and inaccessible regions as sketched in
Fig. 4.2 in order to eliminate the obstructed parts of the domain. To illustrate this approach, a channel of sinusoidal shape shall be considered. The boundaries of the domain
are assumed to be formed by fixed particles aligned on the side walls of the channel. Then
an explicit function defined using the built-in scripting language (see Listing 4.1) can be
used to exclude all mesh elements obstructed by the boundary particles to optimize the
shape of the computational domain. The result of applying this oracle to an example
mesh originally consisting of 51 200 cuboidal elements is shown in Fig. 4.11, where the
fixed particles are again highlighted in red.
In Tab. 4.1, the scale of the reduction in mesh size is exemplify for the two test cases of
the cylinder with embedded spherical obstacles and the sinusoidal channel described by
fixed particles. Depending on the level of mesh refinement a significant fraction of the
original mesh elements can be discarded, leading to a strong reduction of the number of
elements in the final mesh. This reduction not only reduces the memory footprint of the
simulation and avoids unnecessary overhead, but also speeds up the post-processing of
the macroscopic fields.
Test case
Mesh

Number of elements
Refinements

Initial

Compacted

Reduction

Cylinder

0
1
2

33 880
271 040
2 168 320

23 411
155 388
1 102 069

30.9 %
42.7 %
49.2 %

Sinusoidal channel

0
1
2

800
6400
51 200

508
3644
27 400

36.5 %
43.1 %
46.5 %

Table 4.1: The impact of the mesh compaction process on the number of elements for two
example configurations for different numbers of refinement steps.
This concludes the description of the built-in online mesh pre-processing capabilities.
In combination with the import of unstructured grids via the Exodus II mesh format,
simulation domains of complex shapes, which are also tuned for numerical efficiency, can
be defined. The next step in configuring a simulation run of actually assigning boundary
conditions to the domain boundaries is covered in the following section.

4.6 Assigning boundary conditions using markers
Following the design principle of the separation of concerns, the handling of the computational domain via the unified scheme based on unstructured grids and obstacles as
introduced in Sec. 4.3 should be decoupled from the actual particle model used. The connection between these two aspects of a simulation is established by the physical boundary
conditions assigned to the boundary, that is, the surface of the computational domain as
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well as any obstacles embedded into the domain. Preserving this separation of aspects of
the model also in the simulation tool does not only improve the modularization of the program code, but also the flexibility of the simulation framework. With logically decoupling
the boundary conditions from the domain description, additional boundary conditions or
entire physical models can be developed without interfering with the handling of the
computational domain.
In principle, it is possible to assign an individual boundary condition to every single
surface element of the mesh or individual obstacle. While in practice this is not necessary,
no artificial restrictions should be imposed on the user in this respect. This implies two
requirements: first, the simulation tool has to be able to deal with an almost arbitrary
number of boundary conditions efficiently and second, it has to be possible for the user to
set up and configure the boundary conditions with low effort. Especially the second point
is crucial as the users of the simulation tool should not be required to be familiar with the
implementation details or even have to write program code in order to set up common
boundary conditions. Instead, the dynamic configuration should be specified at run-time,
e.g., by means of an input file. This interface is the focus of the remainder of this section,
while the implementation of several physically motivated boundary conditions is covered
in Chap. 7.
Type

Marker

Description

facet

catch-all
normal
plane

Selects every passed facet
Selects based on the normal vector of the facet
Checks for containment within a plane, depending on the
configured policy (all vertices or facet center)
References a side set, that is, a set of facets configured
for an imported Exodus II mesh using an external tool
Dynamically compiled function optionally using the facet
information (vertices, center, normal vector)
Select obstacles based on the species assigned to each
obstacle
Use the position of the center of mass of the obstacles as
the selection criterion
Dynamically compiled function optionally using the obstacle information (species, position)

side set
function
obstacle

species
position
function

Table 4.2: Overview of the supported boundary markers for boundary facets (type facet)
of the mesh defining the computational domain and optional embedded obstacles (type obstacle).
To simplify the specification of the mapping between the domain description and the
physical boundary conditions, the concept of a boundary marker can be introduced, similar to the oracles employed in the mesh compaction process (Sec. 4.5). The idea is to
define a sub-set of surface elements (or facets) of the mesh or obstacles representing the
domain description based on some criterion specified by the user. While a wide range of
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criteria are imaginable, a small set of supported boundary markers is sufficient for most
applications. In Tab. 4.2 the markers supported by the developed simulation tool are
listed, along with a short description. These markers fall into two categories, facet and
obstacle, targeting boundary facets and obstacles, respectively. Of the listed markers,
the function markers deserve a separate discussion, as they are the most general ones.
These markers rely on the same built-in scripting language as the oracles (compare the
example in Listing 4.1). The functions employed for markers of this type are required to
return a Boolean value, indicating whether a given boundary condition is to be assigned
to a specific facet or obstacle. Prior to each execution of one of these functions, certain
(global) variables are populated by the calling code which can be used inside of the functions. For facets these are, e.g., the vertex positions, the geometric center of the facet
and the normal vector, while for obstacles variables storing the species information and
the center of mass position of the obstacle are available. In principle, all other boundary
markers in Tab. 4.2 can be implemented using these functions, but for convenience and
efficiency the specialized markers are provided nevertheless.
To illustrate the flexibility of the presented concept, one of the domains introduced in
Sec. 4.4 is revisited as an illustration for the mesh import feature, specifically the geometry
inspired by a microfluidic filter (Fig. 4.7). For a numerical study examining the flow field
developing in this device, the different boundary regions have to be identified. The
application of three separate boundary conditions seems reasonable, one for each distinct
part of the boundary of the computational domain: the inflow on the left, the three
outflows on the right, and the remaining surface of the domain where, for example, a noslip boundary condition shall be imposed. The facets of the mesh at the inflow and the
outflow can be identified readily using checks for the containment within certain planes,
while the remainder of the surface can be addressed via the catch-all marker. Using the
XML [47] configuration format employed by the simulation framework described in this
work, the boundary conditions can be specified as sketched in Listing 4.2. It is assumed,
that the three-dimensional channel of length L and width W is aligned in space such that
the straight part of the channel is pointing in x-direction and the two curved outflows
are aligned with the y-axis.
Starting from a configuration such as the one given in Listing 4.2, the simulation tool has
to create the corresponding (physical) boundary conditions and initialize the mapping
between boundary surfaces and the boundary conditions. Assuming the sets of boundary
facets F and obstacles O for the whole domain, for a boundary condition with index b
the tuple (Fb , Ob ) determines the surfaces where this boundary condition is to be applied. This tuple is to be constructed dynamically at runtime based on the configuration
provided by the user. With S ≡ (sb | b ∈ {1, . . . , NB }) being the ordered set or list
of specifications of the NB boundary conditions, the tuples (Fb , Ob ) can be constructed
according to Alg. 4.2.
On line 4 of Alg. 4.2, the setup of the actual boundary condition is omitted, as this is an
orthogonal aspect, depending on the physical model employed. As the boundary markers
themselves contain no logic whatsoever to determine whether the marked entities are
compatible with the respective boundary condition, these checks are performed within
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Listing 4.2 Snippet of an example configuration for a simulation using the computational
domain depicted in Fig. 4.7. Three boundary conditions are assigned to distinct parts of
the domain boundary, illustrating the usage of boundary markers to identify the respective
facets of the unstructured grid. The length and width of the device are assumed to be L
and W , respectively.
1: <domain>
2:
<!-- Specify computational domain by loading an unstructured grid. -->
3:
<boundary type="inflow">
4:
<!-- Provide any parameters required by the physical boundary condition. -->
5:
<marker type="facet">
6:
<plane center="-L/2 0 0" normal="-1 0 0"/>
7:
</marker>
8:
</boundary>
9:
<boundary type="outflow">
10:
<!-- Provide any parameters required by the physical boundary condition. -->
11:
<marker type="facet">
12:
<plane center="L/2 0 0" normal="1 0 0"/>
13:
</marker>
14:
<marker type="facet">
15:
<plane center="-W/2 0 0" normal="-1 0 0"/>
16:
</marker>
17:
<marker type="facet">
18:
<plane center="W/2 0 0" normal="1 0 0"/>
19:
</marker>
20:
</boundary>
21:
<boundary type="noslip">
22:
<!-- Provide any parameters required by the physical boundary condition. -->
23:
<marker type="facet">
24:
<catch-all/>
25:
</marker>
26:
</boundary>
27: </domain>

the implementations of the model-specific boundary conditions. These sanity checks could
be constraints on the acceptable parameters such as the temperature for heated walls, or
the inflow velocity for open boundaries. Another example is the case of periodic boundary
conditions, where it must be ensured that sets of matching facets on either side of the
domain are marked.
When applying multiple markers contained in the specifications of the boundary conditions following Alg. 4.2, a first-match strategy is employed. This means, the boundary
conditions and the markers are processed in the order and the first matching marker
determines the boundary condition, while potential matches generated by other markers
are ignored. So not only the boundary specifications S, but also the markers M for a
boundary returned by the call to buildMarkers (line 6 in Alg. 4.2) are required to be
ordered according to the configuration of the simulation and must be processed following
this specific order.
The mapping between boundary facets or obstacles and the physical boundary condi-
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tions as obtained by the application of Alg. 4.2 together with the underlying grid and
the embedded obstacles forms the core of the model-independent description of the computational domain. It is the final building block in obtaining a general basis for the
application of particle methods in complex geometries.

Algorithm 4.2 Create the mapping between the geometric objects describing the
boundary of the computational domain Ω̃, that is, the facets F and the obstacles
O, and the physical boundary condition based on the list of boundary specifications
S ≡ (sb | b ∈ {1, . . . , NB }), with NB being the number of configured boundary conditions.
1: procedure createBoundaryMapping(S, F, O)
Require: |S| > 0 ∧ ∀F ∈ F, F ⊂ ∂ Ω̃
2:
for b ∈ (1, . . . , |S|) do
3:
// Create the (model-dependent) boundary condition:
4:
// [. . . ]
5:
// Build (ordered) list of markers for this boundary condition:
6:
M ← buildMarkers(sb )
7:
Fb , Ob ← {}
8:
for m ∈ M do
9:
if type(m) = facet then
10:
for F ∈ F do
11:
if matches(m, F ) then
12:
Fb ← Fb ∪ {F }
13:
F ← F \ {F }
14:
break
15:
end if
16:
end for
17:
else if type(m) = obstacle then
18:
for O ∈ O do
19:
if matches(m, O) then
20:
Ob ← Ob ∪ {O}
21:
O ← O \ {O}
22:
break
23:
end if
24:
end for
25:
end if
26:
end for
27:
end for
28:
return ((Fb , Ob ) | b ∈ {1, . . . , |S|})
29: end procedure
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4.7 Conclusions
In this chapter several possibilities to describe complex simulation domains for particlebased schemes are introduced and evaluated with respect to their applicability for problems in mesoscopic fluid dynamics. A unified methodology incorporating the different
options in a consistent way is introduced. Specifically, the advantages of combining
obstacles represented by geometric primitives embedded into a computational domain
defined via an unstructured grid is illustrated by the example of modeling a packing of
aluminium balls confined by a cylindrical container. As the underlying unstructured grid
plays a central role for several aspects of the simulation tool, an internal representation
optimized for the algorithms and access patterns relevant for the particle-based methods used in this work is employed. Meshes generated with the help of external tools
can be transformed into this internal format via an import plug-in using the Exodus II
mesh format. Depending on the application, the initial mesh can be modified further
via various online pre-processing tools integrated into the framework. Finally, physical
boundary conditions can be assigned to both the surface facets of the mesh and any obstacles embedded into the computational domain using a fine-grained scheme based on
marker functions. This process allows the specification of complex simulation domains
independent of the exact particle model using a high-level interface.
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Chapter

5

Stable algorithm for event detection in
event-driven particle dynamics: logical
states
This chapter has been published as: S. Strobl, M. N. Bannerman, T. Pöschel,
Comput. Part. Mech., vol. 3, no. 3, pp. 383–388, 2016. doi: 10.1007/s40571-016-0106-7
(see Appendix A)

In Chap. 3 particle models with discrete interactions such as the hard-sphere system
are introduced. The main challenge in these methods is the correct detection of the
next discrete interaction or event a particle undergoes. Despite the inherent accuracy of
such event-driven schemes, the finite machine precision can result in the system entering
invalid states where the dynamics are undefined. This is illustrated and resolved for
hard-sphere interactions in Appendix E, while in this chapter more complex interaction
models are examined. To correctly predict the next event in these systems, the concept of
an additional state that is tracked separately from the particle position is introduced and
integrated into the stable algorithm for event detection. This extension is the first step
towards a robust particle tracking scheme for complex geometries, as devised in Chap. 6.

5.1 Introduction
Particle dynamics is the numerical solution for the motion of a collection of discrete bodies, each of which may represent objects ranging in size from atoms/molecules (molecular
dynamics) to grains of sand or the ice in an avalanche (granular dynamics). There is a
variety of particle dynamics approaches but common to all is the integration of Newton’s
equation of motion to determine the trajectory of the particles. Event-driven particle
dynamics (EDPD) is one approach which integrates Newton’s equation of motion exactly
through piece-wise analytic solutions of the particle trajectories. This avoids truncation
error which arises if a numerical integration technique is used, but restricts the simulation to interactions where piece-wise analytic solutions can be found. One such class
of compatible interactions is discrete potentials, such as the square-well model shown
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Figure 5.1: The potential energy Φ(SW) (rij ) of the square-well model as a function of the
separation distance, rij = |rij | ≡ |ri − rj |, between two particles i and j. The
inter-particle energy only changes in discrete steps at distances of rij = σ1
and rij = σ2 . The numbered arrows indicate the four event types of the
model generated by these steps: (1) Capture (enter the well), (2a) Release
(escape the well), (2b) Bounce (remain in the well), and (3) Core (hard-sphere
collision).
in Fig. 5.1. As there are no forces acting between discontinuities in the potential, the
analytical solution to the dynamics is a simple ballistic motion of the particles. When
particles cross a discontinuity, the instantaneous energy change results in an impulse and
this event must be detected and processed at the exact time it occurs. The time of the
next event is calculated a priori and the system is advanced forward in time directly to
the instant of the event: i.e., the progression of time is event-driven. This allows EDPD
implementations to be computationally efficient, particularly for dilute or stiff systems,
as the uninteresting time between interactions and hence events is skipped.
In a recent paper [1] we demonstrated that the EDPD algorithm must be carefully constructed to ensure its numerical stability. Although the EDPD algorithm is exact, its
implementation is sensitive to round-off error. In hard-sphere systems, round-off error
manifests as overlapping/interpenetrating particles which is difficult to resolve as the
dynamics is undefined in this state. If particles begin to interpenetrate, the stable algorithm executes additional events to ensure the interpenetrating particles do not continue
to approach and, thus, increase their overlap [1]. Key to the stable algorithm is the
definition of valid and invalid states but this distinction is only straightforward for hard
interactions. For example, particles interacting via a square-well potential (see Fig. 5.1)
may overlap (rij < σ1 ) which is always an invalid state, but they can also be either in a
captured state within (σ1 ≤ rij ≤ σ2 ) or an uncaptured state outside of the well (rij ≥ σ2 ).
As a particle pair cannot energetically occupy both states, only one region is valid at a
particular point in their trajectory. Thus, for stepped or multi-state interactions such
as the square-well or stepped Lennard-Jones potentials [2], the valid state dynamically
changes with time.
In this paper, the stable algorithm of Ref. [1] is extended to interactions with dynamically
changing valid states. In Sec. 5.2, the numerically calculated position is demonstrated
to be an unreliable indicator for the current state of the particle and additional logical
state tracking is recommended. The extended stable algorithm for square wells is then
outlined in Sec. 5.3. In Sec. 5.4, it is demonstrated that states must be tracked even for
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virtual/zero-impulse events. Finally, the tracking of states is validated for two example
configurations in Sec. 5.5, illustrating the challenges with conventional approaches, before
the conclusions are drawn in Sec. 5.6.

5.2 Ambiguity of particle state
When simulating systems with multiple valid states, it is crucial that the current valid
state can be determined during the simulation in a reliable manner. The simplest approach is to try to use the position of the particles to compute the current state. Unfortunately, calculating the valid state this way is not always unambiguous. The difficulty stems from the fact that the captured state, rij ∈ [σ1 , σ2 ], and uncaptured state,
rij ∈ [σ2 , ∞), are both closed sets which include the point rij = σ2 . This is required as
rij = σ2 is the point of transition between the two states. As events are instantaneous,
there can be no change in position during the transition. The ambiguity of particle
state is thus not a numerical artifact, but is always encountered even in a precise simulation devoid of the peculiarities of floating-point calculations. To illustrate this further,
consider the basic algorithm for the simulation of particles interacting via a square-well
potential [3]:
1. For each particle pair:
a) If they are uncaptured:
Test for capture events (type 1, compare Fig. 5.1).
b) If they are captured:
Test for bounce/release (type 2) and core (type 3) events.
2. Sort the events to determine which one occurs first.
3. Move the system forward to the time of the first event, t + ∆t.
4. For the interacting particle pair:
a) If they are uncaptured:
Execute a capture event (type 1).
b) If they are captured:
Execute a bounce/release (type 2) or core (type 3) event.
5. Return to step 1.
In steps 1 and 4, the capture state of the particles must be determined. Consider the
case where the next event to occur arises from the rij = σ2 discontinuity and is either a
capture or a release/bounce event. The particles will be moved in step 3 to the moment
of interaction and will lie exactly on the well edge at rij = σ2 . At this point, the position
has become ambiguous for testing the particle state and this failure occurs for all such
events. In Fig. 5.2 two examples of square-well particles interacting via different event
types are sketched. Independent of the original state (uncaptured or captured), during
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the event both particles have a separation distance rij = σ2 leading to the ambiguity in
the type of the event to execute.

Figure 5.2: Two configurations of a pair of particles i and j interacting via a square-well
potential which lead to an ambiguity in the interaction state. The relative
0 are indicated by the arrows.
velocity vij ≡ vi − vj and its post-event value vij
In the left case, uncaptured particles enter the well of the potential (event type
1 in Fig. 5.1) and their capture state changes. In the right case, two captured
particles bounce on the well discontinuity (event type 2b in Fig. 5.1) and do
not change their capture state. In both cases, the position before (t = ∆t− )
and after (t = ∆t+ ) the event is identical, thus it cannot be used to determine
the capture state immediately before or after an event.
In fact, in real implementations the ambiguity is not limited to a single point in the
separation distance, but expands to an interval around the discontinuity due to the limited
precision of floating-point calculations. This is illustrated for hard spheres in Fig. 3
of Ref. [1] where particles moved during a core event have a distribution of separation
distances, either slightly smaller or larger than the expected value. In square-well systems,
this implies that particles moved into position for a well event will end up distributed both
inside and outside of the well, regardless of which side they are on originally. While it
might seem tempting to resolve the ambiguity at the discontinuity by taking into account
the sign of the relative velocity in addition to the position of the particles, the distribution
of the separation distance on both sides of the discontinuity impedes this approach.
The first published EDPD implementation by Alder and Wainwright [3] reduces the effects
of this inaccuracy by storing the separation distance, rij , calculated in step 1 and uses it in
step 4 to determine the capture state. As this separation is calculated before the particles
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are moved into place for the event, there is a lower probability of failure; however, there
is no inherent guarantee in this approach that the stored position calculated in step 1 is
always unambiguous and free from error. The dynamics do not exclude particles from
being located at or near a discontinuity during event detection. In fact, a particle which
has just executed an event must be located near a discontinuity and ambiguity must arise
immediately in the next iteration of step 1. Alder and Wainwright do not specify how
event detection is carried out in this case [3].
There are a number of approaches in the literature which try to resolve the ambiguity
arising from particles near to a discontinuity. One approach is to perform “corrections”
to ensure that particles numerically transfer to the correct side of the discontinuity. This
may be achieved through the addition or subtraction of a small quantity to the time of
the next event [4]. Alternatively, the position may be directly changed to “nudge” the
particles over the corresponding discontinuity after processing the current event (e.g., see
the source code of Ref. [5]). Unfortunately, both methods rely on empirically determined
correction factors, which depend on the system studied and may introduce other errors if
another event occurs at around the same time. For example, if a third particle is in close
proximity then stretching the event time may cause an interaction to be missed.
The infinitely-thin hard rods system [6] is particularly interesting as it naturally exhibits a
large number of repeated re-collisions between pairs of particles which have just collided.
To prevent spurious re-detection of collisions which have just been executed, a minimum
re-collision time computed from the underlying dynamics is enforced. This requires the
storage of the last event of each particle to correctly apply the minimum re-collision time
restriction. This approach is highly appealing as it uses some additional logical (not
floating point) state to enforce that the correct system dynamics is generated.
It appears that, for systems where the valid states change with time, the simplest robust
approach is to explicitly track the current state of particle pairs as additional logical information within the system. In square-well systems, the required logical state is boolean
(“captured” or “uncaptured”) but in multi-step potentials there may be many logical
states.
Initialization of the logical state may take place from the positional information only when
the configuration is first generated (using an arbitrary choice to resolve the rij = σ2 case).
For all later times, the logical state must be stored and loaded along with the rest of the
configurational information whenever the simulation is suspended or resumed. As the
logical state only changes when the correct “transfer” event is executed, and only logically
consistent events are tested, all ambiguity is eliminated. The stable implementation for
square-well molecules is now outlined.

5.3 Stable event detection in square wells
The introduction of logical states requires some modifications to the stable algorithm
for event detection as outlined in Ref. [1]. At the core of the stable algorithm lies the
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definition of an overlap function, f (t), which indicates whether a pair of particles is
in a valid state or not at the time t. The square-well system is composed of multiple
applications of the overlap function fBB for two closed balls, which has the following
form:
fBB (t + ∆t, σ) = [rij (t) + ∆t vij (t)]2 − σ 2 ,

(5.1)

where vij (t) ≡ vi (t) − vj (t) is the relative velocity, and σ is the average diameter of the
two balls. This function is negative if the balls are overlapping, positive if they are apart,
and zero if they are in contact. Thus event detection for the intersection of two closed
balls is transformed into the solution for the roots of fBB .
The time derivative of an overlap function f˙(t) can be used to distinguish whether a
currently invalid state (f (t) < 0) is either improving or stable in time (f˙(t) ≥ 0) or
deteriorating (f˙(t) < 0). For fBB this corresponds to
f˙BB (t + ∆t) = vij (t) · [rij (t) + ∆t vij (t)] .

(5.2)

Following the algorithm in Ref. [1], a stable EDPD algorithm is defined as:
When testing for interactions between a pair of particles at a time, t, consider all logically
valid overlap functions. For each overlap function, f , an event occurs after the smallest
non-negative time interval, ∆t, that satisfies the following condition:


f (t + ∆t) ≤ 0



and

f˙ (t + ∆t) < 0 .





(5.3)

This algorithm prevents errors in positional state from deteriorating once they are detected. If the two particles are uncaptured then only capture events are logically valid
and are tested for using fBB (t, σ2 ). If the two particles are already captured, then core
events are tested for using fBB (t, σ1 ) and release/bounce events must also be tested for
using −fBB (t, σ2 ). The negative of an overlap function is its inverse which results in
−fBB becoming a test for when the particles will exceed the well distance σ2 and become
disjoint. Both core and bounce/release events are tested for at the same time and the
earliest event is taken as the next event. As these functions represent distinct invalid state
volumes in rij , there is no chance of ambiguity through simultaneous events from both
overlap functions. A reference implementation of the event-detection algorithm using the
logical state and the corresponding overlap functions is given in Sec. 5.A.

5.4 Virtual states
In Sec. 5.2, logical states are introduced for systems with dynamic valid states and applied
in the context of discrete potentials. In these systems, the different logical states have
a direct relationship to potential energy changes in the interaction potential; however,
there are many cases where additional state tracking is desirable even though it is not
associated with any physical action or impulse. These states may hence be considered
as virtual states as they have no physical meaning. One example is neighbor-lists where
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the simulation domain is divided into small subvolumes or neighborhoods to optimise the
search for the next event [7, 8]. Each neighborhood corresponds to a different virtual
state for each particle, and only particle pairs in neighboring states are actually tested
for events. It is vital that, even in these virtual state systems, the logical state is tracked
and used to guarantee the correct dynamics.
The simplest example of this is a particle simulation where a virtual wall divides the
simulation domain into two half-spaces. Virtual walls may be used to track transport
properties such as the mass flux of particles across the wall, as well as form part of a
neighbor-list implementation. The wall is virtual as it is merely a bookkeeping device
and is penetrable by all particles. The wall divides the simulation space into two closed
half-spaces. A suitable overlap function for one of these half-spaces is
fP (t + ∆t) = n̂ · [ri (t + ∆t) − c] ,

(5.4)

where the half-space is defined by a normal n̂ perpendicular to the virtual wall and a
point c in the plane. The direction of the normal depends on which side of the wall
the particle is currently on. As the overlap function is required to be positive for valid
states, the normal must point into the half-space the particle is currently located in. If
a particle is located either exactly or numerically close to the virtual wall it is unreliable
to determine the current half-space (and hence the direction of the normal) from the
position. Therefore the side of the wall the particle is located on must be tracked as
additional logical state.

5.5 Validation
To illustrate the significance of state tracking, simulations of two model systems are
performed. The first model is a square-well potential (Fig. 5.1) with parameters σ2 = 3 σ1 ,
and ε = −kB T . The second model is an equivalent square-shoulder potential where
ε = +kB T . These potentials are the prototypes of more complex interaction models
such as general stepped potentials [2]. Both simulations use N = 32 000 particles and a
reduced number density of N σ13 /V = 10−3 . Simulations are run for 10 000 events per
particle and an instrumented version of the DynamO [9] simulation package is used to
collect statistics on inconsistencies which arise in the logical and physical state.
For the square-well system, the probability of inconsistencies arising during event processing is approximately 1.4 × 10−7 for each event, while for the square-shoulder system it is
approximately 2.6 × 10−7 . Although these events occur relatively infrequently the results
can be catastrophic. The implementation of Alder and Wainwright [3] becomes stuck and
repeatedly executes identical release events (type 2a in Fig. 5.1). The simulation cannot
proceed forward in time and the kinetic energy increases with each event. The logical
states algorithm proposed here is able to continue the simulation and maintains the total
energy to machine precision.
The rare nature of the inconsistency explains why it was not reported earlier in the
literature; however, simulations of 1010 events or more (e.g., see Ref. [10]) are now com-
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monplace, thus care must be taken to ensure the simulation remains unconditionally
stable.

5.6 Conclusions
In conclusion, the physical and virtual state of an EDPD simulation must not be derived
from the position of the particles except during initialisation. This information must
instead be tracked as additional logical state and used to enforce that the correct event
sequences are both detected and executed. The logical states represent a crucial part of
the state of the system as a whole so, if the simulation is suspended, all logical states
must be stored and restored accordingly once the simulation is restarted. During the
runtime of the EDPD simulation the logical states must only evolve via the execution of
the correct transfer events. For example, for the previously examined square-well model,
only the event types 1 and 2a (Fig. 5.1) for particles entering or leaving the square well
lead to a change in the logical state for this pairing of particles.
Unlike the configurational state (which is inherent to each particle in the system), logical
state may be required for each possible pairing of interacting particles. Thus the number
of stored states may scale as O(N 2 ) in the number of particles, N . To avoid difficulties in
scaling to large systems, efficient hashed implementations are recommended where only
variations from the most common state are stored. Typically, this reduces the required
storage to O(N ).
If the idea of logical states is combined with the stable algorithm for event detection,
inherently stable EDPD simulations are possible.This is shown in Sec. 5.5 for simulations
of systems using square-well or square-shoulder potentials. Furthermore simulations of
more complex interaction models without any artificial modification of the list of predicted
events or interference with the dynamics of the system are enabled.

References
[1]

M. N. Bannerman, S. Strobl, A. Formella, and T. Pöschel, “Stable algorithm for
event detection in event-driven particle dynamics”, Comput. Part. Mech., vol. 1,
no. 2, pp. 191–198, 2014. doi: 10.1007/s40571- 014- 0021- 8 (cited on pp. 84,
86–88).

[2]

C. Thomson, L. Lue, and M. N. Bannerman, “Mapping continuous potentials to
discrete forms”, J. Chem. Phys., vol. 140, no. 3, 034105, 2014. doi: 10.1063/1.
4861669 (cited on pp. 84, 89).

[3]

B. J. Alder and T. E. Wainwright, “Studies in molecular dynamics. I. General
method”, J. Chem. Phys., vol. 31, no. 2, pp. 459–466, 1959. doi: 10.1063/1.
1730376 (cited on pp. 85–87, 89).

90

5.A Stable algorithm for square-well molecules
[4]

T. Pöschel and T. Schwager, Computational granular dynamics. Berlin Heidelberg:
Springer-Verlag, 2005. doi: 10.1007/3-540-27720-X (cited on p. 87).

[5]

A. J. Schultz and D. A. Kofke, “Etomica: An object-oriented framework for molecular simulation”, J. Comput. Chem., vol. 36, no. 8, pp. 573–583, 2015. doi: 10.
1002/jcc.23823 (cited on p. 87).

[6]

D. Frenkel and J. F. Maguire, “Molecular dynamics study of the dynamical properties of an assembly of infinitely thin hard rods”, Mol. Phys., vol. 49, no. 3,
pp. 503–541, 1983. doi: 10.1080/00268978300101331 (cited on p. 87).

[7]

D. C. Rapaport, “The event scheduling problem in molecular dynamics simulation”, J. Comput. Phys., vol. 34, no. 2, pp. 184–201, 1980. doi: 10.1016/00219991(80)90104-7 (cited on p. 89).

[8]

M. Marín, D. Risso, and P. Cordero, “Efficient algorithms for many-body hard
particle molecular dynamics”, J. Comput. Phys., vol. 109, no. 2, pp. 306–317,
1993. doi: 10.1006/jcph.1993.1219 (cited on p. 89).

[9]

M. N. Bannerman, R. Sargant, and L. Lue, “DynamO: A free O(N) general eventdriven simulator”, J. Comp. Chem., vol. 32, pp. 3329–3338, 2011. doi: 10.1002/
jcc.21915 (cited on p. 89).

[10]

M. N. Bannerman, L. Lue, and L. V. Woodcock, “Thermodynamic pressures
for hard spheres and closed-virial equation-of-state”, J. Chem. Phys., vol. 132,
p. 084 507, 2010. doi: 10.1063/1.3328823 (cited on p. 89).

Appendix 5.A: Stable algorithm for square-well molecules
The calculation of the event times in Sec. 5.3 is expressed in terms of the ball–ball overlap
function, fBB , as given in Eq. (5.1). This operation is especially sensitive to round-off
error in the floating-point representation, therefore two numerically robust subroutines
which analyse fBB are presented here. Both use the quadratic equation to solve for the
roots of fBB ; however, each has different safeguards against numerical errors. The first
algorithm, intersectionTimeBallBall (Alg. 5.1), calculates the time until two balls
begin to intersect.
The second, disjointTimeBallBall (Alg. 5.2), calculates the time until two balls become disjoint. Both subroutines return +∞ if no event is detected and use the appropriate
numerically stable form of the quadratic equation.
The introduction of the logical state and the overlap function requires some changes to
the detection of events as outlined in step 1 of the basic algorithm given in Sec. 5.2. The
modified algorithm is presented in eventTimeSquareWell (Alg. 5.3). The logical state
is required as input to this function and must be tracked seperately. For the square-well
model, this is a single Boolean value per particle pair indicating whether the particles
are captured or not. The specialized routines of Algs. 5.1 and 5.2 are then used to
determine the roots of the overlap function. In the case of a captured particle pair, both
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Algorithm 5.1 A stable algorithm for detection when two initially disjoint balls begin
to intersect. In terms of the overlap function, this determines the time until fBB ≤ 0 and
f˙BB < 0 or returns +∞ if this does not occur in the future.
1: procedure intersectionTimeBallBall(rij , vij , σ)
2:
a ← vij · vij
3:
b ← rij · vij
4:
c ← rij · rij − σ 2
5:
arg ← b2 − a c
6:
if b ≥ 0 ∨ arg ≤ 0 then
7:
return +∞
8:
else
√
9:
return max(0, c / ( arg − b))
10:
end if
11: end procedure

Algorithm 5.2 A stable algorithm for detecting when two initially intersecting balls
become disjoint. This determines the time until fBB ≥ 0 and f˙BB > 0 or returns +∞ if
this does not occur in the future.
1: procedure disjointTimeBallBall(rij , vij , σ)
2:
a ← vij · vij
3:
b ← rij · vij
4:
c ← rij · rij − σ 2
5:
arg ← b2 − a c
6:
if a = 0 then
7:
return +∞
8:
end if
9:
if arg ≤ 0 then
10:
return max(0, −b / a)
11:
end if
12:
if b < 0 then
√
13:
return max(0, ( arg − b) / a)
14:
else
√
15:
return max(0, −c / ( arg + b))
16:
end if
17: end procedure

discontinuities at σ1 and σ2 are accessible and the minimum of the respective event times
has to be selected.
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Algorithm 5.3 The stable EDPD algorithm for event detection between two square-well
particles i and j.
1: procedure eventTimeSquareWell(rij , vij , σ1 , σ2 , captured)
2:
if captured = true then
3:
∆t1 ← intersectionTimeBallBall(rij , vij , σ1 )
4:
∆t2 ← disjointTimeBallBall(rij , vij , σ2 )
5:
return min(∆t1 , ∆t2 )
6:
else
7:
return intersectionTimeBallBall(rij , vij , σ2 )
8:
end if
9: end procedure
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6

Robust event-driven particle tracking in
complex geometries

This chapter has been submitted to the Journal of Computational Physics
Authors: S. Strobl, M. N. Bannerman, T. Pöschel
(see Appendix B)

In Chap. 4, unstructured grids are introduced as a means to define computational domains of complex shape. In addition to greatly extending the flexibility of describing
boundary conditions, the grids are also an important building block for other aspects of
particle-based simulations (for details see Chap. 8). Two examples are the acceleration
of nearest-neighbor searches required by many interaction models and the calculation of
macroscopic fields from the particle trajectories. In both cases it is required to obtain a
mapping between the position of all particles and the respective cells defined by a grid.
One efficient way of obtaining this mapping is via particle tracking, which is, in effect,
an application of event-driven particle dynamics (EDPD). The introduction of the tracking of states according to Chap. 5 can be applied to the problem of particle tracking to
address inconsistencies introduced by numerical errors or imperfect meshes. Interactions
with the system boundaries can be integrated consistently into the tracking algorithm
presented here. Additionally, it is demonstrated that modeling of solid objects via constructive solid geometry can be combined with event-driven particle tracking algorithms
to provide a fully analytical description of complex objects defining or embedded into
the simulation domain. This method is a further enhancement of the obstacle concept,
as described in Sec. 4.3. A robust particle tracking algorithm is presented, along with
several optimizations with respect to the computational efficiency. The capabilities of
the developed method are exemplified via the simulation of a gas flow through a highly
porous medium.
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6.1 Introduction
Particle models are one of the earliest applications of computer simulation, first appearing
in 1957 [1]. Initially, the technique could only be applied to relatively simple problems
due to limitations in the available computational resources; however, modern applications
of particle-based methods include both complex applied engineering problems and fundamental research into coupled hydrodynamic and particulate problems. These simulations
typically require accurate descriptions of fluid-particle and fluid-boundary interactions at
both the macroscopic scale, such as in the optimization of chemical reactors, and on the
microscopic scale, such as in colloidal suspensions.
A common motif of these simulations (and most modern particle-based schemes) is the
interaction of particles with some sort of structured or unstructured grid/mesh which
spans the entire computational domain. The term interaction is used here to refer to both
physical interactions as well as virtual “book-keeping” interactions. Virtual interactions
are often used to implement neighbour-lists [2] which optimise the calculation of physical
interactions between particles; however, virtual interactions may also be used where a
mesh represents the computational domain of a continuum finite-volume or finite-element
discretization which is being used to simulate particle interactions with a fluid phase [3].
Independent of the exact use of the mesh, it must be possible to provide a mapping from
the particle position to the enclosing mesh element and vice versa. There are two general
approaches to this: (1) particles are repeatedly sorted into the elements of the mesh
at regular intervals or (2) particles are tracked as they move through the mesh (after
an initial sorting step). For structured grids, the sorting operation is trivial; however,
for unstructured grids the naive attempt of checking the position against all elements
in the mesh is typically too computationally expensive to perform directly. Instead,
additional search data structures like quad-/octrees are commonly employed to expedite
the search [4, 5].
Tracking the trajectory of particles through the mesh avoids the potentially high computational cost of regular sorting but requires the overhead of determining the transition times when particles cross the boundaries of their enclosing mesh element (or cell).
In complex meshes, this overhead is relatively small and thus a wide variety of algorithms implementing this approach have become available [6–11]. While these algorithms
share many similarities with event-driven methods, interestingly enough the connection
to event-driven particle dynamics (EDPD) is rarely made. This is unfortunate as EDPD
has undergone careful development over the past 50 years and many of the common
pitfalls of tracking algorithms have already been overcome.
The equivalence of particle tracking and EDPD is established in Sec. 6.2 in detail, which
allows improvements to the numerical robustness of particle tracking to be presented
in Sec. 6.3. The integration of physical interactions between the tracked particles and
the domain boundary of complex shape directly into the robust tracking algorithm is
introduced in Sec. 6.4. When formulated as an application of EDPD, particle tracking can
be extended to handle complicated boundary surfaces modeled by means of constructive
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solid geometry (CSG) as described in Sec. 6.5. With the addition of CSG, the event-driven
particle tracking algorithm gains in complexity. To limit the impact on the computational
performance, in Sec. 6.6 several optimization strategies are presented. The capabilities of
the CSG modeling combined with the robust particle tracking algorithm are illustrated
in Sec. 6.7, where an open-cell foam is modeled using analytical geometric shapes for the
simulation of a gas flow using a particle-based method. Finally, in Sec. 6.8 the presented
method and its benefits over previously published methods are summarized.

6.2 Event-driven particle tracking
Consider a bounded and connected domain, Ω ⊂ Rd , of dimensionality d which is then
E
decomposed into a mesh, M = {Pi }N
i=1 , of NE closed non-empty convex polyhedral
elements/cells, {Ei }, satisfying,
Ω=

N
E
[

(6.1)

Pi .

i=1

It is also required that the interiors of the elements are exclusive of each other, i.e.,
∀ i 6= j, int(Pi ) ∩ int(Pj ) = ∅

where i, j ∈ {1, . . . , NE }.

(6.2)

Although the interiors of elements are distinct, neighboring elements must share vertices,
edges, and faces as they are closed sets. This guarantees that there is a complete and
unique mapping of positions to elements, except at the boundaries of each element which
are within both neighbouring elements to allow the smooth transfer of particles.
To allow the sorting and tracking of particles within the mesh, algorithms are required
which can, at a given point in time, t, map between the position of particle i, ri (t) :
R → Ω, to an element E ∈ M such that ri (t) ∈ E. This association can be obtained
by testing all N particles against all NE elements until a match is found; however, this
has an unattractive complexity of O(NE N ). Even optimized sorting procedures using
spatial search trees become prohibitively costly for large numbers of particles and complex
unstructured grids. Provided an initial sort is performed, particle tracking algorithms
can significantly reduce the cost of updating the particle-element association by using the
spatial localisation of particles and elements to optimize the search for the new containing
element.
Let us assume that at an initial time, t0 , a particle i has already been located in an
element with an index ci (t0 ) ∈ {1, . . . , NE } such that ri (t0 ) ∈ Eci (t0 ) . At a later time
t1 > t0 , the particle has potentially changed to a new, as yet unknown, element with index
ci (t1 ). To determine the new containing element, an artificial linear trajectory based on
the two (known) particle locations ri (t0 ) and ri (t1 ), is constructed. A linear trajectory
is always used (even if the true trajectory is curved) as it is the simplest path connecting
the initial and final state of the particle and typically only the final containing element
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is required. The apparent velocity along this trajectory is as follows,
vi0 (t0 , t1 ) ≡

ri (t1 ) − ri (t0 )
,
t1 − t0

(6.3)

where the superscript prime is used to emphasize that this velocity may not correspond
to the physical velocity of the particle. This allows a simple definition of a position along
the trajectory,
ri0 (t0 , t1 , τ ) ≡ ri (t0 ) + τ vi0 (t0 , t1 )

for τ ∈ [0, t1 − t0 ] ,

(6.4)

where ri0 (t0 , t1 , τ ) is the position on the artificial linear trajectory and τ is a measure of the
progression along that trajectory. Following the linear trajectory, the next intersection

Figure 6.1: The principle of particle tracking illustrated for a particle i moving in an
S
unstructured two-dimensional grid, with Ω = 4j=1 Pj . Starting from the
initial position ri (t0 ), with knowledge of the initial element ci (t0 ) = 4, the
aim is to determine the element ci (t1 ) corresponding to the final position
ri (t1 ). The transition points from one element to the next are highlighted in
red.
point between ri0 (t0 , t1 , τ ) and the boundaries/facets of the initial mesh element, ci (t0 ), is
determined. Given the mesh connectivity, the element on the other side of the boundary
which is crossed can be obtained. This process is illustrated for a simple domain and an
individual particle trajectory in Fig. 6.1. By repeated application of the tracking scheme,
the final element index ci (t1 ) is determined, under the condition
∀τ ∈ [0, t1 − t0 ] , ri0 (t0 , t1 , τ ) ∈ Ω.

(6.5)

The artificial path must remain within the domain as for concave meshes the artificial
trajectory may pass through unmeshed (and therefore physically inaccessible) regions of
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space. This can be illustrated using Fig. 6.1 if element E3 is deleted from the simulation
domain and mesh. In this case, the true particle trajectory, ri (t), remains within the
valid domain but the linear trajectory, ri0 (t0 , t1 , τ ), passes outside of it. Linear particle
tracking is still applied even in concave meshes; however, it is restricted to small time
intervals, [t0 , t1 ], to limit the possibility of an invalid linear trajectory occurring. Later,
in Sec. 6.4, boundary conditions are integrated directly into the tracking algorithm which
prevent this edge case arising and this modification is used in the examples of Sec. 6.6
and Sec. 6.7. For the sake of simplicity in the remainder of this section it is assumed that
Ω is of convex shape.
One reason for the large number of published algorithms implementing the tracking approach [6–12] is due to the challenges of handling numerical errors resulting from the
limited precision of floating-point calculations. Event-driven particle dynamics [13, 14]
has already overcome these challenges in a consistent way [15], thus an event-driven approach is adopted here. In the absence of external forces, EDPD particles follow a linear
trajectory in between discrete interactions or events. As the motion of the particle is
known between events, the scheme becomes event-driven where each algorithmic step is
a search for the next event. Neighbor-lists are used to accelerate these searches and the
algorithms to maintain these [16, 17] are exactly equivalent to mesh tracking algorithms.
The definition of the artificial linear trajectory and velocity in Eq. (6.4) can be substituted into EDPD algorithms to determine the time until a transition between elements
occurs (∆τ1 , ∆τ2 , . . .), and these transitions are executed one after the other in the order
with which they occur to track the motion of the particle through the mesh.
This particle tracking procedure is outlined in Alg. 6.1 and it uses the tuple Si ≡ (ri0 , vi0 , ci )
as the tracking state of the particle i. This event-driven version of the algorithm requires
the initial particle state, (ri0 = ri (t0 ), vi0 , ci = ci (t0 )), and the end time, τmax = t1 − t0 ,
as arguments. The next cell transition, or event, is returned together with the time until
this event, ∆τ , by the call to nextEvent. The subroutine stream performs the time
evolution of the position in Si whereas the actual logical transition of the particle into
the next cell is handled in process, again altering the state Si . This represents a singleparticle EPDP simulation over a limited time span [0, τmax ]. As there are no interactions
between particles during the tracking step, these calculations can be executed independently and in parallel without the requirement for any synchronization. Reformulating
the tracking algorithm in this way has two benefits: first, it allows the consistent extension of the algorithm to handle boundary conditions (Sec. 6.4) and composite objects
(Sec. 6.5). Second, the recent improvements in the robustness of the event detection [15,
18] can now be integrated directly into the particle tracking routine, which is discussed
in the next section.

6.3 Stable event detection for particle tracking
A particle state, Si , is valid iff ri0 ∈ Eci . Maintaining this valid state requires exactly
tracking the particle as it moves through the mesh; however, floating-point calculations
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Algorithm 6.1 Event-driven version of the particle tracking routine using the state
Si = (ri0 , vi0 , ci ).
1: procedure track(Si , τmax )
Require: Si valid: ci ∈ {1, . . . , NE } ∧ τmax > 0 ∧ ∀τ ∈ [0, τmax ], (ri0 + τ vi0 ) ∈ Ω
2:
τ ←0
3:
loop
4:
// Determine time and specifics of next event:
5:
∆τ, e ← nextEvent(Si )
6:
// Update the trajectory:
7:
stream(Si , min(∆τ , τmax − τ ))
8:
if τ + ∆τ > τmax then
9:
return Si
10:
else
11:
// Process the next event:
12:
process(Si , e)
13:
end if
14:
τ ← τ + ∆τ
15:
end loop
Ensure: Si valid: ri0 ∈ Ω ∧ ci ∈ {1, . . . , NE }
16: end procedure
are inherently inexact and particle systems often numerically enter invalid states (see
Refs. [15, 18] for examples). One source of difficulty is rounding errors in updating the
particle position which cause it to lie outside the domain of the new containing element.
It is crucial that the full state Si of a particle is tracked instead of just its position to allow
recovery from these inaccuracies. The state introduced in Sec. 6.2 corresponds directly
to the logical state employed in the more general stable EDPD algorithm [18].
The event detection can be formalized as finding the roots of the overlap function, f (τ ),
a function whose sign indicates whether the configuration is in a valid state at a given
time, τ [15]. By definition, the evaluation of the time-dependent overlap function returns a
positive value for a valid and a negative value for an invalid state. There is some freedom
in the choice of f (τ ), but ideally the overlap function should be simple enough that
its roots can be found efficiently using an analytical scheme. For convex mesh elements
bounded by line segments (2D) or planar polygons (3D), only one type of overlap function
is required as each boundary segment divides space into two half-spaces (indicated by the
dashed red lines in Fig. 6.2). Let Fj denote the set of facets forming the boundary of
an element Pj ∈ M and k the index assigned to a facet F ∈ Fj . Then, assuming a unit
normal n̂k pointing inwards into Pj and a point on the facet, e.g., the centroid of the
facet, ck ∈ F , an overlap function can be defined as
fHS (τ + ∆τ ) = n̂k · ri0 (τ + ∆τ ) − ck .




(6.6)

This somewhat unconventional choice of the normal direction is required by the definition
of the overlap function to evaluate to positive values for valid states. In the stable
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Figure 6.2: The exterior of a convex element Pj ∈ M can be described using planar
half-spaces determined by the set of facets Fj bounding the element. Each
half-space is defined by a point ck contained in the facet F ∈ Fj with index
k and the inward pointing unit normal vector n̂k . The points marked by the
hexagons correspond to the intersection points of the trajectory of particle i
and the facets k2 and k1 , respectively.
formulation of the EDPD algorithm [15], an event is scheduled for the smallest nonnegative time interval, ∆τ , that satisfies the condition


f (τ + ∆τ ) ≤ 0



and f˙ (τ + ∆τ ) < 0 .




(6.7)

The sign of the derivative of f (τ ) with respect to time is used as an indicator whether
an invalid state (f (τ ) < 0) deteriorates with time (f˙(τ ) < 0) or not. So in addition to
Eq. (6.6), it is also necessary to consider the time derivative of fHS (τ ), which for the
linear trajectory is given by
f˙HS (τ + ∆τ ) = n̂k · vi0 .

(6.8)

The condition f˙HS (τ ) < 0 limits the viable set of facets for an event to the ones the particle
approaches along its trajectory. It is noteworthy, that this condition is commonly found in
other particle tracking algorithms as an optimization technique [6, 9], but here it prevents
spurious recollisions with faces the particle has already passed through. Solving for the
root of the overlap function, that is, fHS = 0, under consideration of the sign of f˙HS yields
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the following expression
∆τ =




0

 max 0, n̂k ·[ck −r0i (τ )]
n̂k ·vi


∞

if n̂k · vi0 < 0
if n̂k · vi0 ≥ 0

,

(6.9)

where the case of no intersection between the particle trajectory and the facet with index
k is treated explicitly as an infinite event time. For a precise simulation without any
numerical errors, clamping the result to zero in the first case of Eq. (6.9) is not required,
as no negative values can appear. In real implementations, however, the limited machine
precision of floating-point calculations will allow particles to enter invalid states. Such
invalid states can be entered, for example, when the final tracking position of particles
numerically coincides with a facet (see Fig. 3 of [15] for a similar example). Another
typical source of invalid states are faces which are not precisely planar or small gaps
between mesh elements [9, 10]. Independent of the source of the invalid state, a robust
event-driven particle tracking algorithm must be able to recover and stabilize the system,
and, if possible, return it to a valid state. This becomes feasible by the generation of
stabilizing events, that is, events with ∆τ = 0, as according to Eq. (6.9), instead of
ignoring these cases and/or allowing negative values for ∆τ .
Performing the event detection in nextEvent used by Alg. 6.1 for a given particle and
cell pairing requires the calculation of all event times according to Eq. (6.9) for each facet
of the current cell. These event candidates are then sorted in order of ascending event
time, including the stabilizing events. In Alg. 6.1, the particle state is updated every
time before an event is executed by calling stream. As for the tracking solely the final
cell is relevant, this step can in fact be skipped with the event detection only generating
events for facets the particle is approaching. This optimization is commonly referred to
as delayed execution of events in EDPD [12].
The usage of the overlap function of Eq. (6.6) is restricted to certain mesh elements; while
it is required that the individual elements are convex, this does not limit the general
applicability as concave meshes can be composed of convex elements. Additionally, if
for some reason concave elements have to be employed, these can be decomposed into
convex sub-elements. The restriction to planar boundary facets significantly reduces
the complexity of the overlap function. It is possible in principle to employ an overlap
function of higher complexity, but the additional cost in finding the roots of this overlap
function will limit the practical relevance to simple cases like bilinear patches [19].

6.4 Discrete boundary interactions
For particle models with discrete interaction schemes, that is, interactions with vanishing duration such as hard-sphere collisions, the handling of boundary conditions can be
directly integrated into the tracking algorithm. Whenever a particle trajectory intersects
with a boundary facet F ⊂ ∂Ω, an interaction between the particle and the boundary
at this intersection point can be performed. Such discrete interactions are integral to
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EDPD, but they are also employed in many time-driven simulation methods such as direct simulation Monte Carlo (DSMC) [20] or multi-particle collision dynamics (MPC) [21].
Especially for the case of DSMC, the integration of boundary interactions into a particle
tracking algorithm is a commonly employed technique [6, 8, 9, 22]. Among the commonly
found boundary conditions are reflective boundaries using specular reflection, diffuse reflection, or a combination of both or simple bounce-back rules [23, 24].
In this case, the events generated for facets at a domain boundary have a physical meaning
and are not virtual bookkeeping events, as the ones used for the particle tracking. Thus,
the tracking trajectory and the physical trajectory of a particle become tightly coupled
and the integration of the trajectory in time via the subroutine stream must not be
skipped any more. This scheme of adding physical interactions into the tracking algorithm
can also be extended to moving boundaries by adjusting the overlap function accordingly.
Due to the stable event detection, erroneous repeated interactions caused by numerical
errors are prevented. While this is not as critical for some boundary conditions such as
walls resulting in a diffuse reflection, for other boundary conditions the correct number of
boundary interactions is crucial. An example are surfaces tied to some chemical reaction
model where repeated interactions can have a significant impact.

6.5 Constructive solid geometry
In Sec. 6.3, the tracking algorithm relies on the facets describing the surface of mesh
elements and the topological orientation of these facets. This representation is commonly
referred to as boundary representation or b-rep of an object [25, 26]. Assuming again a
convex element P and denoting by F the set of facets of P , the boundary representation
of P is given as
b-rep (P ) =

[

F,

(6.10)

F ∈F

that is, the union of all facets bounding P . While it may seem tempting to directly
employ this boundary representation of objects in EDPD, this is problematic due to
the requirement for the overlap function as a crucial part of the stable event detection
algorithm [15]. Since the boundary representation is only a description of the surface,
but not the interior of the cell, it is not possible to define a numerically robust overlap
function for the boundary representation. Hence, for the tracking algorithm an alternative
representation of P using (overlapping) planar half-spaces is used in Sec. 6.3, which
allows the definition of a robust overlap function f (τ ) according to Eq. (6.6). This
representation using half-spaces is not an arbitrary choice, as in fact this corresponds to
a modeling technique called constructive solid geometry (CSG) [26]. In CSG, simple solid
objects termed primitives, regularized Boolean operations, and affine transformations are
combined to represent a more complicated solid object. For a d-dimensional Euclidean
space the primitives are formed by algebraic half-spaces
H = {x ∈ Rd | g(x) ≤ 0} ,

(6.11)
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with g(x) : Rd → R being an irreducible polynomial. The regularized Boolean operations
union, intersection, and difference are defined such, that the result is the closure of the
interior of applying the Boolean operation to the two operands. This ensures that the
object generated by a regularized Boolean operator is again a solid object without any
“dangling” lower-dimensional features, e.g., a plane in three dimensions [26]. A CSG solid
is usually represented with the help of a (binary) tree, where the leaf nodes are primitives
and the internal nodes convey regularized Boolean operations. Affine geometric transformations can then be applied at arbitrary nodes in order to transform primitives and,
via sub-trees, parts of the model. Constructive solid geometry is a standard technique
both in solid modeling and computer graphics. In the latter, “photons” are ray-traced in
an environment containing complex (solid) objects described by CSG modeling [27]. The
algorithms used for ray-tracing are very similar in nature to the ones employed in particle
tracking or EDPD, but interestingly enough this connection is rarely drawn in literature.
The overlap function f (τ ) as it was introduced in Sec. 6.3 shares a core characteristic
with the function g(x) defining a CSG half-space: Both functions serve as indicators to
distinguish two sets of points or sub-spaces. For constructive solid geometry, g(x) divides
space into two sub-spaces, namely the closure of the interior of the solid (g(x) ≤ 0) and
the exterior (g(x) > 0). Similarly, the overlap function partitions the configurational
space into invalid (f (τ ) ≤ 0) and valid (f (τ ) > 0) configurations or states. Due to this
equivalence of the indicator function in the CSG and EDPD formalisms, it is possible to
directly adapt the concept of CSG modeling to simulations using EDPD.
In principle, the particles of the EDPD simulation can themselves be represented using
CSG, leading to interactions between different CSG objects. Here, however, we will only
consider the simpler case where point particles are to be tracked in complex geometries
defined by CSG. Further, we will only consider the three-dimensional case and the two
primitives given by an infinite planar half-space and a spherical half-space or closed ball,
respectively. The corresponding algebraic half-spaces HP and HB are defined using a
point c ∈ R3 and a unit normal vector n̂ ∈ R3 for the direction, or the scalar radius
r ∈ R>0 , respectively, according to:
HP (c, n̂) = {x ∈ R3 | (x − c) · n̂ ≤ 0} , and
HB (c, r) = {x ∈ R3 | (x − c)2 ≤ r2 } .

(6.12)
(6.13)

The result of applying the regularized Boolean operator union denoted by ∪∗ to two
half-spaces A and B, with A, B ⊂ R3 is defined as
A ∪∗ B = cl (int ({x | x ∈ A ∨ x ∈ B})) ,

(6.14)

while the regularized intersection of the two half-spaces denoted by ∩∗ is given as
A ∩∗ B = cl (int ({x | x ∈ A ∧ x ∈ B})) ,

(6.15)

with cl (·) denoting the closure and int (·) denoting the interior of the argument.
The union of planar half-spaces is already used implicitly in Sec. 6.3, when selecting the
next event for the particle tracking. As a further example, the case of the union of a
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planar half-space and several closed balls forming a composite CSG object is examined.
This geometry as sketched in Fig. 6.3 could for example be used as a prototype for a microscopic model of a surface with spherical asperities. Combined with discrete boundary
interactions (Sec. 6.4), a fully analytical description of the boundary without the need for
any surface discretization is feasible. A possible CSG binary tree for this model is shown

Figure 6.3: A rough surface modeled as the union of a planar half-space and several
spherical half-spaces. The trajectory of a tracked particle i starting at the
point ri0 (τ ) intersects three of the primitives at the highlighted points, but only
the first intersection corresponding to the minimum time must be considered.
in Fig. 6.4, consisting of the five primitives as leaf nodes and four regularized Boolean
operations as internal nodes.
Generally, geometric transformations can be applied at any node in a CSG tree. For
the detection of the intersection points, however, it can be advantageous to propagate
these geometric transformations downwards towards the primitives at the leaf nodes.
For the event-driven particle tracking algorithm, this CSG tree can be used directly to
∪∗
Hp

∪∗

∪∗
Hb1

∪∗
Hb2

Hb3

Hb4

Figure 6.4: Example binary tree for the CSG description of the surface model (Fig. 6.3)
using the union of one planar (Eq. (6.12)) and four spherical half-spaces
(Eq. (6.13)).
detect the next event a tracked particle encounters. To this end, the tree is traversed
recursively starting from the root and each primitive is tested using the corresponding
overlap function. The resulting events are then sorted in ascending order according to
their respective event times and the earliest event is selected, corresponding to finding
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the minimum event time for all leaf nodes.
The event detection for intersecting half-spaces is significantly more complex than for
the union of half-spaces. It is not enough to recursively find the minimum event time in
the tree as for the union. As an example for the intersection of half-spaces, the case of
three intersecting closed balls with equal radii shall be considered. A two-dimensional
projection of the configuration into the plane containing the center points of the balls is
shown in Fig. 6.5. The trajectories of the two particles illustrate different cases, where
in the first case (r10 (τ )) the composite CSG object, i.e., the intersection of the three balls
is missed, while in the second case (r20 (τ )) the trajectory actually hits the solid object.
The intersection points of the trajectories and the surface of the individual primitives are
marked by red hexagons and crosses, indicating the points where the trajectories enter
and leave the half-spaces defined by the primitives.

Figure 6.5: The projection of three intersecting balls Hb1 , Hb2 , and Hb3 onto the plane
defined by their center points. The trajectory of two tracked particles starting from the points r10 (0) and r20 (0), respectively, intersects the individual
primitives at the highlighted points, where red hexagons and crosses mark
the points where the trajectory enters/leaves a primitive half-space and the
filled hexagon indicates the point of interaction with the CSG solid for the
second particle.
One method for detecting the event where a particle hits the composite CSG object can
be borrowed from algorithms used for ray-tracing. Here all points in time where the
trajectory intersects the surfaces of the elements in an intersection are taken into account
and the maximum time the trajectory enters an object (red circles in Fig. 6.5) bounded
by the minimum time the trajectory exits one of the objects intersecting (red crosses) is
picked. If one of the objects in an intersection is missed, as it is the case for the second
particle in Fig. 6.5, the particle does not hit the composite object. While this approach has
the benefit of being straightforward to implement, there are two drawbacks in the context
of EDPD. First, all the roots of the corresponding overlap functions have to be evaluated,
contrary to the case of unions where only the next root is required. Depending on the
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complexity of the primitives, this process can become rather expensive, especially if, as
in the case of particle tracking, the particles do not move too far within one tracking
step. Second, and more importantly, it is not always possible to correctly predict the
next event for special configurations like (locally) very thin CSG objects resulting in
numerically coinciding roots of the respective overlap functions. Here, in some cases,
it is possible to miss an interaction due to the numerical imprecision of floating-point
calculations.
Due to these difficulties, an alternative approach for handling intersections in the proposed
event-driven particle tracking scheme is taken. The concept of the logical state introduced
in [18] to distinguish captured and uncaptured square-well particles is applied to CSG
modeling in order to determine whether a tracked particle is located within a given CSG
primitive or not without relying on the relative position on the particle. Accordingly,
the state Si is augmented by Pi , the set of primitives within the CSG tree that the
particle is currently contained in. Ignoring the limitations of floating-point precision and
assuming a CSG tree consisting of NH primitive half-spaces forming the set of leaf nodes
H
P = {Hj }N
j=1 , for a particle i this results in
Pi = {H ∈ P | gH (ri0 (τ )) ≤ 0} ,

(6.16)

where gH denotes the indicator function for the half-space H. As it is not possible to
robustly recover Pi from a particle’s current position ri0 (τ ) due to the peculiarities of
floating-point calculations, the set must be manipulated exclusively via the execution of
events. This is done via virtual events similar to the events for particle tracking in meshes.
Reconsidering the configuration sketched in Fig. 6.5, virtual events are scheduled at the
points highlighted with red rings as well as any point where the trajectory exits a primitive
half-space marked by red crosses; those events only add or remove primitives to/from Pi .
By examining this set and the number of primitive sub-nodes of an intersection in a CSG
tree it is then possible to accurately decide that an interaction event has to be scheduled
at the point of the trajectory in Fig. 6.5 marked with the full circle. This scheme can
directly be combined with the handling of unions to allow for compound CSG objects.
As an additional benefit, this explicit tracking of the particle state allows the modeling
of permeable objects. So an CSG object does not have to correspond to a solid obstacle
in combination with an appropriate boundary condition any more. Instead, it is possible
to define complex-shaped regions within the computational domain where for example
certain interactions are activated locally. One example could be the surrounding volume
of an actual solid where additional forces act on the particles. Another possibility is the
optimization of the event detection in a CSG tree via bounding objects, as described in
Sec. 6.6.
The regularized difference or relative complement of the half-spaces A and B, given by
A \∗ B = cl (int ({x ∈ A | x ∈
/ B})) ,

(6.17)

is not easily translatable into a robust event-driven particle tracking scheme. Instead, the
absolute complement AC = U \∗ A of a half-space A and the universe U ≡ R3 is used.
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With AC

C

≡ A and recursively applying De Morgan’s laws
(A ∪ B)C ≡ AC ∩ B C , and

(6.18)

(A ∩ B)C ≡ AC ∪ B C ,

(6.19)

any occurrence of A \∗ B in a CSG tree can be replaced by A ∩∗ B C . For the interior
nodes of the tree only these laws have to be applied, whereas for a primitive half-space
H with the corresponding indicator function gH at a leaf node of the tree a different
transformation is required according to
H C = R3 \∗ H

= R3 \∗ {x ∈ R3 | gH (x) ≤ 0}

= cl int {x ∈ R3 | gH (x) > 0}






(6.20)

= {x ∈ R3 | g(x) ≥ 0}

= {x ∈ R3 | −g(x) ≤ 0} ,

leading to an inversion of the indicator function. This inversion can be performed analogous for the overlap function f (τ ) used in the event detection for the particle tracking.
In the case of planar half-spaces, as an optimization, the normal vector n̂ can be inverted
directly, obviating the need to treat the complement explicitly. For the complement of
a spherical half-space, the overlap function provided in Appendix 2 of [18] can be employed. After transforming the entire CSG tree accordingly, the resulting solid object
is then defined solely by primitives and the two Boolean operators union and intersection. Expressing the difference using the complement, it is now possible to transform the
model of the spherical asperities on a planar surface (Fig. 6.3) to a model of spherical
indentations in a planar surface as shown in Fig. 6.6.

Figure 6.6: Spherical indentations in a planar surface can be modeled as the difference between a planar half-space and the union of several spherical half-spaces. The
difference can then transformed into the intersection with the absolute compleS 4
T 4
ment of the spherical half-spaces according to Hp \∗ ∗ j=1
Hbj = Hp ∗ j=1
HbCj .
The event detection for a particle i and a CSG tree can be implemented as shown in
Alg. 6.2. In addition to the extended state Si , the routine requires a non-empty set of
nodes N as input, which initially is set to the root node of the CSG tree. The tree is
then processed recursively, examining the type of each node and either descending further
down the tree, or, if a leaf node is encountered, detecting the next event for the corresponding primitive using the subroutine nextPrimitiveEvent. The handling of CSG
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Algorithm 6.2 Implementation of the event detection for CSG objects employing the
extended state Si = (ri0 , vi0 , Pi ) of a tracked particle i and a set of nodes N , initialized
with the root node of the CSG tree T .
1: procedure nextEvent(Si , N )
H
Require: CSG tree T with the set of primitives P = {Hj }N
j=1 as leaf nodes
Require: Si valid: Pi ⊆ P
Require: N 6= ∅ ∧ N ⊆ nodes(T )
2:
∆τ ← ∞, e ← null, ς ← 0
3:
for n ∈ N do
4:
if n ∈
/ P then
5:
∆τn , en , ςn ← nextEvent(Si , children(n))
6:
if type(n) = intersection then
7:
if type(en ) = csg_boundary ∧
(ςn + 1) < | {c ∈ children(n) | c ∈ P} | then
8:
setType(en , csgEnter)
9:
else if ςn = | {c ∈ children(n) | c ∈ P} | then
10:
ς ← ς + boolean(ςn )
11:
end if
12:
else if type(n) = union then
13:
ς ← ς + boolean(ςn )
14:
end if
15:
else
16:
if n ∈
/ Pi then
17:
∆τn , en ← nextPrimitiveEvent(n, Si )
18:
setType(en , csgBoundary)
19:
else
20:
∆τn , en ← nextPrimitiveEvent(complement(n), Si ), ς ← ς + 1
21:
setType(en , csgLeave)
22:
end if
23:
end if
24:
if ∆τn < ∆τ then
25:
∆τ ← ∆τn , e ← en
26:
end if
27:
end for
28:
return ∆τ, e, ς
29: end procedure

objects requires three distinct event types, indicating a particle entering (line 8, event
type csgEnter) or leaving (line 21, event type csgLeave) a half-space, as well as actually
hitting the surface or boundary of a CSG object (line 18, event type csgBoundary). The
first two are virtual events, leading only to an adjustment of Pi , while the latter indicates
an interaction with a boundary, as detailed in Sec. 6.4. The recursive calculation of the
number of intersected primitives ς and the modification of the event type on line 8 are
only required to correctly handle intersections. Hence, if the CSG tree is known to consist
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solely of unions, the algorithm can be simplified significantly.

6.6 Optimization of particle tracking using CSG
In the previous section, the basic methodology for event-driven particle tracking including
discrete boundary interactions in the presence of objects described using CSG is introduced. For simulations using more elaborate CSG models than the examples in Sec. 6.5
consisting only of a few primitives, however, the event prediction using the full CSG tree
can become a bottleneck. Considering complex-shaped particles, such as the ones depicted in Fig. 6.7 assembled from a larger number of primitives, walking the entire CSG
tree to detect a single event will prove too expensive in many cases.

(a)

(b)

(c)

Figure 6.7: Complex-shaped particles constructed with the multi-sphere method as the
union of an increasing number of spherical half-spaces [28].
A standard technique to reduce the number of required intersection tests is the use of
bounding volumes. For CSG modeling such bounding boxes or bounding spheres are
often integrated directly into the CSG tree at the interior nodes [29]. The idea is to
determine bounding volumes for the primitives at the leaf nodes and iteratively combine
these bounding volumes at the interior nodes based on the respective Boolean operation.
By applying this procedure not only upward but also downward, it can also be used
to prune effectively empty sub-trees from a CSG model, based, e.g., on an intersection
higher up in the tree. A commonly used bounding volume is the axis-aligned bounding
box (AABB), that is, the minimum d-dimensional cube bounding an object under the
constraint that its edges are parallel to the coordinate axes. Such bounding boxes are
trivial to determine for typical primitives and the Boolean operations required for CSG
modeling are efficiently computable for any two given AABBs.
In principle, there are two viable approaches to integrate the handling of bounding volumes into the robust particle tracking algorithm. The first is to explicitly handle particles
entering and leaving bounding volumes by also tracking the state of the primitives describing the bounding volumes via the set Pi for each particle i. Only if a particle is inside
of a bounding volume, the (sub-)tree bounded by this volume has to be tested for events.
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The drawback of this conceptionally appealing solution is the fact that, for a large number of CSG objects in a system, also a large number of bounding boxes have to be taken
into account during the event detection step. Hence, in our reference implementation
we use an alternative solution: The bounding volumes are not handled explicitly, but an
additional (possibly unstructured) grid covering the simulation domain is employed and
the bounding volumes of the CSG objects are mapped to the cells defined by this grid.
This results in a two-level approach, where for each CSG object first the corresponding
AABB is calculated and then the AABBs of the grid cells intersecting the CSG AABB
are determined, as sketched for an example in Fig. 6.8, where these cells are shaded in
red. Each CSG obstacle is then registered with only the selected cells, as no csgBoundary

Figure 6.8: Multi-level approach to determine an optimized, implicit bounding volume
via an underlying grid using intersection tests for the axis-aligned bounding
box (AABB) of the CSG object introduced in Fig. 6.5 and the AABBs of the
individual grid cells. The cells whose AABBs intersect the AABB of the CSG
object directly are shaded in red. The cells whose slightly enlarged AABBs
intersect the CSG AABB are shaded in orange, leading to an expanded, numerically robust bounding volume. A regular grid is used for illustrative
purposes, the same approach is feasible with unstructured grids.
events (see Alg. 6.2) can be generated involving this obstacle and particles contained in
other cells.
As a result of the implicitly defined bounding volumes, a particle i tracked via the application of Alg. 6.1 can enter the interior of primitives used in Boolean intersections
without generating any events adjusting the set Pi , leading to an invalid state. In the
example configuration sketched in Fig. 6.8, this is the case for all cells highlighted in red.
In order to recover the valid state of each particle, i.e., the state Pi would have without
any skipped events, one might be tempted to reinitialize the state using the indicator

111

Chapter 6 Robust event-driven particle tracking in complex geometries
function for all primitives contained in the CSG objects in the respective cell by evaluating Eq. (6.16). Due to the inherent imprecision of floating-point calculations, however,
this would violate the robustness of the event-driven tracking algorithm, as close to the
surface of CSG primitives the indicator function become unreliable. To overcome this
problem, the bounding volume formed by the cells of the grid is increased by slightly
expanding the AABBs of the individual cells. For the previous example of three intersecting spherical half-spaces, in Fig. 6.8 these additional cells included in the bounding
volume are shaded in orange. While this reduces the efficiency of the bounding volume
by increasing the encompassed volume, it ensures that the tracking algorithm maintains
its numerical robustness: As the indicator function for the individual primitives is only
evaluated at the interface between two cells, this modification guarantees that the indicator functions are only evaluated in a safe distance to the surface of the CSG object.
From this, Pi can be safely adjusted based on the CSG objects registered with the two
cells on either side of a facet. For obstacles present in both cells, it is crucial that the
state is transferred without modifications.
While this approach building on the final AABB of each individual CSG object works well
for systems with many smaller objects, its efficiency decreases with increasing complexity
and overall size of the CSG objects. As an example, the cluster comprised of a large
number of spherical half-spaces shown in Fig. 6.7(c) shall be considered. Even though
the porosity of the cluster is high, for a finely resolved grid representing the bounding
volumes the AABB of the cluster will result in a large number of cells being marked. For
each event detection step within one of these cells, the whole CSG tree with hundreds
of nodes has to be considered. To reduce the computational cost, we instead employ a
compact representation of the global CSG objects within each cell, which contains only
the nodes intersecting this specific cell. To this end, the nodes whose AABBs do not
intersect the AABB of a given cell are pruned from the tree using the compact CSG
representation. Again, to avoid the evaluation of the indicator functions near the surface
of the CSG objects, the cell AABBs are enlarged slightly. The handling of the state Pi as
described above ensures the particles maintain a valid state, by recovering the “missing”
state via the indicator functions upon the transitioning between cells.
In order to evaluate the efficiency of bounding volumes for CSG objects based on the
AABBs of the individual nodes as describe above, the cluster formed by the union of
790 spherical half-spaces depicted in Fig. 6.7(c) is embedded into a plane Poiseuille flow.
The fluid phase is modeled using a variant of the direct simulation Monte Carlo method
optimized for flows featuring low Mach numbers [30]. The boundary conditions for the
pressure-driven flow are no-slip walls at the top and bottom, while in the third dimension
periodic boundaries are used. The CSG object is positioned in the center of the cubical
domain, covering approximately 1.77 % of the simulation volume. The ratio between
the average diameter of the slightly polydisperse balls forming the cluster and the width
of the channel is 3.5 %. The number of tracked fluid particles inside of the simulation
domain is approximately 25.2 × 106 .
A series of simulation runs are performed for identical configurations except for a stepwise
refinement of the grid defining the cells by which the CSG object is bounded. For the fluid
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phase, a grid with a fixed resolution of 643 is employed, which is derived from the grid
used for the bounding volumes by uniform refinement. The particles are always tracked
on the finest grid, which can be directly mapped to the coarser grid without significant
overhead as no interpolation is necessary. The baseline for the benchmark is established
by not using any bounding volumes, corresponding to including the CSG tree with all
790 primitives in each event detection step, independent of the relative positions of the
tracked particles. For each simulation run, the total number of primitive events detected
for the CSG object by Alg. 6.2 is recorded. Additionally, the number of events actually
leading to an interaction between a tracked fluid particle and the boundary condition
assigned to the CSG solid is registered. Most of the detected events are discarded by
the sorting based on the event time, leaving either zero or one event per tracked particle,
depending on whether the particle is moving away from the CSG solid or not. The
number of executed CSG events has to be independent of any optimization employed,
while the objective is to decrease the number of superfluous events detected. All event
statistics collected in the simulation runs are averaged over 1000 tracking steps. Tab. 6.1
shows several key figures for each of the tested grid resolutions, namely statistics on the
number of CSG primitives registered with the compact representation of the CSG object
in the individual cells, the number of events generated by the event detection routine
as well as the (constant) number of CSG events actually processed. Finally, the relative
efficiencies both for the event generation and the execution time for one tracking step
are given, using the unoptimized case with no bounding volumes as the baseline. These
results clearly show the effect of the optimization via the bounding volumes, leading to
an increase in the computational efficiency of up to a factor of 44.5. The increase of the
computational efficiency levels out for finer grids, as the event-driven tracking scheme
also has to generate and process the events related to the tracked particles moving in the
grid defining the cells. The number of transition events is independent of the resolution
of the grid defining the bounding volumes and with about 2.26 × 107 events per tracking
step progressively dominates the computational performance.
Primitives per cell
Grid cells
–
23
43
83
163
323
643

Min.
–
173
0
0
0
0
0

Max.
–
294
236
86
27
12
8

Number of events

Avg.

Generated

–
228
29.1
4.80
1.02
0.291
0.122

1010

3.79 ×
1.09 × 1010
1.20 × 109
1.74 × 108
3.14 × 107
7.54 × 106
2.70 × 106

Executed
104

7.93 ×
7.93 × 104
7.93 × 104
7.93 × 104
7.93 × 104
7.93 × 104
7.93 × 104

Relative efficiency
Event gen.

Comput.

1.00
3.46
31.5
217
1.2 × 103
5.02 × 103
1.4 × 104

1.00
3.21
17.4
35.8
42.2
43.6
44.5

Table 6.1: Impact of the resolution of the grid used to determine the bounding volumes of
the CSG primitives forming the cluster depicted in Fig. 6.7(c) when embedded
as a solid obstacle into a fluid flow simulated using a particle-based method.
The primitives are filtered via the intersection of their individual AABBs and
the AABBs of the grid cells.
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Even though the introduction of the compact representation of the locally pruned CSG
trees greatly improves the efficiency of the event-driven particle tracking algorithm, the
selection of the primitives to keep based on the intersection of the AABBs is not always
sufficient. While the approach works well for the small spherical half-spaces forming the
cluster in this example, for infinite objects such as planar half-spaces or the complement
of spherical half-spaces, AABBs cannot provide an efficient bounding volume as they
also become infinite. A solution to this issue can be found by exploiting the property of
the event-driven tracking algorithm that CSG events are only generated at the surface
of primitives. Hence, as an alternative to pruning parts of a CSG model based on the
AABBs, a more aggressive reduction can be performed by pruning all primitives whose
surface does not intersect a certain bounding volume. As bounding volumes again polyhedral grid cells can be used, as due to the simplicity of the CSG primitives intersection
tests for these geometric objects are highly efficient. Similar to the case of AABBs, a
certain tolerance has to be included in these intersection tests, in order to avoid the issue of the surface of primitives having no volume. For a numerically robust intersection
detection, the surface of the primitives is transformed into a solid object by taking the
Minkowski sum of the respective surface and a spherical half-space with a certain radius.
This radius can for example be determined as a fixed fraction of the diagonal of the
AABB of the polyhedron being tested. When assembling the compact representation of
a CSG model by pruning primitives and empty sub-trees, special care has to be taken for
Boolean intersections: As primitives can be pruned for cells contained entirely within a
primitive, a record has to be kept in this case in order to ensure the correct working of
the event detection routine. To this end, line 5 of Alg. 6.2 has to be adapted to account
for this number of implicit intersections.
The introduction of Pi as a per-particle property required by Alg. 6.2 comes at the cost
of storing and maintaining this dynamic set. One possibility to store Pi is the usage of
associative containers provided, e.g., by the C++ standard library. While the asymptotic
complexity per particle can be reduced to O(1) by employing hash tables instead of binary
search trees, the storage overhead for the container data structure itself as well as the
cost of dynamic memory allocations can become prohibitive. As an alternative, we use
a fixed-size bit array or bitset Bi for each particle. The individual bits are assigned to
the primitives in the CSG tree, so the manipulation of the state Pi is performed via bit
operations on Bi . This approach has the benefit of low memory requirements as well
as profiting from the fact that bit operations are highly optimized for modern CPUs. A
potential drawback of this method is that the number of primitives that can be handled is
limited by the number of bits in Bi . While even for moderate storage requirements of 4 or
8 bytes per Bi the number of allowed primitives is already 32 or 64, respectively, for large
systems this may still become an unacceptable constraint. But when combined with the
previously introduced concept of locally optimized CSG models with a reduced number
of primitives, the limited number of possible primitives within one cell is sufficient, even
for complex models.
Depending on the CSG models employed in a specific simulation configuration, several of
the strategies introduced in this section can be combined. While the last two concepts,
that is, the extraction of the surface of CSG models and the usage of a fixed-size bitset to
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store the particle state, are of lesser relevance for the simulation of the flow around the
cluster, in the next section a more advanced CSG model is constructed, where especially
these two optimizations are crucial.

6.7 Application example: Open-cell foams
The advantages of using a CSG representation of a domain boundary of complex shape
for a particle-based simulation can be illustrated using the example of fluid flows through
open-cell foams. These foams feature a high porosity which makes them attractive for
reactive gas flows due to the combination of a large surface area with a low pressure drop.
It is this high porosity, however, which poses a challenge for numerical simulations as the
struts between the pores of the foam require a finely resolved mesh [31]. Instead of generating a conforming mesh which can be challenging both in terms of mesh quality and
computing time, we borrow an approach used in analytical studies of open-cell foams [32].
Here, an unit cell for an open-cell foam is constructed as the inversion of five overlapping
spheres arranged in a hexagonal packing. The model is able to reproduce the characteristics of metal foams with porosities of up to 96 %. An example unit cell is depicted in

(a)

(b)

Figure 6.9: The unit cell of an open-cell foam constructed from an inverted sphere packing
[32] is shown in sub-figure (a). This unit cell can be modeled using CSG as
the relative complement of a polyhedron and five spherical half-spaces. In
sub-figure (b), multiple unit cells are combined, resulting in a fully analytical
description of a highly porous material.
Fig. 6.9(a), revealing that this inversion of a sphere packing can be modeled using the
CSG approach as the difference of a polyhedron and several spherical half-spaces. When
several of these unit cells are combined periodically, a highly porous material resembling
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an open-cell foam is formed as shown in Fig. 6.9(b).
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Figure 6.10: Pressure profile and streamlines obtained from the steady-state solution of a
gas flow through a foam-like structure driven by a pressure gradient along the
longitudinal axes. The simulation employs a variant of the direct simulation
Monte Carlo method optimized for flows with low Mach numbers [30]. The
streamlines a colored according to the velocity magnitude at the respective
position.
Rather than utilizing this model to generate a volume mesh covering the free volume, i.e.,
the part of the domain not obstructed by the solid foam, the CSG model is to be used
directly in a particle-based fluid simulation. To this end, we extract a periodic section
of cubical shape from a large enough assembly of unit cells. The resulting structure is
embedded into a domain discretized by a regular grid, which defines the cells used both
to perform the interactions between the fluid particles [30] and to serve as the bounding
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volume for the CSG primitives. The CSG model defining the foam-like structure contains
266 spherical half-spaces, but with the method introduced in Sec. 6.6 to extract for each
bounding volume only the primitives featuring a surface intersection with this bounding
volume, a state Pi implemented as a fixed-size bitset with 32 entries is sufficient. Employing these optimizations is crucial, as the example simulation uses approximately 115 × 106
particles to resemble the fluid phase, so a minimal memory footprint for each particle is
desirable. A total of 320 processor cores across 16 physical nodes each containing two
Intel Xeon E5-2660 v2 CPUs are used in the example run. During each tracking step,
approximately 1.1 × 108 events are executed, with the fraction of CSG events encountered
by particles impinging the surface of the foam structure being about 8 %.
In Fig. 6.10, the pressure profile and streamlines obtained for the steady state solution
of a pressure-driven laminar flow through the foam structure is shown. The surfacetriangulation of the foam used in this snapshot is generated purely for the purpose of
visualization, for the actual simulation the whole geometry is described analytically and
no discretization of the foam surface is required.

6.8 Conclusions
The tracking of particles in unstructured grids can be considered a special case of eventdriven particle dynamics and as such can benefit from recent improvements in the numerical robustness of the method. With this, it is possible to construct an inherently
stable event-driven particle tracking scheme. This event-driven tracking scheme can be
extended to allow the integration of complex-shaped boundaries modeled using the technique of constructive solid geometry (CSG). Using this mathematically exact representation of boundaries, efficient particle-based simulations in domains of challenging shape
are achievable. The benefit of this approach lies in the independence of the boundary
description from any surface discretization. This is a clear advantage over previously
published particle-tracking algorithms, where the simulation domain is discretized and
represented solely via unstructured grids and the resolution of the boundaries is hence
tied directly to the resolution of the mesh. With the method proposed in this work,
depending on the specifics of the problem, a combination of unstructured grids and analytically described boundaries can be used. Several optimization strategies to improve
the efficiency of the event-driven tracking scheme in the presence of complex CSG objects
are suggested. Along with the integration of discrete boundary interactions, the abilities
of the event-driven tracking algorithm are illustrated by the particle-based simulation of
a gas flowing through an open-cell foam structure.
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Chapter

7

Boundary conditions
In Chap. 2 and Chap. 3, where the theoretical foundation and the simulation methods
of relevance for this work are introduced, we often did not consider the boundaries of
the respective systems explicitly. While this is convenient for the derivation of various
characteristics as well as the basics of the simulation methods, for the simulation of
physical systems, the boundary conditions have to be taken into account. This could be
solid walls with some specific surface structure whose internal properties are irrelevant
for the considered system or some region of the system where the relevant features are
controlled externally, such as an inflow of gas of known composition and with well-defined
properties. In this chapter, a range of methods are introduced allowing the modeling
of various boundaries in the context of mesoscopic simulations. While most boundary
conditions can also be formulated for other scales and methods using similar approaches,
the focus lies on particle models with discrete interactions (see Subs. 3.1.1). Where
applicable, each type of boundary condition is accompanied by some benchmark problems
highlighting possible uses and at the same time serving as a validation for the present
implementation.

7.1 Periodic domains
Even though the number of particles employed in particle simulations evolved from a
maximum of 500 in 1957 [1] to millions or even billions on modern supercomputers, this is
still a small number compared to the number of particles in macroscopic systems which is
on the order of 1026 . Especially in three dimensions, the number of particles on the surface
and the resulting impact on the overall behavior of the system might not be negligible.
This is particularly true if the simulation aims to study the thermodynamic properties of
a system, where small disturbances can effect the bulk properties. Already for some of
the first simulations relying on particle models, periodic boundaries were employed [2, 3].
The basic idea is to treat the simulation domain as a representative subset of a potentially
much larger or even infinite physical domain. The physical domain is then approximated
as an infinite number of identical copies or images of the computational domain extending
into all spatial directions to which the periodic boundary condition is applied.
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It should be noted that periodic boundary conditions are often combined with other
boundary conditions, making the system periodic only in certain directions. Examples
include the behavior of a fluid near a single wall or the study of the flow through a channel
where one or two dimensions are significantly larger than the remaining ones, like the
flow between two large parallel plates. Care has to be taken when assuming periodicity
within a system to ensure a clear separation of scales between the size of the primary
image and any effect studied in the system is given in order to eliminate finite size effects.
Furthermore, it not possible to conserve both linear and angular momentum at the same
time, so the applicability of periodic boundary conditions has to be evaluated thoroughly.

7.1.1 General concepts
Due to their simplicity and generality, periodic domains are supported by virtually all implementations of common particle methods. Depending on the specifics of the simulation
tool, two approaches are routinely found, relying either on the minimum image criterion
[4] or ghost particles. The minimum image criterion is conceptionally simple, as particles
are simply reinserted on the opposite site of the domain once they leave the simulation
domain. When computing the interactions between particles in a periodic system employing the minimum image criterion, each particle interacts with the closest image of all the
particles in the system that lie within the interaction range. This approach is only viable,
however, if the maximum interaction distance between particles is smaller than half the
size of the domain in the direction of periodicity. For interaction potentials which do not
fulfill this requirement, such as the Lennard-Jones potential introduced in Subs. 3.1.2, it
is sometimes possible to artificially truncate the potential at a certain cutoff distance in
order to limit the interaction range and allow the usage of the minimum image criterion.
Applying the minimum image criterion when computing the interactions between particles requires knowledge of all particles within the interaction range even across periodic
boundary conditions. While simple to implement for small-scale simulations, for simulations relying on domain decomposition to handle large numbers of particles, such as the
approach discussed in Subs. 8.2.1, this poses a serious challenge; directly accessing the
particles on the opposite side of a periodic boundary is not necessarily possible. Instead,
a “ghost region” surrounding the outside of the primary simulation domain can be created. Particles approaching a periodic boundary closer than the interaction range are
then replicated on the opposite side of the domain within this ghost region [5, 6]. Those
particles are commonly referred to as ghost particles and they can be directly taken into
account when computing the interactions between particles. Depending on the number
of periodic boundaries, multiple copies or images of the same particle will exist within
the simulation. It must be ensured that the interactions are handled consistently, that
is, no duplicate interactions are performed. Also, the simulation must correctly map the
dynamics of the primary particle onto all other images. Typically, it is also necessary to
perform a reduction step after calculating the interactions between all particles to determine, for example, the total force acting on a particle based on the contributions of all
images. For the remainder of this chapter, the handling of ghost particles is not consid-

122

7.1 Periodic domains
ered explicitly, as the details depend both on the particle model and the parallelization
scheme and efficient schemes for maintaining ghost particles can be built on top of the
basic implementation outlined in the following section.

7.1.2 Periodic boundaries for complex geometries
As discussed in Chap. 4, using an unstructured grid to define the computational domain
offers multiple advantages. Combined with the event-driven particle tracking routine
suggested in Chap. 6, the implementation of periodic boundaries within this framework
differs from the approaches found in most other particle codes. A noteworthy exception
is the work by Macpherson et al. [7], where a molecular dynamics code is introduced
for a computational domain defined by an unstructured tetrahedral grid. While this
implementation also employs a particle tracking scheme, it seems that the handling of
periodic boundary conditions is not integrated directly into the tracking algorithm and
particles crossing periodic boundaries are handled via ghost regions.
In our approach, however, during the tracking step, particles cannot leave the primary
image. This is required as there is no upper limit for the distance particles may travel
during (for discrete interactions) or in between tracking steps (for continuous interaction
potentials) from an algorithmic point of view. Thus, it is conceptionally impossible to
define a sufficiently large ghost region. Instead, the event-driven tracking scheme must
transfer the particle from one side of a periodic boundary to the other instantaneously
to ensure no invalid states are entered that violate the mapping between the particle’s
tracking position and the cells defined by the grid. This transfer of particles at periodic
boundaries depends on the availability of the mesh connectivity, even across these boundaries. This has to be established in a preprocessing step when setting up the domain and
some technical details are discussed shortly.
The limitation of establishing the mesh connectivity across periodic boundaries is the
requirement for compatible boundary facets. The compatibility of boundary facets shall
here be defined analogous to the requirement for compatible shared facets during the
merging of meshes as described in Sec. 4.5. For practical applications, this can be easily
fulfilled, as meshing tools usually allow for a fine-grained control of the discretization of
surfaces.
In order to obtain the logical connectivity1 between facets in a mesh on either side of
a periodic boundary condition, it is necessary to define two sets, one for either side of
the boundary, containing the respective boundary facets. Assuming a three-dimensional
simulation space, the boundary facets within one set are required to all be contained
within the same plane and share a common normal vector. These planes do not have to
be aligned with the coordinate axes and are merely required to not intersect within the
interior of the simulation domain, i.e., non-parallel planes are allowed in certain configurations. This freedom in defining the direction of periodicity is a significant advantage
over how periodic boundaries can be configured in most numerical frameworks.
1

Not to be confused with the mesh connectivity for facets in the interior of the domain.
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Both to establish the mesh connectivity across a periodic boundary as well as to later
transfer the individual particles during the tracking step, it is required to determine the
affine transformations mapping between points in space lying on either side of the boundary. These transformations are derived from the normal vectors and geometric centers
of the facets and, in general, consist of a rotational and a translational component. In
case the boundary facets in the two sets lie within parallel planes, the transformation
degenerates to a pure translation. Once these geometry transformations are known, the
mesh connectivity between pairs of boundary facets can be obtained by matching the
facets, using for example their geometric center, taking into account the transformation
between the two sides. To avoid the computational cost of comparing all pairs of facets
leading to a complexity quadratic in the number of facets, a search grid with a discretization size determined automatically based on the extend of the facets is employed. This
optimization reduces the complexity to be linear in the number of facets.

Figure 7.1: Periodic boundary condition applied to the straight sections of a curved simulation domain represented via an unstructured grid. In addition to the translation of the particles’ positions also the linear velocities as well as any additional degrees of freedom have to be transformed.
The connectivity consisting of a one-to-one mapping between pairs of boundary facets
along with the respective geometric transformations is stored in the context of each
periodic boundary condition configured for the system and accessed during the runtime
of the simulation when a particle encounters one of the registered facets. To make the
implementation of the periodic boundaries independent of the particle model employed,
the periodicity is applied by dispatching to a specialized routine depending on the type
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of particle which handles the transformation of the particle position as well as any other
degrees of freedom of the particle such as linear or angular velocity. In Fig. 7.1, this
procedure is illustrated for the example of a curved channel with non-parallel boundary
facets.
For simulations relying on a spacial decomposition of the simulation domain, some of the
steps described above require the communication of boundary information, as a single
periodic boundary can be split among multiple processors and a periodic boundary can
become a communication boundary. This is solved using the strategies described in
Sec. 8.5.

7.1.3 Example: Periodic foam-like structure
To demonstrate the flexibility of implementing periodic boundary conditions as described
above, a porous medium modeled using the combination of an unstructured grid (Chap. 4)
and analytically described obstacles employing the constructive solid geometry (CSG)
approach introduced in Chap. 6 is used.

Figure 7.2: Mesh consisting of 132 960 elements forming the bounding volume of an unit
cell modeled using the CSG approach introduced in Chap. 6.
The mesh as shown in Fig. 7.2 has a hexagonal cross section in the xy-plane and forms
the bounding volume of an unit cell representing a foam-like structure [8]. The actual
surface of the solid is represented by five spherical half-spaces subtracted from the simulation domain defined by the mesh. A pressure gradient (see Subs. 7.4.4) is applied in the
z-direction, while the system is assumed to be periodic in the remaining directions. From
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Fig. 7.2 it is obvious, that the surface of the domain does not line up with the planes
defined by the axes of the Cartesian coordinate system. For most particle-based simulation tools, it would be impossible to apply periodic boundary conditions in the x- and
y-direction.
Using the scheme suggested above, however, four sets of facets with normals
√
3
1
of [± 2 , ± 2 , 0]T can be created. Periodic boundary conditions between the interfaces
contained in the two parallel planes can then be applied.
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Figure 7.3: Streamlines and slice of the pressure field of the steady-state solution of a
pressure-driven gas flow through a unit cell of a periodic foam-like structure.
The simulation uses the direct simulation Monte Carlo method (see Subs. 3.2.3) with
about 2.8 × 106 particles representing the gas. The procedure detailed in Sec. 6.5 is used
to predict the interactions of the particles with the surface of the solid, where no-slip
boundaries (see Subs. 7.3.3) are applied. In Fig. 7.3, the macroscopic streamlines and
pressure field obtained from the steady-state solution averaged over 5 × 105 time steps
are shown. The pressure is normalized to the value at the inflow, while the velocity
is normalized to the maximum of the absolute value. The extensive averaging of the
macroscopic fields is required as the maximal velocity is slightly below 2 % of the thermal
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velocity in the system. This example not only shows the advantage of using the connectivity between facets to enforce periodic boundary conditions, but also highlights the
flexibility of the present framework with respect to complex geometries.

7.2 External forces
External forces are commonly found in the form of gravity, electromagnetic forces, or
forces resulting from a numerical coupling scheme in multiphase systems (see Sec. 9.1).
While strictly speaking not boundary conditions in the sense that they are applied at the
boundary of the computational domain, external forces here still shall be considered as
such, as they impose an external influence on the system. Besides the principal volumetric
forces, constant pressure gradients applied to the boundaries of open systems, for example
to study a pressure-driven fluid flow through a pipe, are often implemented via body
forces. As pressure boundary conditions for (stochastic) mesoscopic particle methods can
be challenging (for details see Sec. 7.4), for basic configurations such as the Poiseuille
flow the pressure gradient is typically simulated via a constant external force acting in
the direction of the flow [9–11]. Considering, for example, a constant pressure gradient
in the x-direction, the gradient can be expressed via an external acceleration ax acting
in this direction as
∂p
= ax ρ ,
∂x

(7.1)

where p is the scalar pressure and ρ the density of the fluid.
Independent of the origin of the external force, in the following we assume all contributions for a given particle and time step are described by a vector a. For time-driven
schemes, the resulting force acting on each particle can then easily be obtained and included in the time integration scheme used to solve for the dynamics of the system. For
particle methods with discrete interactions such as direct simulation Monte Carlo, this
approach is not viable due to the absence of forces in the model. Instead, the trajectory
of a particle in these schemes between the discrete interactions resulting from collisions
with other particles or the system boundaries is then parabolic and not linear any more,
as in the absence of external forces. While this requires only minor modifications in
the free-streaming motion [11], when combined with the event-driven particle tracking
scheme introduced in Chap. 6, parabolic trajectories result in a significant increase in
the numerical complexity: the linear equations describing the movement of a particle in
a mesh become quadratic, while the collision detection between a point particle and an
obstacle modeled as a spherical half-space already requires finding the roots of a polynomial of forth order. To avoid the drastic increase in computing time these changes would
effect, an approximation is used, similar to other approaches [12]. Linear trajectories are
used for the free-streaming motion, and at the beginning of each time step the linear
velocity of each particle is updated according to the currently acting external forces. As
the forces acting in mesoscopic systems are small, the resulting error in approximating
parabolic trajectories by piecewise linear ones is negligible.
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It should be noted, that in the presence of external forces it may be necessary to add a
thermostat as described in Subs. 3.2.5 to the simulation. Otherwise, the particles and
hence the whole system constantly gain energy. Depending on the specifics of the setup,
the presence of thermal walls kept at a fixed temperature, as they are described in the
next section, can be sufficient to act as a thermostat for the whole system.

7.3 Solid walls
Besides periodic boundaries, solid walls are the most commonly found type of boundary
conditions in particle simulations. While not physically reasonable on a microscopic scale
due to their nature as uniform objects, for mesoscopic systems they play an important
role. Depending on the scale of the physical system, thermodynamic effects have to be
taken into account, for example, for heated walls. There, the velocity distribution function
at the wall has to be taken into account and microscopic effects become important. In
the following subsections, several kinds of solid walls are described for particle methods
with discrete interaction models.

7.3.1 Specular walls
One of the most basic boundary conditions that can be assigned to a solid wall is the
specular reflection of particles at the surface, meaning that the particles are reflected
with an angle of reflection equal to the angle of incidence. During specular reflection, the
kinetic energy of the particles remains unchanged. With the unit surface vector at the
point of contact denoted by n̂ and an optional (tangential) velocity denoted by uw , the
post-collisional velocity vi0 of a particle i is given as
vi0 = vi − 2 (vi · n̂) n̂ + uw ,

(7.2)

so for the case uw = 0, the velocity component normal to the wall is reflected, while the
tangential component is preserved. As such, specular walls act as perfectly smooth and
hence frictionless surfaces. Due to this, specular walls can also be employed to mimic
symmetry planes in a simulation [13].

7.3.2 Thermal walls
While specular walls correspond to perfectly smooth surfaces, real surfaces have a varying degree of surface roughness, making them at least partially diffusive. On a molecular
level, the actual surface structure of such walls has to be modeled. On the macroscopic
scale, on the other hand, the exact surface structure is irrelevant and the roughness can
be taken into account via friction coefficients. If the system is not isothermal, additionally
the heat transfer between the fluid phase and the wall can be considered via the heat flux
between the two phases in dependence of the material parameters such as the thermal
conductivity. For particle-based models on the mesoscopic scale, however, the detailed
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microscopic behavior is not important, but the macroscopic description is not applicable
either. Instead, a statistical description based on the velocity distribution function is employed, where it is assumed that all particles hitting the surface are fully accommodated
to the temperature of the surface. As this type of boundary considers thermal effects, it
is usually referred to as a thermal or diffusive wall.
For a thermal wall, the velocity components of particles leaving the wall have to be
drawn from a biased Maxwellian distribution [13]. For three dimensions, in addition to
the inward oriented unit surface vector at the point of contact, n̂, a tangential unit vector,
t̂, as well as an unit vector ô, orthogonal to both n̂ and t̂, is required to define the local
frame of reference. The two velocity components in the direction of t̂ and ô follow the
distribution
fvk (v) =

r

m
m v2
exp −
2 π kB Tw
2 kB Tw

!

(7.3)

,

while the normal component is distributed according to
m
m v2
fv⊥ (v) =
v exp −
kB Tw
2 kB Tw

!

(7.4)

,

with Tw being the wall temperature and m being the mass of the particle leaving the
wall. The reason for this distinct distribution of the velocity in normal direction is the
restriction of the velocity space to the positive half-space as a particle must not penetrate
the wall. The distribution with the probability density function given in Eq. (7.4) is also
called Rayleigh distribution. In the local coordinate system defined by Cw ≡ [n̂w , t̂w , ôw ],
the velocity of a particle i leaving the wall is given as
vi0

=β

−1

Cw

"
q

− ln Ru (0, 1),

r

1
Rn (0, 1) ,
2

r

#T

1
Rn (0, 1)
2

+ uw ,

(7.5)

with β being the inverse thermal velocity and uw the optional (tangential) velocity of the
boundary. Ru (0, 1) denotes a uniformly distributed random value in the interval [0, 1)
and Rn (0, 1) denotes independent, normally distributed random values
p with zero mean
and unit variance. For actual implementations,
p instead of the term − ln Ru (0, 1) for
the normal component, it is advisable to use − ln(1 − Ru (0, 1)), as many libraries for
random number generation produce values in the half-open interval [0, 1) for uniformly
distributed real numbers; this avoids the pitfall of erroneously evaluating ln(0).
Validation In order to validate the implementation of thermal walls within the simulation tool, two basic, essentially one-dimensional, test cases are used. The benchmark
problems employ the direct simulation Monte Carlo (DSMC) method (for details on the
method see Subs. 3.2.3), as implemented in the simulation framework. The results are
compared to the reference solutions produced by performing the corresponding simulations with Bird’s DSMC1 code2 [13]. As it is hard to separately validate the different
2

The Fortran sources for the demonstration programs of Ref. [13] are freely available on the website
of G. A. Bird at http://www.gab.com.au/legacy.html.
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aspects of a DSMC simulation, these studies serve to verify the correct implementation
of the other aspects of the method, not just the thermal walls.
Temperature gradient The first problem regards the behavior of a highly dilute gas
confined to a channel with width 1.0 m, formed by two parallel diffusive walls kept at
different temperatures, T0 = 273 K and T1 = 546 K. The parameters for the hard-sphere
model utilized by the DSMC simulations are chosen to resemble argon with a molecular
diameter of 4.1 × 10−10 m and a molecular mass of 6.6 × 10−26 kg. The gas is initialized
at a constant number density of 1.4 × 1020 m−3 and a temperature of 273 K. The time
step is set to a value of 2.5 × 10−6 s and 2 × 104 quasi-particles are used to represent
the gas molecules. The number of collision and sampling cells in the direction of the
temperature gradient is set to 400, leading to a ratio between the mean free path and
the cell size of about 3.8. This results in negligible error in the transport coefficients
due to discretization effects of less than 1 % [14]. The sampling of the macroscopic fields
commences after the steady state is reached, and the fields are averaged over 5 × 105 time
steps to reduce the inherent statistical fluctuations.
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Figure 7.4: Temperature profile in a dilute gas between two plates kept at a fixed temperature of 273 K and 546 K, respectively. This results shows the excellent agreement between the solution computed using the present implementation of the
direct simulation Monte Carlo (DSMC) method and Bird’s DSMC1 [13].
The temperature profiles obtained for this configuration with the present implementation
and Bird’s DSMC1 are plotted in Fig. 7.4. The results are in excellent agreement over
the full width of the channel, including the temperature jump near the walls. This jump
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is close to the expected value which is proportional to λ dT /dx [15], when taking into
account the gradient in density over the width of the channel. The deviation of the
temperature profile from a straight line is a consequence of the compressibility of the gas.

Couette flow The second test case examines the behavior of a gas confined between
two infinite plates of equal temperature, where one plate is stationary, while the other
one is moving with a fixed tangential velocity. This problem is commonly referred to
as plane Couette flow. The properties of the gas are identical to the ones in the first
test case, while the thermal walls are kept at a constant temperature of 273 K and the
upper boundary is moving with a tangential velocity of 300 m s−1 . Also, the temporal and
spatial discretization as well as the sampling of the macroscopic fields remain unchanged.
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Figure 7.5: Velocity and temperature profile for the plane Couette flow of a dilute gas.
The solution generated with the present implementation of the DSMC method
matches the one obtained with Bird’s DSMC1 [13] code within the inherent
statistical fluctuations.
The velocity and temperature profile obtained for this setup using the present implementation are shown in Fig. 7.5, where again, the profiles obtained with Bird’s DSMC1 code
are included for comparison. Again, the agreement between the two implementations
is excellent, considering the inherent statistical fluctuations of the DSMC method. Far
enough from the boundaries the velocity profile is linear, while the temperature profile is
parabolic due to the viscous heating in the gas. Near the boundaries, the velocity slip and
temperature jump are correctly recovered and the values agree well with the theoretical
predictions which are proportional to λ dv/dx and λ dT /dx, respectively [15].
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Dynamic boundary conditions So far, only problems considering walls of a fixed temperature or velocity are considered. For many applications, especially in engineering, the
macroscopic properties defining the boundaries of a system may not be constant. It is
common to have either spatial or temporal gradients, for example, for coupled problems
or periodically driven systems. Even for rather simple systems of interest for fundamental
research non-isothermal walls are of relevance [16, 17]. A prominent example includes
gas pumps relying purely on temperature gradients to induce flows, first described by
Knudsen in 1909 [18]. For a general, user-friendly simulation framework it should be
possible to define such boundary conditions without changing the program source code.
Hence, similar to the solution to increase the flexibility of geometry handling in Chap. 4,
a scripting language based on ExprTk3 is employed. Using this “simple to use, easy to
integrate and extremely efficient run-time mathematical expression parsing and evaluation engine”4 it is possible to specify function-like expressions controlling the macroscopic
properties of boundaries in the configuration file. These expressions can then be evaluated dynamically when a particle tracked via the algorithms of Chap. 6 hits a surface
as described in Sec. 6.4. This allows for each boundary interaction to take into account
the exact positions where a particle encounters a boundary condition, as well as other
variables such as the current simulation time or the kinetic energy of the particle.
To illustrate the usage of dynamic boundary conditions, one of the simulation setups used
by Masters et al. [16] is reproduced. In this two-dimensional system, a gas is confined

Figure 7.6: Configuration of non-isothermal walls used to induce a temperature-driven
flow in a gas contained in a micro-chamber as used by Masters et al. [16].
to a chamber with dimensions 5 µm × 1 µm, where the diffuse walls in the negative and
positive x-direction are kept at a constant temperature of T0 = 273 K and T1 = 573 K,
respectively. At the thermal boundaries in the y-direction, a linear temperature gradient
is imposed, as sketched in Fig. 7.6. The temperature of the upper and lower wall is thus
set to Tw = 273 + xi · 300/(5 × 10−6 ) K m−1 , where xi evaluates to the x-component
of the position of a particle i when impacting the surface. The gas is initialized at an
average pressure of 1.0 × 105 Pa and a temperature of 423 K, with hard-sphere parameters
resembling argon. A DSMC simulation is performed with a time step of 5.0 × 10−11 s and
sampling is started after 2.5 × 104 time steps, to ensure the steady state is reached. Due to
the low velocities in this microsystem, the macroscopic fields are averaged over 5.0 × 105
time steps. As the present simulation framework only supports DSMC simulations in
3

ExprTk is available under the terms of the Common Public License (CPL-1.0) at https://github.
com/ArashPartow/exprtk.
4
Quote from the ExprTk documentation.
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three-dimensional domains, a domain with a size of 5 µm in the (periodic) z-direction
is used, and the macroscopic fields are averaged over this direction. The number of
collision/sampling cells is set to 100 × 20 × 100, with an initial number of DSMC quasiparticles per cell of 50 leading to a total of 1.0 × 107 particles in the simulation.
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Figure 7.7: Flow fields obtained with the DSMC method for the configuration sketched
in Fig. 7.6. The steady state solution shows the low-speed flow induced by
the temperature gradient applied to the system.
The flow fields obtained from the simulation are shown in Fig. 7.7, where the convection
rolls induced by the temperature gradient are clearly visible. The maximum velocity of
approximately 0.74 m s−1 is two orders of magnitudes below the thermal velocity of the
gas molecules, explaining the need for extensive averaging. The velocity profile is in good
agreement with the solution of Ref. [16] obtained via a variation of the DSMC method
aimed at reducing the statistical noise, the Octant flux Splitting IP-DSMC (OSIP-DSMC)
method [16]. This shows that the thermal walls with a dynamic temperature work as
expected and the sampling as introduced in Subs. 3.2.5 is performed correctly.
Summary The two basic test cases, that is, the temperature gradient and the plane
Couette flow, show that in addition to the thermal walls also the main components of
the DSMC method are implemented correctly in the present framework. The simulation
results obtained by Birds’s DSMC1 code are reproduced quantitatively in both cases with
the statistical fluctuations inherent to the method. The thermally driven flow shows that
the concept of dynamic boundary conditions is successfully integrated for thermal walls.
Additionally, the recovery of the velocity field despite the low signal to noise ratio in this
system indicates that the calculation of the macroscopic fields via the accumulation of
the momenta of the distribution function works as expected.
For the thermal walls it is assumed that the particles interacting with the wall are fully
accommodated to the temperature of the wall, as opposed to the specular walls, where
no accommodation takes place at all. For realistic microscopic surfaces, however, the
behavior lies somewhere in between. The simplest model dating back to the work of James
Clerk Maxwell in 1879 [19] considers the partial accommodation via an accommodation
coefficient, determining to which degree a surface reflects incoming particles specularly
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or diffusively. Other – mostly empirical – models are available in the literature, where
more complex accommodation coefficients are used [20, 21]. This area is still subject to
active research [22–24], but shall not be discussed here any further as the corresponding
extensions can readily be integrated into the simulation framework as needed.

7.3.3 No-slip boundaries
The solid boundary conditions introduced so far all have their origin in the modeling
of (dilute) gas flows. For denser fluids in the continuum regime (Kn → 0), the fluid is
usually assumed to stick to the wall, i.e., there is no slip at the wall. From a microscopic
point of view such a boundary condition is physically unrealistic, however, as the slip
length is proportional to the mean free path, the slip is very small on a macroscopic
scale. For continuum solvers, enforcing such no-slip conditions is easily achievable via
Dirichlet boundary conditions for the velocity. For discrete models, Schnute [25] first
suggested a “bounce-back” scheme, where a particle i hitting a surface with a velocity vi
simply reverses its path,
vi0 = −vi ,

(7.6)

resulting in a vanishing velocity at the boundary. With the increased interest in latticegas automata to numerically solve the Navier-Stokes equations, as originally proposed by
Frisch et al. [26], the bounce-back scheme became a standard boundary condition for the
lattice Boltzmann method. Interestingly enough, the bounce-back condition is one of the
only two deterministic and physically reasonable boundary conditions directly accessible
to kinetic theory, the other one being specular reflection [27]. Via the lattice Boltzmann
methods, the bounce-back condition gained interest among the users of multi-particle
collision dynamics (MPCD) [28]. While conceptionally simple, the application of the
bounce-back scheme for mesoscopic particle methods proves challenging, as a velocity
slip at the boundary remains. Multiple suggestions of varying complexity to overcome
this difficulty are proposed in the literature [28–30]. As this is not the focus of the present
work, however, these advanced schemes are not considered here, as the optimal solution
depends on the exact method and problem. Instead, in the present simulation framework,
the no-slip walls are implemented according to Eq. (7.6) for stationary boundaries. For
moving boundaries, the post-collisional velocity of a particle i is given as
vi0 = −vi + 2 vw ,

(7.7)

where vw is the velocity of the boundary in the global frame of reference.

7.4 Open boundary conditions
In the previous sections, only closed or periodic systems are considered. While this is
sufficient for relatively simple simulation configurations, for engineering applications open
systems with inflows and outflows are relevant. Typical examples are microfluidic devices,
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where for biochemical processing a continuous flow through the system is desired. The
same is true for reactive gas flows, as chemical reactors in a industrial setting often have
to be operated continuously. A shared characteristic of periodic boundaries and solid
walls is the fact that from a computational point of view no particles enter or leave the
simulation domain, that is, the number of particles is conserved. In contrast to this, open
boundary conditions require that particles are added to or removed from the domain over
the runtime of the simulation. This leads to some challenges a particle-based simulation
has to cope with: the dynamic creation and deletion of particles at the boundaries has
to be handled in a way that is both physically correct and computationally efficient.
Depending on the exact type of open boundary, this entails different levels of complexity.
In this section, the focus lies on the correctness of the boundaries, the computational
aspects of efficiently handling varying numbers of particles are discussed in Sec. 8.3. The
open boundary conditions considered here are targeted at discrete interaction models,
with DSMC being the main method also used for validation.

7.4.1 Overview
Vacuum outflow The trivial case of an open boundary is an outflow into empty space
or vacuum. Here, any particle leaving the computational domain simply is discarded
independent of any specific properties of the macroscopic flow fields inside the domain or
the particle itself. As the outside space at this type of boundary is considered a perfect
vacuum, no particle ever enters the simulation domain through this boundary, resulting
in no backflow. While vacuum boundary conditions are viable for some applications
like the modeling of micro-/nanopropulsion systems for spacecrafts [31, 32], additional
boundaries conditions leading to an inflow of fluid are required to maintain the flow. But
even when studying such micro-thrusters, often a non-zero stagnation pressure is assumed
at the outlet [33–35]. Also, as most engineering problems are not related to applications
in space, boundaries with backflow are usually required, arising from a non-zero pressure
at the outflow. This is especially true for microfluidic devices, where pressure gradients
are typically used to drive the flows.
Macroscopic boundary conditions For computational fluid dynamics using continuum
methods, Dirichlet and Neumann boundary conditions are routinely employed when numerically solving the corresponding partial differential equations to obtain specific values
or gradients at the boundary, respectively. For Lagrangian methods these kinds of boundary conditions are not directly applicable, as fields are only defined in an average sense.
An extreme case are stochastic methods such as DSMC, where the macroscopic fields are
given as moments of the velocity distribution function (see Sec. 2.5). This discrepancy
between the micro-/mesoscopic description of the fluid via particles and the macroscopic
boundary conditions is challenging to bridge. In order to characterize a microscopic gas
flow, several micro- and macroscopic properties are required. It is assumed that the
properties of the individual particles such as the particle mass m and the parameters of
the interaction model are determined beforehand based on the desired bulk properties
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of the fluid. For a simple gas without internal degrees of freedom, the relevant macroscopic attributes are the mass density ρ, the temperature T , the scalar pressure P , and
the stream velocity u. As here only models with an equation of state equivalent to an
ideal gas are considered, instead of ρ and P , the number density n is sufficient. Based
on these three parameters, the equilibrium velocity distribution function is given by the
Maxwell-Boltzmann distribution, Eq. (2.65). The appropriate number of particles in a
certain control volume for which the values of the macroscopic fields are known can then
be initialized based on this distribution. While for many technical systems mixtures of
different fluids are relevant, the following discussion will be concerned with simulations
featuring only a single fluid. Nevertheless, the presented approach can be generalized
to multiple particle species at the cost of a slightly increased complexity by introducing
a set of variables for each species. Hence, in Subs. 7.4.5 the mixing of different gases
in a microchannel with open boundaries is examined to illustrate the generality of the
concepts introduced in the following.
Particle inflows via reservoirs A well-established method of implementing open boundaries is by adding fluid reservoirs outside of the domain of interest and initializing the
particles contained in these reservoirs according to the desired macroscopic fields, as
described above [36–38]. The particles entering the interior of the domain then follow
the correct distribution function. This approach is conceptionally easy and, when following the suggestions by Tysanner et al. [39], both physically correct and numerically
efficient. It is routinely used to establish the coupling between continuum fluid solvers
and micro-/mesoscopic particle models.
Particle inflows via surfaces For the DSMC method, a different solution is suggested
by Bird [13], where the number of particles entering at a specific domain boundary is
calculated analytically based on the theoretical velocity distribution function. Only this
number of particles is then generated on the surface of the domain with the velocity
components of the individual particles following the correct distribution. This scheme is
made attractive by the fact that no external reservoirs are required, something that can
become challenging for domains of non-trivial shape and also parallelized simulations. As
these are two key features of the present simulation framework, implementing inflows by
means of generating particles on the surface of the domain is an essential component. As
such, the remainder of this section is devoted to describing the theoretical basis as well as
some implementation details. Before this, however, the different types of open boundary
conditions relevant in the context of this work shall be introduced.
Inflow boundaries If all macroscopic properties required to characterize the velocity
distribution function, that is, n, T , and u, are known, this corresponds to pure Dirichlet
boundary conditions in a continuum setting. This type of boundary condition is here
referred to as an inflow boundary and the details of the particle generation on the domain
surface are found in Subs. 7.4.3. As indicated by the name of this boundary condition,
it is commonly employed at the inflow regions of an open domain. For many technical
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applications, the exact parameters of the fluid entering a system as well as the mass
flow rate are known, which provides sufficient information to set up an inflow boundary
condition as long as the geometry is simple enough to predict the velocity profile at the
inlet.

Pressure inflow boundaries If the velocity profile is not known at the inflow, however,
the inflow boundary condition cannot be applied. Instead, a pressure inflow boundary
condition has to be imposed, where a fluid of known composition enters a domain with a
predetermined pressure and temperature. These properties are relatively easy to measure
and control in an experimental setting even on small scales, as opposed to a velocity
profile. The number density can then be calculated directly for the given pressure and
temperature using the corresponding equation of state. Despite its name, a pressure
inflow can also be applied at the outflow of a system, provided there are no thermal
gradients and the pressure at the outlet is known. From a mathematical point if view, a
pressure inflow corresponds to Dirichlet boundary conditions for the number density and
temperature, and a Neumann condition for the macroscopic stream velocity. Imposing
this Neumann condition is a serious challenge for particle-based mesoscopic methods and
is discussed in depth in Subs. 7.4.4.

Pressure outflow boundaries If not only the velocity profile at a boundary, but also
the macroscopic temperature is unknown, a pressure outflow boundary condition has to
be applied. The Dirichlet condition for the temperature is then replaced by a Neumann
condition and typically a vanishing gradient in the normal direction is assumed. Nonisothermal systems such as problems leading to viscous heating inside of the fluid or the
occurrence of exothermic chemical reactions on the surfaces necessitate the usage of this
boundary condition. Imposing a pressure outflow boundary is conceptionally similar to
the case of a pressure inflow, hence Subs. 7.4.4 covers the implementation of both types
of pressure boundaries.

Boundary condition
Macroscopic property

Inflow

Pressure inflow

Pressure outflow

number density n
temperature T
stream velocity u

3
3
3

3
3
7

3
7
7

Table 7.1: Depending on the type of the boundary condition, the values of some macroscopic flow properties are predetermined corresponding to Dirichlet conditions
(marked by 3). The remaining variables (marked by 7) have to follow Neumann boundary conditions and their values depend on the flow fields developing inside the computational domain.
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Summary An overview of the different open boundary conditions is provided in Tab. 7.1,
where a tick marks the macroscopic properties fixed a priori corresponding to Dirichlet
boundaries in a continuum description and a cross denotes an Neumann-style boundary
condition that has to be enforced dynamically. Assuming for the moment that the values
of the macroscopic properties n, T , and u at a boundary are known and the flow is fully
equilibrated, i.e., the velocity distribution is following a Maxwell-Boltzmann distribution,
it is possible to express the number of particles crossing as boundary surface analytically.
The derivation of this expression is covered in the following subsection and forms the
theoretical basis for all open boundary conditions.

7.4.2 Particle fluxes
Let us consider the flux jQ of some scalar quantity Q transported by a macroscopic
velocity field u across a flat surface S:
¨
jQ =
Q (u · n̂S ) ds ,
(7.8)
S

where n̂S is the unit normal vector defining the surface. A Cartesian frame of reference
is defined such that the x-axis is aligned with the normal vector, u lies in the xy-plane
and S is contained in the yz-plane, as shown in Fig. 7.8. The angle θ between the normal
vector and the velocity vector is given as |u| cos θ = u · n̂S . When the macroscopic

Figure 7.8: Flux of a quantity Q transported with a velocity u across a surface S with
normal vector n̂S .
velocity u is defined as the streaming velocity of a collection of microscopic particles, the
flux through the surface over the time interval t ∈ [t0 , t1 ] in dependence of the density
distribution function (see Sec. 2.5) is
ˆ t1 ˆ ¨
jQ =
Q (u · n̂S ) f (x, v, t) ds dv dt .
(7.9)
t0

R3

S

In the case of uniform density, the right side of this equation simplifies slightly to
ˆ t1 ˆ ¨
n
Q (u · n̂S ) fv (v, t) ds dv dt ,
(7.10)
t0
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where for a gas at equilibrium the Maxwell-Boltzmann velocity distribution as given by
Eq. (2.65) can be inserted. The additional decomposition of the velocity of each particle
into the streaming velocity u and a thermal component leads to
ˆ t1 ˆ ¨


3 23
nβ π
Q ((u + v) · n̂S ) exp −β 2 v 2 ds dv dt .
(7.11)
t0

R3

S

Evaluating the surface and time integral in this expression results in a factor A for the
surface area and a factor ∆t for the time interval. With Q = 1, the inward number
flux Ṅ is given by considering only the particles moving with a positive x-velocity, the
subsequent adjustment of the integration boundary and finally integration as [13]:


 √
β −1 
Ṅ = n A ∆t √ exp −a2m + π am (1 + erf (am )) ,
2 π

(7.12)

where am = (u · n̂S ) β is the molecular speed ratio. For the case of vanishing macroscopic
velocity, that is, a completely isotropic system, the well-known result for the number flux
per unit time and area is recovered:
β −1
Ṅ0 = n √ .
2 π

(7.13)

7.4.3 Inflow boundary conditions
As stated above, the challenge in imposing inflow boundary conditions for a (stochastic)
particle-based model such as DSMC is the addition of particles at the boundary in a
physically correct way. With Eq. (7.12) the number of particles to be inserted at a
boundary can be calculated analytically based on the values of the macroscopic fields
imposed. Yet, in addition to the number of particles also the velocity distribution of the
newly inserted particles has to be determined.
Maxwellian inflow distribution The velocities of the particles entering the simulation
domain at an inflow boundary have to follow a Maxwellian distribution, albeit in the
moving frame of reference given by the macroscopic streaming velocity imposed at the
boundary. For an imposed velocity u and the frame of reference sketched in Fig. 7.8, the
biased probability distribution function is [40]:
fvin (v) = C −1 (v · n̂) exp −β 2 |v − u|2




with v · n̂ > 0 ,

(7.14)

where C is the constant required for normalization and n̂ is again the unit normal vector
of the inflow surface. For the tangential components, the macroscopic velocity just has to
be superimposed onto the components of the thermal velocity following the distribution
given by Eq. (7.3). For the special case of u · n̂ = 0, the distribution for the normal
component follows the Rayleigh distribution introduced in Subs. 7.3.2 and a particle’s
velocity can be initializing according to Eq. (7.5). In general, however, the distribution
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of the normal component of a particle’s velocity depends on the molecular speed ratio
am = (u · n̂) β and is given by
vn = (u · n̂) − z β −1 ,

(7.15)

where z is generated according to the Maxwellian inflow velocity distribution [40]:
2(am − z) exp −z 2
√
fam (z) =
exp (−a2m ) + am π [1 + erf (am )]


with z ∈ (−∞, am ) .

(7.16)

For the generation of random variables according to the Maxwellian inflow distribution no
closed expression is available. Initially, only computationally expensive inversion schemes
or approximate acceptance-rejection methods with a bias for fast-moving particles were
available in the literature [38]. Rather recently, an alternative overcoming these problems
by employing a combination of different envelopes was proposed by Garcia et al. [40].
Implementation With knowledge of both the number and the velocity distribution of
the incoming particles at an open boundary, an efficient algorithm taking into account all
the peculiarities of particle generation and initializing can be devised as shown in Alg. 7.1.
This algorithm can be applied to the set of boundary facets F∂Ω,in where an inflow should
be enforced. It is assumed that for each facet f ∈ F∂Ω,in the tuple (n̂f , Af , nf , Tf , uf ) is
defined, describing the inward pointing unit normal and area of the facet, as well as the
number density, temperature, and macroscopic streaming velocity that are to be imposed
at the inflow. Given the theoretical foundation given above, the basic steps of the particle
generation are straight forward.
There are, however a number of potential pitfalls that deserve a more detailed discussion,
especially as they are not commonly addressed in the description of existing implementations [41, 42]. The first concerns the number of particles to create at the inflow. The
theoretically predicted number can be derived from the properties assigned to the boundary facet according to Eq. (7.12). For one, this number will, in general, not be an integer
number, but only a discrete number of particles can be created. One attempt to solve this
issue is the usage of random rounding, i.e., incrementing the predicted value by a uniformly randomly distributed number in the range [0, 1) before rounding to an integer. It
has been shown, however, that this procedure leads to non-equilibrium correlations [39].
Instead, a Poisson-distributed value with a mean equal to the number flux predicted by
Eq. (7.12) should be used. Second, the thermal component of the velocity in normal direction should be generated based on the envelopes suggested by Garcia et al. [40] in order to
avoid truncation of the distribution function at high velocities while maintaining a high
computational efficiency. Third, the newly created particles have to be free-streamed
for a uniformly distributed fraction of the time step to simulate an uncorrelated arrival
time [38].
While complete, the implementation given in Alg. 7.1 does not take into account certain
problem-specific aspects such as the handling of multiple species or the scaling of samples via weights (see Subs. 3.2.3). These components, however, can be readily integrated
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Algorithm 7.1 Generate particles streaming through the set F∂Ω,in of surface facets tied
to an inflow boundary over the duration of a time step ∆t.
1: procedure generateParticles(F∂Ω,in , β, ∆t)
2:
for f ∈ F∂Ω,in do
3:
// Determine the molecular speed ratio:
4:
a ← (uf · n̂f )β
5:
// Calculate exact number of particles entering through f :

 √
n A ∆t 
6:
Ṅin ← 2 βf√π exp −a2 + π a (1 + erf (a))
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:

// Draw number
of particles from Poisson dist. with mean Ṅin following [39]:

Nf ,in ← Rp Ṅin
if Nf ,in = 0 then
continue
end if
for i ∈ {1, . . . , Nf ,in } do
// Find a random point on the triangulation of the face f :
ri ← randomPoint(triangulation(f ))
if a 6= 0 then
// Draw velocity from Maxwellian inflow dist. Eq. (7.16) based on [40]:
vn ← −maxwellianInflowVelocity(a)
else
// Draw
p velocity from Rayleigh dist.:
vn ← −log (1 − Ru (0, 1))
end if
// Set up local frame Cf from orthonormal basis vectors {n̂f , t̂f , ôf }:
Cf ← [n̂f , t̂f , ôf ]
// Compose the final velocity using the normal component and the
// two tangential components (drawn from a scaled normal dist.)
// of the thermalqvelocity andq
add on the inflow velocity:

vi ← β −1 Cf [vn , 12 Rn (0, 1) , 12 Rn (0, 1)]T + uf
pi ← createParticle(ri , vi )
// Stream the particle for a fraction of the time step according to [38]:
stream(pi , Ru (0, ∆t))
end for
end for
end procedure

into the algorithm, as they require no conceptional changes. In fact, the present framework includes some of these extensions and in Subs. 7.4.5 inflow boundary conditions for
mixtures of gases are employed.

Validation For the validation of the inflow boundary condition we follow the methodology proposed by Tysanner et al. [39] to identify non-equilibrium behavior in reservoirs for
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molecular simulations. Two different methods to sample the macroscopic stream velocity
within the computational domain are employed. The first, termed cumulative average
measurement (CAM) by Tysanner et al. is equivalent to the method relying on the moments as introduced in Subs. 3.2.5. The second method, or sample averaging measurement
(SAM), is biased in non-equilibrium conditions and as such should not be used in general.
Yet this bias makes it a “sensitive tool for detecting non-physical behaviour in a hydrodynamic system” [39] and as such it is useful in validating the correctness of open boundary
conditions. To illustrate the difference between the two sampling schemes, the definition
of the macroscopic velocity is examined. We use the same notation as in Subs. 3.2.5,
where Pc (t) denotes the index set for the particles here of equal mass m contained within
a cell c ∈ {1, . . . , NC } at a point in time t. Further, the velocity is averaged over a series
of discrete time steps tj , with j ∈ {1, . . . , NS }, leading to
(CAM)

huc i

=

1/NS

PNS P
j=1

1/NS

i ∈ Pc (tj ) m vi (tj )

PNS

j=1 m |Pc (tj )|

,

(7.17)

and
huc i(SAM) =

NS
X
1
1 X
vi (tj ) ,
NS j=1 |Pc (tj )| i ∈ P (t )
c

(7.18)

j

for the average velocity in the cell c using the CAM and SAM formulation, respectively.
This clearly shows that for CAM the average velocity is defined as a weighted average
correctly taking into account the mass within a cell, whereas SAM is an unweighted
average ignoring the fluctuations in the local number density. The covariance between
the fluctuations in the velocity and the number of particles in a cell is zero only at
equilibrium, in which case the CAM and SAM definition lead to identical results. If the
system is not at equilibrium, however, the SAM formulation will be biased, while the
CAM formulation remains unbiased. As such, the velocity following the SAM definition
acts as an indicator for non-equilibrium behavior.
One-sidedly open system The first test case for the inflow boundary condition is an
essentially one-dimensional system in equilibrium with an open boundary and zero inflow
velocity on the left side and a specularly reflecting wall on the right side. This setup with
periodic boundary conditions in the other two directions is identical to the one used in
Ref. [39]. Despite its simplicity, this configuration allows an accurate evaluation of equilibrium systems with respect to artificial non-equilibrium effects due to improperly implemented open boundaries. The dimensionless parameters for a DSMC simulation using the
hard-sphere model are chosen identical to Ref. [39] to allow for a direct comparison. The
mass of the particles is set to m = 1 and a collision diameter σ = 7.5 × 10−2 is used. A
total of 2000 fluid particles are initially distributed uniformly in the simulation domain of
volume V = L3 = 2.253 , resulting in a number density of n ≈ 175.6.
Setting kB
√ = 0.5 at
p
−1
a fixed temperature of T = 5 leads to a thermal velocity β = 2 kB T /m = 5 ≈ 2.24
and a mean free path λ ≈ 0.228. The simulation domain is divided into NC = 20 collision
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Figure 7.9: Averaged fluid velocity along the primary direction in a system with an inflow boundary at the left imposing no macroscopic velocity and a specularly
reflecting wall on the right. The velocity is obtained by using both the CAM
and SAM formulations for averaging over 1 × 108 time steps, according to
Eq. (7.17) and Eq. (7.18), respectively.
cells along the primary direction, which are also employed for the sampling of the velocity
in this direction using both the CAM and SAM formulation. The time step is chosen
based on the cell size as ∆t = (β L)/(5 NC ) ≈ 1.0 × 10−2 and the simulation is executed
for an initial relaxation period of 5 × 106 time steps followed by the sampling over 1 × 108
time steps.
The averaged fluid velocity obtained from this simulation is shown in Fig. 7.9 and both
sampling formulations lead to identical results within the statistical fluctuations. We thus
conclude that the inflow boundary condition works as intended and the implementation
of Alg. 7.1 does not lead to anomalous fluid flow as this would be revealed by the SAM
definition of the velocity.
Two-sidedly open system The second test case used to validate the correctness of the
velocity inflow boundary conditions is very similar to the one-sidedly open system described and the simulation parameters are kept the same. The specularly reflecting wall
at the right side, however, is replaced by a second inflow boundary and the velocities
for both open boundaries are set to the same non-zero value. As the stream velocity is
set to the same value at both ends, the right one effectively becomes an outlet. Since
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Figure 7.10: Averaged fluid velocity in a system with an inflow boundary condition on
either side imposing an macroscopic velocity of 0.1 β −1 along the primary
direction. The sampling procedure is identical to the one used to obtain
Fig. 7.9.
the system is periodic in the two remaining directions and no solid walls are present, a
uniform velocity field recovering the value imposed at the boundaries should arise. We
run this configuration for two different imposed velocities, namely 0.1 β −1 and 1.5 β −1
corresponding to a flow at low and high Mach number, respectively. Due to the different
sign of the velocity relative to the boundaries on the left and right side, these two velocities cover four different molecular speed ratios, am ∈ {−1.5, −0.1, 0.1, 1.5}. Thus, all
four envelopes for the generation of samples following the distribution of Eq. (7.16) implemented according to Ref. [40] are tested pair-wise, as the optimal envelope is selected
automatically based on the value of am . Hence, any bias created by a deficiency in the
individual envelopes would be revealed.
The results for the two different imposed velocities are shown in Fig. 7.10 and Fig. 7.11,
respectively. In both cases the two sampling procedures lead to identical results within
the inherent statistical fluctuations. For the case of an imposed velocity of 0.1 β −1 , the
resulting velocity profile is shifted slightly, while the statistical fluctuations are on the
same scale as for the first test case with no imposed velocity. This slight shift, still on the
same order as the statistical fluctuations, is a result of the fact that the system is open
on both sides. Thus, a single particle with a high velocity corresponding to the tail of the
velocity distribution function can have a significant impact on the macroscopic velocity,
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Figure 7.11: Averaged fluid velocity in a system with high Mach number, where an inflow
boundary condition on either side imposes an macroscopic velocity of 1.5 β −1
along the primary direction. The sampling procedure is identical to the one
used to obtain Fig. 7.9.
as it can pass the system just once along the primary direction before being discarded
at the outflow. The shift in the profile is hence an artifact of this specific configuration,
nevertheless showing the correctness of Alg. 7.1 as this effect is physically reasonable.
For the imposed velocity of 1.5 β −1 (Fig. 7.11), the fluctuation of the velocity over the
length of the system is higher, but the CAM and SAM procedure lead to almost identical results. Interestingly enough, the standard deviation of the velocity in the primary
direction is smaller when using SAM sampling. While the reason for this effect is unknown, the overall velocity profile proves that the inflow boundary condition also works
for higher normal velocities at the inflow. With this, we consider the inflow boundary
conditions as introduced in this section a physically correct and numerically efficient tool
of implementing open boundaries for micro-/mesoscopic systems.

7.4.4 Pressure boundary conditions
As indicated in the introduction of this section, imposing pressure boundary conditions
from a mathematical point of view is not very taxing. Upon closer consideration, however, the task is extremely challenging due to the separation of scales: the boundary
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conditions are given for a macroscopic view, while on the mesoscopic scale of the model,
for example, the DSMC method, the fields used in the macroscopic description are only
defined in an integral sense via moments of the distribution function. The Dirichlet-style
boundary conditions, that is, the number density and for pressure inflows additionally the
temperature, can be treated as described in the previous subsection for inflow boundaries.
Yet the Neumann-style boundary conditions are not easily mappable to discrete particles
in a Lagrangian model.
The earliest attempts of imposing pressure boundary conditions for DSMC simulations
date back to the work of Ikegawa et al. [43], where the macroscopic velocity to be imposed at the pressure boundaries is estimated iteratively from the particle fluxes. Since
this initial work, in the literature a specialized terminology for pressure boundary conditions relevant for specific flow problems evolved, namely distinguishing between sub- and
supersonic flows at pressure in- or outflows. Here, we will only consider subsonic pressure
in- and outflow boundaries, as only these are meaningful for the targeted applications of
small-scale flows such as microfluidics.
The approach by Ikegawa et al. is refined by the authors of Ref. [44] for the application
at pressure inflows, where instead of considering the particle fluxes for the whole system,
the macroscopic velocity is derived on a per-cell basis. Also, not the actual particle fluxes
in the simulation are measured, but rather the theoretically expected fluxes based on the
velocity field close to the boundary are obtained by means of Eq. (7.14). At the pressure
outflow, however, a different iterative scheme based on the method of characteristics [45],
a continuum approach to solve the unsteady Euler equations, is employed. At least for
the case of steady flows in microchannels, this combination seems to perform well and is
used in multiple similar studies [46–48].
In contrast to the flux-based scheme at the inflow, other authors suggest to rely on
the method of characteristics also at the inflow [49]. A more rigorous treatment of the
various pressure boundary conditions is proposed by Gatsonis et al. [41], termed kinetic
moment (KM) boundary conditions, as it connects the microscopic or kinetic level and
the macroscopic or moment level. To this end, the KM formulation relies on the local onedimensional inviscid (LODI) approach for imposing time-dependent boundary conditions
for the compressible Euler equations [50]. It can be shown that in the steady state the
KM boundary conditions become compatible to the method of characteristics used in
Refs. [44, 46–49].
It is noteworthy, though, that the various schemes for implementing pressure boundary
conditions for DSMC so far are only applied to simple flow geometries, more specifically
straight channels. Thus, the numerical stability of these approaches is unclear and should
be validated for more complex configuration. This, however, is beyond the scope of the
present work.
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7.4.5 Validation: Mixing in microchannel
In Subs. 7.4.3, inflow boundaries for prescribed macroscopic flow properties are described
and validated for very basic configurations. To further test the implementation of the
open boundaries as well as the handling of multiple particle species representing different
gases, a system originally introduced by Yan et al. [51] is studied. The problem examines
the mixing behavior of two gas entering a microchannel via separate inlets, as sketched
in Fig. 7.12. A number of subsequent studies based on this configuration are available
in the literature [47, 52]. For our benchmark we closely follow the work of Reyhanian et
al. [52], to allow a quantitative comparison of the simulation results.

Figure 7.12: Schematic of the microchannel used to examine the mixing of two gases
entering via inlets separated by a splitter plate. The macroscopic pressure
profile of Fig. 7.13 is obtained along the dashed blue line.
The microchannel has a length L = 10 µm and a height H = 1.0 µm. The plate with a
thickness of 0.08 µm splitting the channel along the centerline in flow direction ends after
3 µm. The simulation relies on the DSMC method using two particle species to model
the different gases, namely CO and N2 , injected at the inlets with a fixed pressure of
50 kPa and a velocity of 300 m s−1 . The outflow assumes an outflow into vacuum, that
is, no particles enter the system at the outflow resulting in zero backflow. The diffusively
reflecting walls of the channel are kept at a constant temperature of 300 K, the same as
the gases at the inlet.
The simulation parameters are set to resemble the gases using the hard-sphere model
with a collision diameter of 4.2 × 10−10 m and a mass of 4.65 × 10−26 kg. The threedimensional domain with a size of 0.1 µm in the (periodic) z-direction is discretized via a
grid consisting of 1.22 × 105 cuboidal cells with an edge length of 2.0 × 10−8 m. A time
step of 2.0 × 10−11 s is used and sampling of the macroscopic fields commences after 105
time steps. The fields are averaged over 5 × 104 time steps as well as along the z-direction
to improve the statistics.
The results obtained by sampling the total as well as the partial pressures along a line
offset by 0.17 µm below the centerline (see dashed blue line in Fig. 7.12) are shown in
Fig. 7.13. The strong increase in the pressure near the inflow is a consequence of this
specific setup: the macroscopic inflow velocity of the gases at the inlet is set to a constant
300 m s−1 while inside of the channel the velocity due to the presence of the diffusive side
walls is much lower (see Fig. 7.14). This artifact could be prevented by imposing a
parabolic velocity profile at the inflows, but in order to maintain comparability with the
results of Ref. [52] the original setup is retained.
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Figure 7.13: Total and partial pressures measured along a line 0.17 µm below the centerline of the channel as sketched in Fig. 7.12. For comparison, the values
obtained by Reyhanian et al. [52] for the total pressure are provided.
The profile of the total pressure obtained from the simulation is in good agreement with
the one of Ref. [52]. The deviation observable, especially in the first half of the channel,
stems from a slight difference in the geometry of the channel; while the splitter plane
in Ref. [52] has a thickness of 0.1 µm, in the present simulation the thickness is slightly
reduced to 0.08 µm in order to simplify the generation of a conforming grid representing
the computational domain. Considering only terms of first order, the pressure at a given
position along the length of the channel for a given mass flux depends linearly on the
height of the channel, so the reduced thickness of the splitter plane should result in a
decrease of the pressure by about 2.2 % [53]. Taking this factor into account, the pressure
profile obtained by the present simulation agrees perfectly with the reference solution.
While the benchmark problem described above uses two inflow boundary conditions inserting particles belonging to different species, still at each inflow only one species is
present. To also test the open boundary conditions for mixtures of gases, an additional
simulation is performed where at each inlet, a partial pressure for both CO and N2 is
specified. Referring again to Fig. 7.12, at the top inlet a partial pressure of 40 kPa for
CO and a partial pressure of 10 kPa for N2 is set, respectively. For the bottom inlet, the
partial pressures are inverted, resulting in a total pressure of 50 kPa at both inlets. The
other parameters remain unchanged and the pressure profiles are sampled along the same
line slightly below the centerline of the microchannel. The results for this configuration
are shown in Fig. 7.15 and the ratio of the relative concentrations near the inlet shows

148

7.5 Boundary conditions for obstacles

y [µm]

1.0
0.5
0.0

0

2

4

6

x [µm]
0.0

8

10

90.5
181.0
271.5
362.0
velocity magnitude [m s−1 ]

Figure 7.14: Velocity magnitude for the gas mixture in the microchannel (see Fig. 7.12)
with an imposed inflow velocity of 300 m s−1 .
140

pressure [kPa]

120

partial pressure CO
concentration N2

100

concentration CO

80

0.9
0.8
0.7
0.6
0.5

60

0.4

40

0.3

20

0.2

0

0

2

4
6
position [µm]

8

relative concentration [-]

total pressure
partial pressure N2

0.1
10

Figure 7.15: Pressure and concentration profiles obtained along the sampling line (see
Fig. 7.12) from the simulation using partial pressures for CO and N2 at the
inlets.
that the inflow boundary condition as implemented in the framework also handles the
insertion of particles from different species correctly.

7.5 Boundary conditions for obstacles
The addition of solid obstacles according to Sec. 4.3 and Sec. 6.5 necessitates the application of boundary conditions for particles striking the surfaces of these obstacles. While
the individual boundary conditions described in this chapter so far are introduced for
planar surfaces, they can readily be applied to more complex objects. Thanks to the
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event-driven particle tracking scheme, the exact intersection point between a particle’s
trajectory and the surface of an obstacle is known (for details see Sec. 6.4). Based on
this intersection point, a local frame of reference can be derived from the trajectory of
the particle and the geometric properties of the obstacle. Within this local frame of reference, the boundary conditions for solid walls as covered previously in this chapter can
be directly applied. In fact, within the present framework, the actual implementation of
the solid boundaries relies solely on a given frame of reference and the particle. Helper
routines handling interactions at mesh facets or solid obstacles dispatch to this common
function, avoiding the need to reimplement shared functionality.
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Figure 7.16: Pressure field and streamlines for the steady state of a pressure-driven flow
around a cluster composed of 790 spherical objects with no-slip boundaries
applied to the surface of the cluster.
As there are no fundamental challenges when using this unified handling of boundary conditions, here only two examples for the integration of solid obstacles into fluid dynamics
relying on mesoscopic particle methods are presented.
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The first example revisits the flow around a multi-sphere cluster taken from Ref. [54] as
presented in Sec. 6.6. The cluster is represented in the simulation using 790 spherical
half-spaces and the BGK-LM variant of the DSMC method optimized for flows with low
Mach numbers [55] is employed to model the fluid phase. The computational domain
is of cuboidal shape, with the cluster embedded in the center leading to a solid volume
fraction of approximately 1.77 %. The flow is driven by a constant pressure gradient in the
x-direction, where periodic boundary conditions are assumed, while in the y-direction the
domain is bounded by solid walls. In the third direction, periodic boundary conditions
are applied. Both on the surface of the cluster and the solid walls no-slip conditions are
enforced according to Subs. 7.3.3. The velocity field in the steady state is visualized in
Fig. 7.16, where the velocity magnitudes is normalized to the maximum velocity in the
system.

Figure 7.17: Geometry inspired by Ref. [56] consisting of a cylindrical domain periodic in
the x-direction with six layers of 11 spherical obstacles, each layer rotated
by 60° with respect to the previous one.
Another application of imposing microscopic boundary conditions on the surface of solid
obstacles is inspired by a system used by Guardo et al. [56] to compare different turbulence
models for traditional computational fluid dynamics. The system consists of a cylindrical
container and multiple layers each containing 11 spheres packed periodically into the
container, as shown for six layers in Fig. 7.17. Relying again on the BGK-LM variant of
the DSMC method, a gas flow through this packing is simulated with no-slip boundaries
assigned to the surfaces of the obstacles and the lateral surface of the cylinder. In the zdirection, periodic boundary conditions are applied, while a constant external acceleration
(see Sec. 7.2) along the axis modeling a pressure gradient is used to drive the flow. A
mesh consisting of initially 550 162 hexahedral elements is used to represent the cylinder.
After the compaction step using the spherical obstacles as oracles (see Sec. 4.5) and two
refinement steps, the fluid domain consists of 1 102 069 mesh elements.
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(a) Illustration of the different flow regimes developing inside the cylinder.

(b) Closeup view of a region near the boundary of the cylinder.

Figure 7.18: Flow field in the steady state for the configuration of Fig. 7.17 when applying
a pressure gradient in the z-direction.
152

7.6 Conclusions
The fluid is modeled using ≈ 71.5 × 106 particles and the interactions between the particles and the analytically described obstacles are preformed via the event-driven tracking
algorithm, where no-slip boundary conditions are enforced.
The steady state of the velocity field is visualized in Fig. 7.18, where the velocity vectors
are colored according to their magnitude, normalized to the maximum velocity in the
system. In Fig. 7.18(a), the vector field is shown for the whole domain, where a section
of the obstacles is hidden, revealing the structure of the flow field in the interior of the
packing. A closeup of the flow field between the packing and the inner wall of the bounding
cylinder is shown in Fig. 7.18(b). This clearly illustrates the capabilities of the unified
handling of complex geometries via both unstructured grids and analytically described
boundaries, as no discretization effects are present in the vicinity of the obstacles. Also,
it shows that the BGK-LM-DSMC method is able to recover low-speed flows without the
need for excessive averaging.

7.6 Conclusions
In this chapter, various boundary conditions for (mesoscopic) particle methods relying on
discrete interactions are introduced. It is shown, how many technically relevant boundary conditions can be handled. Special consideration is given to the challenges arising
from open boundary conditions, as these have to bridge the gap between a micro- and
macroscopic description. The details of correctly imposing a macroscopic inflow within
a micro-/mesoscopic particle-based model are discussed and a thorough validation of
the reference implementation is performed. Finally, more complicated simulations are
presented, where some of the described boundary conditions are applied to both the
boundary facets of the mesh and additional embedded obstacles.
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Chapter

8

Building blocks for highly scalable particle
simulations
“People who are more than casually interested in computers should
have at least some idea of what the underlying hardware is like.
Otherwise the programs they write will be pretty weird.”
“The Art of Computer Programming” by Donald Knuth

As motivated in Chap. 4, representing the computational domain by means of an unstructured grid forms a solid basis for the application of particle methods in complex
geometries. With this approach, not only are the system boundaries described, but also
a space-filling discretization of the interior of the domain is directly available. This is
a significant advantage that can be exploited by other parts of the simulation framework, most notably the parallelization strategy for high-performance computing (HPC)
systems. Due to some peculiarities of (mesoscopic) particle-based methods, an efficient
parallelization scheme requires a comprehensive approach, affecting the underlying design of the simulation framework. Such a design is devised in this chapter, based on the
architecture and characteristics of modern HPC systems.

8.1 Introduction
Computing power in the last decades has increased exponentially, still upholding Moore’s
law, albeit over the last 10 years this growth was not solely attainable by a reduction of the
structure size and a corresponding increase in the clock frequency. While the structure
size keeps shrinking, the maximum clock frequency of typical processors stagnates at
2–3 GHz due to physical constraints. Instead, the number of processing elements or
cores within a single central processing unit (CPU) rises with almost each hardware
generation, allowing the available computing power per processor to increase further [1].
Obtaining this progression in the computational power required significant changes to the
underlying hardware architecture, resulting in the integration of concepts such as memory
hierarchies with multiple levels of caches or non-uniform memory access (NUMA). These
modifications to the computer architecture, as well as the fact that todays supercomputers
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are usually cluster systems often composed of several 1000 individual compute nodes
each with dozens of cores, necessitate an evolution both in programming concepts and
algorithms [2]. Only then, the growth in the available computational resources can be
harnessed, allowing the number of particles employed in typical simulations performed
on typical supercomputers to increase from the low hundreds in the starting days [3] to
several billions in recent years [4].

8.2 General parallelization concepts
In this section, the basic concepts of parallelization schemes for particle methods targeting
today’s HPC systems are discussed. As most recently installed HPC systems are clusters
composed of a large number of nodes each featuring multiple (usually 2 or 4) CPU sockets
and a fair amount of memory local to each node, for the parallelization of any simulation
framework, the architecture of such systems has to be taken into account.

8.2.1 Domain decomposition
A commonly used concept for the parallelization of various numerical methods is the
idea of spatial partitioning or domain decomposition. There, the computational domain
Ω̃ ⊂ Rd , with d being the dimensionality, is decomposed into a set of NP closed, nonempty sub-domains such that
Ω̃ =

N
P
[

Ωi ,

(8.1)

i=1

and
∀ i 6= j, int(Ωi ) ∩ int(Ωj ) = ∅

where i, j ∈ {1, . . . , NP } ,

(8.2)

where int(·) denotes the interior of a set. Comparing with Eqs. (6.1) and (6.2) reveals that
this definition of a domain decomposition can be directly mapped to the description of the
domain via a mesh. This approach is routinely applied for grid-based solvers for partial
differential equations using a finite element or finite volume discretization. Decomposing
a given mesh into multiple subsets is a well-studied problem and the commonly used
techniques can be categorized as follows. First, it is possible to obtain the disjoint subdomains via geometrical decomposition of the original domain. To this end, the simulation
domain is split geometrically, e.g., along parallel planes or using a regular grid. The
mesh elements are then assigned to a certain partition based on their position relative
to the planes or the grid. While simple in principle, the drawback of this method lies
in the fact that it usually requires an explicit specification of the partitioning. Also, for
domains of irregular shape, it is challenging to automatically devise a fair partitioning
based on a geometrical decomposition. For simple enough domains, the first difficulty
can be overcome by more advanced geometrical partitioning schemes such as recursive
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coordinate bisection [5]. The second approach is the partitioning of meshes based on
graphs. In this case, either the mesh elements or the vertices are interpreted as nodes in
a undirected graph, while the mesh connectivity is represented via edges in this graph.
The handling of graphs is a well-studied problem in computer science and several highly
optimized tools for the decomposition of graphs are available [6, 7]. Finally, it is possible
to obtain the sub-domains for a given mesh with the help of space-filling curves (SFCs).
Space-filling curves are special continuous functions defined on the interval [0, 1] that
map to a unit hypercube [0, 1]d , where d is again the dimensionality [8]. In some cases,
this mapping is surjective and can be used to map points in the computational domain
– which is transformed such that it is bounded by a unit hypercube – into points in the
interval [0, 1]. When applied to the vertices or center points of the elements in a mesh,
this can be used to obtain a spatial decomposition by partitioning the interval [0, 1], as
neighboring points in the domain of a SFC are also close-by in the higher-dimensional
space. This scheme can be applied to both structured and unstructured data, including
unstructured grids [9, 10].
Domain decomposition can also be considered a standard technique for the parallelization
of various particle-based methods [4, 11–16], including mesoscopic methods such as direct
simulation Monte Carlo and multi-particle collision dynamics [17–19]. For particle-based
methods, however, the computational load is often not homogeneous over the computational domain, making the application of simple domain decomposition schemes challenging. It is possible to dynamically assign weights based, e.g., on the local number density,
to the individual elements of the mesh covering the domain. This additional information
can then be taken into account when performing the domain decomposition, so that each
processing element is assigned a sub-domain encompassing a fair share of the number of
particles in the system [7, 10].

Figure 8.1: Hilbert curves of first to third order for the unit square showing the recursive
definition (left) and curve of fifth order (right) illustrating the space-filling
property with increasing order.
In the present simulation framework, different schemes are provided, namely the domain
decomposition via simple linear partitioning based on the index of the elements in the
mesh, via graph partitioning using the Metis library [6], and via SFCs. Two curves
are currently supported, the z- or Morton curve and the Hilbert curve [8]. For both
mappings, highly optimized algorithms are available, relying to a large extend on bit
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operations. The mapping of points in the computational domain to points on the Hilbert
curve (see Fig. 8.1) is described by Chenyang et al. [20]1 . For a comparison of the
behavior of the Morton and Hilbert curves with respect to spatial clustering see Ref. [21].
In Secs. 8.4.1 and 8.5.1, the usage of the domain decomposition strategies in the context
of the different parallelization schemes is discussed in more detail.

8.2.2 Hybrid parallelization
The most common technique for the communication between the nodes of a distributed
memory system is the Message Passing Interface (MPI) [22]. For typical cluster systems,
highly optimized implementations of this standardized interface are available, which are
tuned for the specific hardware, such as the installed processors and communication
networks. In general, there are two approaches for the parallelization using MPI. The
traditional one is to divide the work load into chunks of approximately equal size via domain decomposition and run an instance of the MPI-parallel program on each processor
core of all the available nodes. The second approach, commonly termed hybrid parallelization, is to combine a traditional MPI parallelization with a shared-memory parallelization
relying on multi-threading for the individual nodes [23–25]. There, the domain is decomposed on a inter-node level, while for the intra-node parallelization various approaches
are possible. Depending on the specifics of the problem, a further domain decomposition
is possible, leading to a multi-level domain decomposition. Alternatively, the work can
be split among the processing elements within a node based on simple loop-level parallelization [23, 25]. While the best strategy strongly depends on the method as well as
the specific problem [26], the hybrid approach has some benefits in the context of the
particle-based methods introduced in Sec. 3.2, where unlike in grid-based methods, the
computational load can fluctuate strongly based on the relative particle density. One reason why a hybrid parallelization can be advantageous lies in the high cost and complexity
of performing global load balancing, that is, a redistribution of the computational work
among the available resources. For this, it is not enough to repartition the mesh, but
all simulation data has to be transferred accordingly between the MPI processes. Whilst
there are specialized tools [27] aimed at providing general algorithms for load balancing,
including the handling of arbitrary data, this does not reduce the cost significantly. If,
however, some of the load imbalances can be resolved locally using multiple threads, this
decreases the need for global load balancing.
Level

Scope

Cost

Frequency

MPI Node
NUMA Node
Thread

Inter-node
Intra-node
Intra-node

High
Medium
Low

Low
Medium
High

Table 8.1: Characteristics of the different load balancing levels.
1

An implementation of the algorithm suggested by Chenyang et al. [20] is available under an open-source
license at https://github.com/aipescience/libhilbert.
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In order to reduce the need for global repartitioning, the present simulation framework
uses a three-level load balancing scheme. The levels and their characteristics are summarized in Tab. 8.1. The general idea is to avoid global inter-node communication as far as
possible and instead perform load balancing mainly on the scope of the individual nodes.
While the highest and lowest level correspond to the levels in the hybrid parallelization
scheme described above, the medium level deserves a more detailed discussion. In order
for the memory performance to keep up with the increasing number of cores per CPU, the
concept of non-uniform memory access originally relevant merely in specialized HPC systems became necessary for mainstream CPUs intended for multi-socket machines. Here,
the physical memory in a system is split among the processors, the system is thus divided
into NUMA nodes and each CPU module is hardwired to one node. While all memory
regions can still be accessed by all CPU cores, access to the remote memory, that is the
parts of the physical memory not directly attached to the respective NUMA node, incurs
a penalty in access time and bandwidth. The benefit of this approach is a decrease in
the congestion of the memory bus and the possibility to increase the total memory bandwidth in the system by having multiple memory controllers. The hardware and operating
system usually abstract the memory handling and hide the specifics of NUMA systems
from the user to some degree. For high-performance computing, however, ignoring the
peculiarities of NUMA systems typically results in a decrease in performance when relying
heavily on multi-threading. With the additional layer shown in Tab. 8.1, the simulation
framework is made aware of the existence of NUMA nodes and the data placement can
be optimized accordingly. The details of this approach are described in the next section,
but for the discussion of the different parallelization levels it is advantageous to formulate
the domain decomposition more rigorously.
Starting from the mesh encompassing the whole simulation domain, for the hybrid parallelization the mesh is decomposed twice into disjoint sets, such that

Ω̃ =

N
P
[



NN,i

[


i=1



Ωi,j  ,

(8.3)

j=1

where NP denotes the number of MPI processes and NN,i the number of NUMA nodes
on the MPI process with index i. While all sub-domains are derived from the same
initial mesh and the decomposition does not affect the structure of the mesh, after the
decomposition on the highest level the mesh is distributed over all MPI processes and each
MPI process can only access the local part of the mesh directly. For the second level,
however, the mesh is partitioned, and all threads running within the context of one MPI
process can access all partitions of the local mesh. This distinction between distributed
and partitioned meshes is essential for the dynamic load balancing scheme for threads,
which is covered in Sec. 8.4.
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8.3 Data storage
The spatial discretization of the computational domain provided by the mesh can be
used to devise an efficient and flexible strategy to store arbitrary simulation data. For
particle-based simulations, the optimal storage scheme, not only for the particle data,
can be extremely challenging, especially for modern multi-core systems. In this section,
a hierarchical approach to store arbitrary data within the context of a simulation is
introduced.

8.3.1 Hierarchical data storage
Particle simulations typically require the storage of very different types of data. The most
critical one naturally is the particle data itself, which is also the most challenging part.
This is a consequence of the requirements for a modern, fully object-oriented mesoscopic
particle-based simulation framework, which can be summarized as follows:
• dynamic addition or removal of particles from the simulation
• support for additional data, such as macroscopic fields and obstacles
• flexible memory layout allowing extensions to the particle model
• optimized access patterns and memory layout
In order to provide a flexible storage concept for arbitrary data, we employ a scheme
similar to the one proposed by Feichtinger et al. [28]. Instead of relying on a regular grid,
however, we make use of the spatial discretization provided by the mesh describing the
domain. To this end, we define several conceptional levels for data storage, summarized
in Tab. 8.2, that can be mapped directly onto the components of the unstructured grid.
It is important to note that data can only be attached to a mesh on the level of a region
or block, corresponding to a mesh partition and an individual element. By attaching data
to a certain region, it can be assured that this data is actually allocated on the NUMA
domain the mesh partition is assigned to.
Scope

Concept

Representation

Global
Local

Global domain
Local domain
Region
Block

Distributed mesh
Partitioned mesh
Partition
Element

Data attachable
7
7
3
3

Table 8.2: Overview of the mapping of the concepts employed in attaching arbitrary data
to the computational domain described by an unstructured grid.
Depending on the specifics of the used particle model, it can be advantageous to use
multiple meshes with different resolutions to represent the same spatial domain. This is
supported via the internal mesh preprocessing which allows the refinement of meshes at
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runtime (see Sec. 4.5 for details). On the local scope, a dedicated object representing
the computational domain is then used to maintain the different levels of refinement
obtained from the primary mesh. Arbitrary region and block data can be attached to
every member of the mesh hierarchy dynamically at runtime.

8.3.2 Handling of arbitrary data
As an example, let us first consider the case of particle data. In the present implementation, a array of structures (AoS) data layout is used for the particle data. This means the
properties for an individual particle such as the position and velocity are stored in memory
consecutively. This data layout is used due to its compatibility with object-oriented design principles, despite the potential negative impact on computational performance [29].
For a general simulation framework, the dynamic addition and removal of particles is
crucial, for example, in the context of open boundaries as described in Sec. 7.4. Thus,
the routinely used approach of storing the particle data in global arrays is inadequate
due to several reasons. First, the removal of particles, while possible, is challenging to
implement in combination with multi-threading and could easily become a point of congestion. Second, when adding particles to the system, the global array would have to be
reallocated, potentially incurring significant overhead. Finally, and most importantly, implementing the addition and removal of particles efficiently would result in at least some of
the remaining particles being moved to different memory locations. Due to this, it would
be impossible to use the memory address of a particle as a unique identifier. Hence, in
the present implementation we use a different approach based on memory pools [30, 31].
These memory pools allow for the dynamic de-/allocation of particles where a pointer
referencing a storage location is guaranteed to remain valid until either the corresponding
object is returned to the pool or the whole memory pool is destroyed. Additionally, due to
the allocation of memory in chunks, the overhead compared to dynamic allocation on the
heap is greatly reduced, while specialized NUMA-aware allocators can be employed. The
memory pool as implemented is thread-safe, hence it is not necessary to use a separate
pool for each thread. Due to these characteristics, the particle pools are best attached
on the level of the regions of the domain (compare Tab. 8.2).
One important component in most particle methods is the use of neighbor lists to reduce the computational complexity of finding nearby particles [32, 33]. This is required,
for example, to perform the interactions between particles in various schemes such as
molecular dynamics or direct simulation Monte Carlo. The numerically robust sorting
of particles into an unstructured grid can be performed efficiently with the event-driven
particle tracking algorithm developed in Chap. 6. In the simplest case, storing just the
set of particles currently assigned to a cell is sufficient, such as for DSMC and the other
mesoscopic methods introduced in Sec. 3.2. This can be implemented efficiently by augmenting the particle data by a pointer referencing the next particle in the cell, resulting
in a singly linked list. It is then only necessary to store for each cell a pointer to the
first particle within the respective cell [17]. As the cells are formed by the elements of
the mesh, the obvious solution is to attach this pointer as block data. Internally, this is
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implemented as an array of the corresponding data type (here a pointer to a particle)
with a size identical to the number of elements. As the local mesh is partitioned, such
an array is automatically allocated for every partition. If more complex neighbor lists
are required, the simple cell lists can be used to construct more advanced lists. While
neighbor lists are a well-established technique, the building of neighbor lists on the basis
of unstructured grids is still a somewhat exotic approach [34, 35]. In this case, additional
block data in the form of a list of neighboring elements or cells within a certain range
determined by the maximum interaction range (see Subs. 3.1.2) can be attached.
As arbitrary data can be attached to the mesh hierarchy, it is required to provide a
type-independent means of referencing this data. While the natural choice might be
the usage of a void pointer, that is, a typeless pointer, a different technique relying on
handles implemented via tuples of integers is used. The benefit of using handles instead
of plain/smart pointers is threefold. First, the handle contains the storage level, so by
examining a handle the corresponding level in the hierarchy of meshes can directly be
identified. Second, and more importantly, due to the support for partitioned meshes
abstracted as multiple regions, there is no one-to-one mapping between a given handle
and a pointer to the corresponding memory region. Rather, for a mesh partitioned into
NN parts, a handle corresponds to a set of NN pointers. Which pointer is used to access
the actual data is determined automatically, as the data is always accessed via a region.
Finally, the usage of handles has benefits with respect to type safety, allowing runtime
checks on whether the data is accessed using the correct interface.

8.4 Shared memory parallelization
As introduced in Subs. 8.2.2, for the node-level parallelism a shared-memory parallelization relying on multi-threading is used. While all threads have access to the same memory
space, care must be taken to reduce the need for synchronization and to keep the amount
of shared data minimal. Furthermore, the peculiarities of modern NUMA systems must
be taken into account. This can be accomplished by again relying on the volumetric
discretization provided by the mesh defining the computational domain.

8.4.1 Mesh partitioning
For the two-level domain decomposition in accordance with Eq. (8.3), it is necessary to
partition the mesh local to a node. This is done during the internal mesh-preprocessing
step as introduced in Sec. 4.5, by applying an additional mesh operator. The partitioning
relies on the schemes introduced in Subs. 8.2.1, that is, the decomposition of the mesh
either via linear decomposition, graph partitioning, or partitioning using space-filling
curves. In either case, the partitioning is independent of the shape of the underlying
domain and does not require any input from the user.
Internally, the partitioning creates a mesh using a special data structure, where the
components of the mesh, such as the single elements and the facets or interfaces providing
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the connectivity, are stored in an optimized memory layout. It is still possible to access
the components individually via a unique identifier, but in memory the mesh is stored
according to the created partitions. Again, care is taken to ensure this memory is allocated
on the NUMA node corresponding to the respective partition. For the user, this is fully
transparent, but in order to gain an increase in computational performance, the access
patterns should match up with the NUMA nodes.

(a) Initial ordering of the mesh elements.

(b) Final ordering of the mesh elements.

Figure 8.2: Reordering of the mesh elements using a Hilbert curve of 8th order for the
domain representing the inflow section of the microchannel from the example
in Sec. 4.4. The mesh elements are colored according to their index, showing
the drastically improved spatial locality for consecutive indices in the case of
the rearranged mesh.
The support for partitioning via space-filling curves can, in fact, be reused to optimize the
ordering of the elements within a mesh. This is implemented as another mesh operator,
which can be applied at any point in the mesh preprocessing step. The idea of this operator is best explained via an example. Let us consider the mesh depicted in Fig. 8.2(a),
which is colored according to the index of the individual elements. This shows the ordering as it is obtained by directly importing a mesh created by a common meshing tool.
The order of the elements directly corresponds to the specifics of the meshing scheme used
by the external tool. As is discussed in the next section, the simulation framework relies
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on a thread-parallel iteration over all elements in the local mesh in order to perform the
computational work assigned to each subset of the domain. If there is any exchange of
information whatsoever between the individual elements, it is advantageous if the spatial
proximity between elements is reflected in the access pattern. This increases the probability of recently accessed data still being contained in one of the CPU caches [36]. An
access pattern following the ordering of the elements as in Fig. 8.2(a) would clearly not
be able to benefit from this strategy. If, however, the elements are reordered based on the
position on a space-filling curve, the spatial proximity is preserved in the logical ordering.
This reordering based on the Hilbert curve is shown for the example mesh in Fig. 8.2(b).

8.4.2 Task-based parallelization
Once the regions of a domain are determined via the partitioning, it is still necessary
to map the computational work associated with the regions to the individual threads.
By examining the basic algorithms outlined in Sec. 3.2, it becomes clear that in each
time step certain operations have to be performed for each particle. More so, often this
operation does not only involve individual particles, but also other, spatially close-by,
particles. This is the case when calculating the forces acting on a particle in molecular
dynamics, or when performing the collision step in direct simulation Monte Carlo and
related schemes. Hence, instead of looping over all particles assigned to each region, one
can also perform the iteration over the elements in these regions, given that there is a
unique mapping between particles and elements. As this mapping is established via the
event-driven particle tracking algorithm and is required for maintaining the neighbor list
anyway, this does not incur an additional cost. Especially for the mesoscopic methods
this approach is beneficial, as the algorithms heavily rely on operations within the spatial
neighbor given by an element or cell.
Task-oriented programming One potential solution would be to use the loop-level parallelization methods provided, e.g., by OpenMP [37] or the Threading Building Blocks
(TBB)2 [38]. Alternatively, OpenMP as well as TBB support tasks, where a task is a
“specific instance of executable code and its data environment” [37]. The concept of taskoriented programming gained a lot of interest in recent years, as it allows the overlapping
of computation with communication or I/O operations [36, 39]. Unfortunately, the tasking support within OpenMP and TBB is limited with respect to NUMA-awareness and
dynamic load balancing. Hence, in our simulation framework the tasking is implemented
based on the support for function objects in C++11 [40]. In order to account for the NUMA
effects, the tasks generated for each region are managed via dedicated locality queues [41].
Each of the threads running in the context of a MPI process is initially bound to a specific CPU core, a common technique to improve the effectiveness of the CPU caches [36].
This automatically leads to a mapping between each thread and a NUMA node. When
processing the tasks, each thread initially tries to process tasks from the queue local to
its NUMA node, as the data associated with the corresponding tasks should be local to
2

https://www.threadingbuildingblocks.org
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the same node. Only if this queue is empty, the queues for the remaining NUMA nodes
are considered. For a sufficiently large number of tasks this leads to a fully dynamic load
balancing among the threads within one MPI process, without the need to perform global
communication or move data. For the task-oriented approach it is necessary to map the
sub-volumes of the computational domain given by the elements within a region onto
tasks. While in principle it is possible to perform a one-to-one mapping, for moderate
numbers of particles within one cell this would incur a significant overhead due to the
scheduling of the tasks. Instead, the set of elements within one region is partitioned dynamically into chunks, that is, dynamic sets of otherwise unrelated elements. Each chunk
is then wrapped into a task and enqueued into the corresponding queue. The number
of elements within a chunk is a free parameter and subject to optimization in order to
balance the cost of task scheduling versus any potential imbalances in the computational
load.
Domain sweeps As the specifics of the task creation and processing are rather involved,
it is desirable to hide these from the user. To this end, we employ the concept of sweeps,
similar to the approach suggested for the large-scale parallelization of lattice Boltzmann
codes [28]. A sweep is the abstract representation of a certain operation applied to
every element in the unstructured grid. This could be the collision step in DSMC, the
application of a thermostat, or the calculation of the macroscopic fields. Instead of
requiring the repeated iteration over all regions in the local domain and generation of the
corresponding tasks, operators or function objects are added to a collection of sweeps via
an intuitive interface. These collections can then be executed with just one command,
handling the parallelization and load balancing automatically. It is possible to specify an
arbitrary number of functions to execute before and after every sweep. This allows, for
example, the integration of global communication between different MPI processes.
Further remarks While currently not implemented, for molecular dynamics it would
be potentially advantageous to perform the iteration over the list of particles currently
assigned to a region, by splitting the loop between multiple threads. This can easily
be integrated into the existing scheme, if only one element per mesh partition is used,
resembling the bounding volume of a larger part of the domain. By employing a number
of threads corresponding to the computational resources available for each region, optimal
data locality is still ensured.

8.4.3 Results
The scaling performance of the shared-memory parallelization is examined in several experiments run on two different machines. The machines are a part of the Emmy cluster
at the Regionales RechenZentrum Erlangen (RRZE) and the test cluster at the Institute
for Multiscale Simulation (MSS), respectively. The specifications of a single node in these
clusters are listed in Tab. 8.3, where Ivy Bridge and Haswell refer to the particular CPU
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generations. Both systems use dual-socket nodes and the CPUs support 2-way simultaneous multi-threading (SMT), hence the number of threads executable simultaneously
by the hardware is twice the number of cores. The number of threads in our scaling
experiments is thus limited to the range of [1, 40] for the Ivy Bridge and [1, 56] for the
Haswell system.
System

Ivy Bridge

Haswell

Processor
Frequency
Max. turbo freq.
Cores
Shared cache
Sockets
NUMA nodes
Memory

Intel Xeon E5-2660 v2
2.2 GHz
3.0 GHz
10/20 (HT)
25 MB
2
2
64 GB DDR3 @ 1600 MHz

Intel Xeon E5-2697 v3
2.6 GHz
3.6 GHz
14/28 (HT)
35 MB
2
4
128 GB DDR4 @ 2133 MHz

Table 8.3: Hardware specifications of the two test systems used in the performance evaluation.

Simulation setup The performance of any particle-based simulation tool depends strongly,
not only on the particle model, but also the parameters such as the density or the time
step. In order to obtain results meaningful in the context of this work, the same model
and parameters used for the simulations in Chap. 6 and Sec. 7.5 are employed. In this
BGK-LM-DSMC method, a BGK collision kernel and a variance reduction scheme are
used to allow for the efficient simulation of flows with low Mach numbers [42]. For typical
(dimensionless) parameters, given by m = 1, kB T = 1, and ∆t = 0.375, for a cell size of
unity the particles travel approximately half a cell size per time step. Thus, on average,
about 50 % of the particles in the system change their cell during a single time step. This
makes this method challenging to parallelize using domain decomposition approaches.
For other methods, for example, stochastic rotation dynamics, the average distance travelled by the particles during one time step is usually smaller. Hence, the results obtained
for the scaling experiments performed here using the BGK-LM-DSMC method can only
serve as a coarse guideline to estimate the potential performance of other particle models.
The simulation domain is a cube with side lengths of 40 ∆x, where ∆x is the side length
of an individual collision cell. The number of particles per cell is set to 100, resulting
in a total of 6.4 × 106 particles. Periodic boundary conditions are assumed in all spatial
directions and initially the particles are uniformly randomly distributed over the domain.
Three sweeps are configured for each time step, corresponding to the free streaming step
including the tracking in the unstructured grid, the collision step, and the sampling of
the macroscopic fields. For engineering applications typically the strong scaling behavior
of numerical tools is important. This means, the problem size is kept constant, while the
available computational resources are increased, in this case by increasing the number
of cores/threads. Hence in the following we will not consider the opposite case of weak
scaling, where the problem size is scaled up as well.
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Figure 8.3: Strong scaling behavior of the simulation using the BGK-LM-DSMC model
using multi-threading on a single Ivy Bridge node.

Strong scaling for Ivy Bridge The results for the strong scaling experiment for a varying
number of threads on one Ivy Bridge node (compare Tab. 8.3) are shown in Fig. 8.3. The
test runs are performed in two different configurations, with the latter being optimized
for the hardware architecture of this machine. The number of physical cores for an Ivy
Bridge node is 20, marked by the vertical dashed line in the graph. The additional
20 threads used are a result of the support for simultaneous multi-threading (SMT) in
the CPUs, hence one cannot expect the same scaling behavior over the full range of
40 threads. Let us first consider the unoptimized case, where the threads are assigned
linearly to the available CPU cores, oblivious of the NUMA nodes in the system with no
special data placement. This behavior is enforced by disabling the domain partitioning,
so that only one region is formed encompassing the whole domain. The overall scaling
behavior is satisfactory, taking into account that the performance of the simulation with
6.4 × 106 particles is limited by the available memory bandwidth. The impact of the
NUMA architecture is visible as a strong decrease in the parallel efficiency when the
threads are spread to both sockets, which is the case for more than 10 threads. For the
optimized case, in addition to activating the mesh partitioning, resulting in two regions,
the threads are assigned to the CPU cores in an interleaved pattern. This means, that
the threads are assigned in a way as to distribute them evenly between the two sockets
and hence the NUMA nodes. The automated data handling according to Sec. 8.3 ensures
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that the memory pools used to store the particle data are allocated on the respective
NUMA node, so that threads bound to the same node access mainly local memory. The
result is a significant increase in the parallel efficiency of approximately 10 %.
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Figure 8.4: Strong scaling behavior of the simulation using the BGK-LM-DSMC model
using multi-threading on a single Haswell node.

Strong scaling for Haswell A study with the same simulation setup is also performed
for a Haswell node (compare Tab. 8.3), which features a slightly higher number of cores.
In contrast to the Ivy Bridge generation of processors, Haswell CPUs with 10 cores and
above support a special cluster-on-die (COD) mode, where each socket is split logically
into two NUMA nodes. This mode is activated for the test system, leading to a total of
four NUMA nodes for a dual-socket machine. This makes this system an interesting test
platform to examine the impact of the implemented NUMA optimizations. The results
for the scaling experiment are shown in Fig. 8.4, again for the unoptimized and fully
optimized case. Here, the difference in memory latency and bandwidth is clearly visible
and leads to a parallel efficiency of merely ≈ 60 % for 28 threads in the unoptimized
case. With the optimized thread and data placement, however, the efficiency increases
by more than 20 %, resulting in a total parallel efficiency higher than 80 %. This is an
excellent value for intra-node strong scaling, especially in the context of (mesoscopic)
particle-based methods. It is interesting to note the negative impact of the optimizations
for the case of only two threads. Clearly the increased memory bandwidth by using the

172

8.4 Shared memory parallelization
two sockets with dedicated memory controllers cannot offset the overhead of the domain
partitioning. The usage of two disjoint regions makes it necessary to transfer particles
from one pool to the other during the tracking step.
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Figure 8.5: Strong scaling behavior for the simulation using the domain depicted in
Fig. 8.2 for the shared-memory parallelization on a single Haswell node.

Influence of complex-shaped domains As a final test for the shared memory parallelization, the scaling behavior for a more complex domain is examined. To this end,
we use the inflow section of the spiral microchannel introduced in Sec. 4.4, which is also
used to demonstrate the reordering of mesh elements above. The mesh initially consists of 22 904 hexahedral elements and is reordered using the Hilbert SFC and refined
once resulting in 183 232 elements. About 1.75 × 107 fluid particles are used and no-slip
boundary conditions are applied at all boundary faces. The other parameters remain
identical to the previous tests to allow the results to be comparable. The scaling behavior for this configuration on a Haswell node is plotted in Fig. 8.5, where again the
optimizations result in a dramatic improvement of the efficiency. The parallel efficiency
is slightly lower than for the previous experiment. Nevertheless, this result clearly shows
that the simulation framework scales well on modern multi-core systems, independent of
the shape of the computational domain.
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8.5 Distributed memory parallelization
The shared memory parallelization detailed in the previous section results in an excellent
scaling behavior. Still, typical simulations on one cluster node are limited in the number of
particles and hence system size that can be insufficient for technically relevant problems.
The global domain decomposition is outlined in this section, as well as the implications
for the particle tracking scheme. The strong scaling of the distributed parallelization is
examined for a simple benchmark problem.

8.5.1 Mesh distribution
For the global domain decomposition yet another mesh operator is required. To distinguish it from the operator used to locally partition the mesh, this operator is termed
distribute. As this operator decomposes the mesh in such a way that each MPI node
only retains a part of the original mesh, care has to be taken to preserve the mesh connectivity. The actual implementation of the operator builds on previously introduced
concepts in the mesh processing. As a first step, a partitioning is obtained for the mesh,
using the same underlying functionality as the operator introduced in Subs. 8.4.1. Next,
a compacted version of the mesh is obtained, using the partitions as oracles (see Sec. 4.5),
where a different part of the mesh is retained for each MPI process. Using the information
of the partitioning step and nearest-neighbor communication, the global connectivity is
reestablished. To this end, additional information is attached to the facets at the surface
of the local mesh. With this modification, facets at the surface can be either tied to a
boundary condition or form a communication interface to a remote part of the global
domain.

Handling of periodic boundary conditions Due to the separation of concerns, the application of the boundary markers linking the physical boundary conditions to the unstructured grid as introduced in Sec. 4.6 must be independent from the mesh distribution
process. For the periodic boundary conditions this becomes challenging, as here facets assigned to different MPI processes must be linked. In order to match up the corresponding
boundary facets, a global communication scheme is used. The MPI processes involved
distribute all facets at the periodic boundary evenly among themselves by sorting the
facets in question into a grid. Each process then connects the facets in its segment by
adding the global connectivity information to the facets. Finally, the connected facets
are transferred back to the original MPI processes. After this procedure, in the special
case of periodic boundaries, facets on the surface of the global domain can resemble a
(periodic) boundary condition and a communication interface at the same time.

Extension of the tracking algorithm The event-driven particle tracking algorithm of
Chap. 6 has to be extended in order to allow particles to migrate between MPI processes.
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As the individual processes in our parallelization scheme can only communicate by message passing, the transfer of particles has to be encapsulated into dedicated messages.
While possible in principle, it is computationally inefficient to transfer single particles.
Instead, first a list of the direct neighbors is obtained via the mesh connectivity and
communication buffers are set up accordingly. During the event-driven tracking step,
all particles encountering a communication interface are enqueued in the corresponding
communication buffer, along with the current logical tracking state as well as the remaining time until the end of the time step. Once all local particles are propagated, an
iterative global communication procedure commences. The particle data collected in the
local buffers is transmitted using nearest-neighbor communication to the remote MPI
processes. After receiving the updates, every process continues the tracking step for each
of the received particles. Depending on the outcome of the event-driven tracking, the
particle is (1) inserted by requesting memory from the corresponding pool and registered
with the cell list, (2) discarded in case it leaves the computational domain, or (3) inserted into a communication buffer when it encounters another communication interface.
This scheme of sending and processing updates is then repeated until each particle in the
system is propagated for the duration of the full time step.

8.5.2 Results
To assess the efficiency of the global communication scheme, again a BGK-LM-DSMC
simulation is performed. The parameters are identical to the tests performed in Sec. 8.4,
but the size of the domain is adjusted. As we are mainly interested in the strong scaling,
the shape of the domain is changed to a cuboid with dimensions 40×40×400, given again
in terms of the edge length of a cell, ∆x. At the same number density as before, this
leads to a number of particles in the system of 6.4 × 107 . The experiment is performed
on the Emmy cluster of the RRZE, that is, for nodes featuring CPUs of the Ivy Bridge
generation (compare Tab. 8.3). For each node, a fixed number of 20 threads bound to
the physical cores of both CPUs is used in all test runs.
The speedup and parallel efficiency for the runs with varying numbers of nodes are plotted
in Fig. 8.6, where a maximum of 32 nodes is used. The parallel efficiency is acceptable
with values above 80 % for up to 10 nodes, then the global communication becomes the
bottleneck. After a strong drop, the efficiency seems to level out slightly below 50 %
for more than 20 nodes. For 10 nodes, the number of particles per node is around
6.4 × 106 , a value where the intra-node scaling experiments still show a parallel efficiency
of 80 %. The cause for strong drop in the efficiency for 12 nodes is hence attributed
to the communication cost and not a significant reduction in the intra-node efficiency.
This illustrates the challenge in mesoscopic particle methods: the computational work
per particle is extremely low as the interactions are fully local and not compute intensive.
This is a strong contrast to other particle methods, such as the discrete element method.
We conclude from the scaling experiment, that strong scaling is feasible in a distributed
memory environment, as long as the number of particles per processor is large enough.
While it certainly would be possible to optimize the communication protocols further,
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Figure 8.6: Strong scaling behavior of the simulation employing the BGK-LM-DSMC
model using the hybrid parallelization on the Emmy cluster.
this is beyond the scope of this work. Furthermore, a small change in the parameter set,
such as a halving of the time step, would certainly result in a different behavior.

8.6 Conclusions
In this chapter some general concepts at the core of the simulation framework are introduced. These building blocks allow for the implementation of new features such as
different interaction models without detailed knowledge of the data handling or the parallelization scheme. The unstructured grid again plays a central role, here as a means to
efficiently perform the domain decomposition for the parallelization. An approach relying
on a multi-level decomposition is presented, which corresponds directly to the hardware
organization of modern HPC systems. The viability of the hybrid parallelization method
is shown both for shared and distributed memory systems. Especially the task-oriented
approach leading to an automated load balancing between multiple threads shows excellent scaling behavior. The large number of cores found on today’s processors can be used
with an efficiency of up to 80 %. As the available memory bandwidth does not scale linearly with the number of used cores, obtaining higher values is exceedingly hard. For the
parallelization on distributed memory systems, the peculiarities of the used mesoscopic
methods lead to a strong decrease in the parallel efficiency once the number of particles
handled by each node become too small. In the specific experiment performed here, for
less than 6.4 × 106 particles per node the global communication leads to a serious degen176
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eration in the parallel efficiency. This is a direct consequence of the increasing fraction
of particles crossing a communication boundary during one time step.
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9

Exact calculation of the overlap volume of
spheres and mesh elements
This chapter has been published as: S. Strobl, A. Formella, T. Pöschel,
J. Comput. Phys., vol. 311, pp. 158–172, 2016. doi: 10.1016/j.jcp.2016.02.003
(see Appendix C)

When sampling, based on the particles in a method such as direct simulation Monte Carlo,
the macroscopic fields on an unstructured grid in the presence of spherical obstacles, a
surprisingly challenging problem occurs. In order to obtain the free or unobstructed
volume occupied by the fluid represented by the particles located within an individual
mesh element, the volume of this cell has to be corrected by the volume of any obstacle
fully or partially contained within this element. Despite its alleged simplicity, this procedure proves quite challenging, as no closed expression is known to obtain the common
volume of a sphere and a polyhedral mesh element. As is shown in the introduction of
this chapter, the problem of calculating this common volume is of relevance for a range
of numerical approaches and yet no general and numerically robust method not relying
on numerical integration is available in the literature. By combining various techniques,
a robust method is obtained which performs this computation analytically with a high
accuracy limited only by the finite precision of floating-point calculations.

9.1 Introduction
Spherical objects are still the most commonly used primitives in a wide range of numerical
simulations. Despite their alleged simplicity, particle methods often rely on spherical
particles benefiting from an efficient contact detection and the availability of physically
realistic force models with a relatively low numerical cost.
Due to its importance for many industrial processes, one highly active area of research is
the simulation of fluidized beds [1–5]. Here, the dynamics of the individual particles can
be modeled using a Discrete Element Method (DEM) which is coupled to a Computational
Fluid Dynamics (CFD) simulation. The coupling between the solid and fluid phase is
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performed via the transfer of momentum employing a drag force [6, 7] acting on the
particles and a sink term in the momentum equations of the gas phase. This two-way
coupling requires knowledge of the local solid volume fraction, i.e. the fraction of a certain
control volume occupied by solid particles. In the simplest case, this control volume
defined by the CFD discretization scheme has the shape of a cuboid. For many real
world applications the CFD discretization has to use a more complex grid in order to
capture the complex geometry of the system boundary, for instance of an industrial
device like a Wurster-coater [8]. This then necessitates the usage of tetrahedral, wedgeshaped or hexahedral elements in the CFD mesh. The influence of the method used for
the calculation of the volume fraction on the overall simulation result has been shown
recently and especially the smoothness of the solution as particles enter and leave cells
was identified as a crucial factor [9, 10].
A different application requiring the exact calculation of the overlap volume between
spheres and mesh elements is the calculation of density fields in the context of granular
media. There, the exact dynamics of the individual particles is often of inferior interest,
especially for systems involving millions of particles. Instead, macroscopic properties like
the average density or solid fraction become the characteristic parameters describing the
packing of particles in a system [11]. Often coarse graining formulations featuring a Gaussian function as a smoothing kernel are used [12]. For packings in complex geometries,
however, special care has to be taken to avoid anomalies near the walls [13]. A calculation
of the density using a mesh of tetrahedral or hexahedral elements perfectly aligned with
the system boundaries avoids those difficulties.
Also for microscopic simulations, the calculation of the common volume of spherical particles and some mesh elements is of relevance. For the modeling of a polymer suspended
in a stochastic hard-sphere fluid the exact free volume, that is, the volume not occupied
by the polymer, should be taken into account [14]. This is required as the collision rate
of the particles forming the fluid phase depends directly on the free volume.
These examples illustrate that the calculation of the common volume or overlap between
a sphere and various typical mesh elements is an important step in different numerical
simulation schemes. As shown in the next sections, however, this allegedly simple problem
proves to be quite challenging in the general case. In Sec. 9.2, the previous work in this
field is discussed, covering both exact solutions and approximations. In Sec. 9.3, a numerically robust approach for the exact calculation of the overlap volume between a sphere
and a tetrahedron, wedge, or hexahedron is introduced. The challenges of implementing
this method due to the limited floating point precision of real world computers and ways
to overcome those are presented in Sec. 9.4. Based on this, a thorough validation of the
method as well as numerical benchmarks are performed in Sec. 9.5.

9.2 Previous work
A wide range of techniques have been developed over the years to determine the spatially
resolved solid fraction, ranging from smoothing methods over approximations to exact
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calculations. While it is beyond the scope of this work to give a detailed description
of all the approaches available in the literature, a selection of the most relevant in this
context will be presented. The simplest estimation of the solid fraction can be achieved
independent of the shape of the mesh element by only taking the center of the sphere
into account and allocating the full volume of the sphere to the corresponding element.
The error of this method, however, becomes large even for moderate size ratios between
the spheres and the mesh elements. Additionally, the values of the solid fraction are
not smooth in dynamic systems due to jumps generated by spheres entering and leaving
the individual mesh elements. A modification of this scheme is the additional smoothing
between neighboring mesh elements by computing the average solid fraction for a given
element and all its direct neighbors [15]. Yet it was shown that these two methods can
lead to a reduced rate of convergence [10] as well as non-physical effects in some cases [9].
Thus these schemes will not be considered further and the focus is put on more advanced
solutions.
In the interest of a clear presentation, first only the case of the overlap of a sphere and
regular cells, that is, cuboids will be discussed. In one of the earliest works on coupled
CFD–DEM simulations, the solid fraction in three dimensions was determined from the
exactly calculated value for a two-dimensional system by scaling with a factor derived
from comparing regular packings in two and three dimensions [3]. Another commonly
used approach is the approximation of the sphere as a cube and the subsequent summation
of the fractions of the cube contained in the single cuboidal mesh elements [16, 17]. As
shown later, this method leads to a maximum error of 20%, which can be reduced to less
than 2.5% when using a third order fit achieved by numerical integration of some of the
partial overlaps between the sphere and the regular mesh [18]. A fully analytical solution
without any approximations for the calculation of the common volume of a sphere and
a cuboid can be derived [19]. It uses a decomposition of the overlap volume in sections
defined by the faces, edges, and corners of the cuboid (see Fig. 9.1). Some alternatives
are more complex numerical integration schemes like the one proposed by Bnà et al. [20],
that can also handle implicitly defined surfaces. While those methods are more general
in some respect due to the support for non-spherical shapes, they rely on numerical
integration instead of a direct analytical solution and are typically restricted to regular
mesh elements.
For the case of more complex mesh elements, that is, tetrahedra, wedges, or hexahedra,
often employed in modern CFD simulations in order to represent the complex boundaries
of the system, a number of methods have been proposed as well. An approach independent
of the shape of the mesh element is numerical integration, either on a regular grid or using
Monte Carlo integration. The former corresponds to dividing the sphere into a number
of cuboids and counting the number of overlaps of the center points with each individual
mesh element. To reduce the computational cost, the number of discretization steps is
often quite small, for example 10–20 cuboids per sphere [8]. The exact solution for this
problem is quite involved and numerically and computationally challenging. The exact
overlapping volume of a sphere and a tetrahedron with a common center is derived by
Richards [21]. The practically more relevant case of a sphere and a tetrahedron with
arbitrary relative position and size is treated in [22]. This description contains some
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(a)

(b)

(c)

Figure 9.1: Intersection between one, two, and three half-spaces formed by the sides of a
cuboid and a sphere. This corresponds to the intersection of a face ((a)), an
edge ((b)), and a corner ((c)) with the sphere. The volume of interest which
is the portion of the sphere inside of the cuboid is highlighted.
inaccuracies and does not take into account the influence of the limited floating point
precision on the robustness of the calculation. Using a similar approach, other authors
[23] devised a method to calculate the exact overlap volume of a sphere and a tetrahedron,
wedge, or hexahedron. This method, however, is limited with respect to the size ratio
between the sphere and the mesh elements: Due to the construction of the solution, the
sphere must not overlap more than one corner of any mesh element at a time, meaning
the maximum diameter of all spheres in the system has to be smaller than the shortest
edge of all elements in the mesh.
In general, this is an acceptable restriction for coupled CFD–DEM simulations as the
ratio between the resolution of the CFD mesh and the particle diameter should be larger
than ≈ 1.63 [10]. This constraint may still lead to problems especially for complex
geometries, where it might be required to locally refine the CFD grid, resulting in mesh
elements smaller than the particle size. Also with the other applications described in the
introduction in mind, a general method independent of the size ratio is highly desirable.
In conclusion, it can be said that the available solutions for the calculation of the overlapping volume of a sphere and a mesh element of common shape are either inherently
inaccurate as they are only approximations, limited in their applicability, or lack numerical robustness. Thus, an algorithm which provides an exact result while being general
enough and numerically robust is required.

9.3 Exact overlap calculation using decomposition
In this section, the approach to calculate the overlap volume of a sphere and an arbitrary
tetrahedron, wedge, or hexahedron is described. It is possible to use the same method
for tetrahedra, wedges, and convex hexahedra due to the common geometrical features,
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namely planar faces and vertices formed by exactly three intersecting faces. The basic
entities are the same, only the numbers of vertices, edges and faces differ. As the tetrahedron is the simplest of the three geometric shapes, the basic method will be described
using a sphere and a tetrahedron in order to simplify the presentation. First, the basic
idea is described and the involved geometric shapes are defined. Then the full algorithm
and the necessary building blocks for the exact calculation are presented. Those building
blocks are then examined in detail where necessary in the following sections.

9.3.1 Basic idea
The overlapping volume of a sphere and a tetrahedron cannot be calculated analytically
directly. Rather the volume has to be decomposed into multiple basic parts. This approach is similar to the one described for regular cuboids in Sec. 9.2 (see also Fig. 9.1)
and is originally presented in an appendix [22]. This original presentation by Bernardeau
and van de Weygaert [22], however, contains some inconsistencies and only describes a
part of the solution with the required level of detail. The influence of the limited numeric
precision of real world computer systems is not taken into account, neither for the classification of the required sub-volumes of the original overlapping volume, nor the calculation
of the volumes of those simpler geometric shapes. The classification and recombination
of these sub-volumes constitutes the major part of the method presented here, as a single
instance of an erroneous decomposition leads to a completely wrong result rather than
a slight deviation in the final volume. Thus, any implementation following the original
method [22] directly will lack numerical robustness, in contrast to the presented method.
The overlap calculation is trivial for two cases, namely full overlap and no overlap. Full
overlap occurs either if the sphere is completely inside the tetrahedron, that is, the center
of the sphere lies within the tetrahedron and no face of the tetrahedron is intersecting the
sphere, or if all vertices of the tetrahedron lie within the sphere. The resulting overlap
volume is the full volume of the sphere or the tetrahedron respectively. If this is not the
case and no face of the tetrahedron intersects the sphere, the overlap volume is zero.
The case of partial overlap is more complicated and requires a decomposition of the
overlapping volume. Independent of the relative size or position of the sphere, the initial
overlap volume is always set to the full volume of the sphere. Using this as the starting
value, the parts of the sphere that are outside of the tetrahedron are then subtracted
subsequently by iterating over the faces of the tetrahedron. The idea is to subtract the
volume of the caps of the sphere cut off by the planes forming the sides of the tetrahedron
(compare Fig. 9.2(a)). Obviously, during this process certain parts of the sphere are
accounted for multiple times in case the sphere intersects any edges or vertices of the
tetrahedron, as shown in Fig. 9.2(b) and (c).
For an edge, this volume erroneously accounted for twice has the shape of a general
spherical wedge. While a common spherical wedge is defined by two intersecting planes
containing the center of the spheres, that is, two great circles, a general spherical wedge on
the contrary does not necessarily touch the center of the sphere, see e.g. the configuration
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(a)

(b)

(c)

Figure 9.2: Intersections between the different primitives of a tetrahedron and a sphere:
intersection of a face ((a)), an edge ((b)), and a corner or vertex with the
sphere ((c)). The resulting overlap volume is marked in red and has the
shape of a spherical cap, a general spherical wedge, or a special cone.

Figure 9.3: The Boolean operation union applied to two spherical caps (green and orange)
cut by planes from a single sphere forms a general spherical wedge, that is, a
spherical wedge where the intersection line of the two planes does not necessarily contain the center of the sphere. The common volume of the two caps
marked by the triangular pattern in the center corresponds to the intersection
or overlap volume of the caps. This volume again has the shape of a general
spherical wedge and is highlighted in red on the right side.
sketched in Fig. 9.3. When considering the overlapping volume between a sphere and a
cuboid, the planes forming an edge are always perpendicular (Fig. 9.1(b)). This is not
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the case for the edges of a tetrahedron, here the angle between the two planes defining an
edge is arbitrary in the range (0, π). There is no general closed expression for the volume
of such a shape, but the volume can be decomposed into two sub-volumes which in turn
have exact analytical solutions. For the sake of simplicity, the term regularized general
wedge will be used for the sub-volumes. The decomposition of a general spherical wedge
into two regularized spherical wedges is covered in Subs. 9.4.2, and the calculation of the
volume of one of those volumes in Subs. 9.4.3.
For a vertex of the tetrahedron lying inside of the sphere (Fig. 9.2(c)), the situation is
further complicated. As at each vertex three edges formed between the three faces are
intersecting, for each vertex inside of the sphere one has to correct for the erroneously
added volume of the spherical caps using three general spherical wedges. Those wedges
themselves overlap one another, however, so the simple correction is not sufficient. Fig. 9.4
sketches the three spherical caps and the corresponding general spherical wedges defined
by the pairwise intersection of the caps. The common volume of the spherical wedges is
the volume outside of the tetrahedron cut out of the sphere by the three faces forming the
vertex. For clarity and following the notation in previous work [22], we will refer to this
shape used for the correction at vertices located inside of the sphere as a cone from here
on forward. This volume in turn can again be decomposed into two parts: a tetrahedron
defined by the vertex and the intersection points of the edges and the sphere (points v,
i0,1 , i0,2 , and i1,2 in Fig. 9.5) and an additional part of a spherical cap, limited by the
planes defining the sides of the tetrahedron. The base plane of this spherical cap is given
by the three intersection points. The three parts to be excluded from this volume are
again general spherical wedges formed by the base plane and the three faces f0 , f1 , and
f2 (Fig. 9.5). So the total volume required for the correction at a vertex is the volume of
the cone:
X
Vcone = Vtetra + Vcap −
Vwedge .
(9.1)
sides

Using this expression, the full overlap volume between the sphere and the tetrahedron is
given by:
X
X
X
Voverlap = Vsphere −
Vcap +
Vwedge −
Vcone ,
(9.2)
faces

edges

vertices

where the sums are only over the primitives of the element actually intersecting the
sphere.
All partial volumes contained in Eqs. (9.1) and (9.2) except for the general spherical
wedge possess simple analytical solutions. The main difficulty is the numerically stable
detection of intersections and the resulting decomposition into the various sub-volumes,
which is the focus of Subs. 9.4.1.

9.3.2 Algorithm
The steps required for an implementation of Eq. (9.2) are outlined in Alg. 9.1, using as
input the specification of the sphere and the mesh element. In order to optimize the
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Figure 9.4: The pairwise intersection of three spherical caps formed by the faces of a
tetrahedron meeting at a vertex leads to three general spherical wedges (compare Fig. 9.3). The patterns in the central part of the figure indicate the two
caps from the left forming the wedges. The common volume of those wedges
highlighted in red on the right is a complex shape bounded by the sphere and
the planes corresponding to the faces.

Figure 9.5: Decomposition of the volume defined by the three intersecting faces f0 , f1 ,
and f2 and the sphere according to Fig. 9.4 into a simple tetrahedron and
a spherical cap from which three spherical wedges are cut off (highlighted
in red). The tetrahedron is defined by the intersection points of the edges
between the planes and the sphere (i0,1 , i0,2 , i1,2 ) and the vertex v itself. The
spherical wedges are bounded by the permutations of the side planes and the
base plane containing the intersection points. The colors correspond to the
planes defining the spherical caps in Fig. 9.4.
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computational performance of the calculation, a computationally cheap check using the
axes-aligned bounding boxes (AABBs) of the sphere and the element should be added
to exclude non-intersecting objects early on. Of course, this can be directly integrated
into a broad-phase collision detection scheme commonly used to handle various geometric
objects of different sizes.
Algorithm 9.1 Calculate the overlap volume of a sphere and a mesh element (tetrahedron, wedge, hexahedron).
1: procedure overlapVolume(sphere, element)
2:
// Optimization: Perform coarse collision detection using AABBs.
3:
if contains(sphere, element) then
4:
return volume(element)
5:
end if
6:
Mvertices , Medges , Mfaces ←intersectPrimitives(sphere, element)
7:
if Mfaces = ∅ ∧ contains(element, center(sphere)) then
8:
return volume(sphere)
9:
else if Mvertices = ∅ ∧ Medges = ∅ ∧ Mfaces = ∅ then
10:
return 0
11:
end if
12:
Voverlap ← volume(sphere)
13:
for f ∈ Mfaces do
14:
Voverlap ← Voverlap − capVolume(sphere, f )
15:
end for
16:
for e ∈ Medges do
17:
f0 , f1 ← faces(e)
18:
Voverlap ← Voverlap + sphericalWedge(sphere, f0 , f1 )
19:
end for
20:
for v ∈ Mvertices do
21:
f0 , f1 , f2 ← faces(v)
22:
Voverlap ← Voverlap − cone(sphere, f0 , f1 , f2 )
23:
end for
24:
return Voverlap
25: end procedure
The case of the mesh element lying fully inside of the sphere is detected via the call to
contains on line 3. This check can be implemented efficiently by testing whether all vertices of the element are contained within the sphere. As mentioned above the detection of
the intersecting primitives (vertices, edges, faces) is challenging due to the limited numerical precision available and thus performed in a dedicated routine intersectPrimitives
(line 6) detailed in Subs. 9.4.1. This function returns three sets, Mvertices , Medges , and
Mfaces , marking the primitives of the element which intersect the sphere. It is crucial that
those sets are consistent, e.g., if a vertex is marked, so have to be all the edges and faces
intersecting at this vertex. Those sets also allow for the handling of two special cases:
Containment of the sphere within the element (line 7, together with a check whether the
center of the sphere is inside of the element) and no intersection (line 9). The remain-
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der of Alg. 9.1 determines the overlap volume for the case of partial overlap, following
Eq. (9.2). First, in lines 13–15 the volumes of the spherical caps cut from the sphere by
the faces of the mesh element are subtracted. The next two loops perform the adjustment
of the overlap volume for the parts accounted for twice at the edges (lines 16–19) and
the correction for those general spherical wedges in turn at the vertices (lines 20–23).
Both steps make heavy use of the function sphericalWedge calculating the volume of
a general spherical wedge defined by two planes. For the edges this function is called directly, but also during the calculation of the cone volume in cone (compare Eq. (9.1) and
Fig. 9.5) three calls to sphericalWedge are performed. An efficient and numerically
robust implementation of this method is discussed in Subs. 9.4.2.

9.4 Numerical implementation
While in principle Alg. 9.1 is relatively simple to implement, the real challenge arises
from the limited numerical precision of common floating point implementations. Special
care has to be taken along the implementation of every single step of the algorithm as
numerical errors do not only accumulate, but can also lead to catastrophic failure of
the calculation, as described in the next section. Hence, the individual functions used
in Alg. 9.1 have to be tuned to be numerically robust while limiting the impact on
computational performance, which is the focus of the following sub-sections.

9.4.1 Stable intersection detection
For the implementation of Eq. (9.2), it is necessary to first identify the different entities of
the mesh element intersecting the sphere. This means consistent sets for the intersecting
vertices, edges, and faces have to be built. While for exact arithmetics this is trivial, the
limited machine precision of real computer systems poses a challenge. As an example,
the configuration where a sphere just touches a single vertex of a tetrahedron will be
considered. A naive implementation would test all vertices, edges and faces of the element
for a possible overlap with the sphere. Depending on the exact implementation, one
possible outcome is that an intersection is detected for the vertex and two faces, but not
the edge between the faces. This could result from the usage of different algorithms for
the geometric primitives:
• vertex/sphere ⇒ point/sphere;
• edge/sphere ⇒ point/cylinder;
• face/sphere ⇒ point/prism, 3 × point/cylinder, 3 × point/sphere.
As a consequence, Eq. (9.2) would lead to a wrong result, as the volume of the spherical
wedge formed by the two faces sharing the edge would not be added back, so the correction
by the cone-shaped volume would lead to an invalid result. This is just one case, where
a inherently inconsistent set of primitives leads to a wrong result.
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As a possible solution for this problem, one might try to introduce a certain threshold
ε which has to be surpassed in order for an intersection to be reported. This approach,
however, just shifts the problem but does not ultimately solve it, as for any value of ε a
case can be constructed that leads to the original erroneous behavior. Thus, a different
approach is taken in the present implementation. Instead of testing each primitive by itself
leading to duplicate tests, only the minimum number of intersection tests is performed
and all other information is derived from them.
Algorithm 9.2 Determine the sets of intersecting primitives (vertices, edges, faces)
between a sphere and a mesh element (tetrahedron, wedge, hexahedron).
1: procedure intersectPrimitives(sphere, element)
2:
Mvertices , Medges , Mfaces ← {}
3:
// Iterate over all the edges:
4:
for e ∈ edges(element) do
5:
i0 , i1 ← lineSphereIntersection(e, sphere)
6:
// Check for no intersection or sphere touching edge:
7:
if i0 > 1 − ε ∨ i1 < ε ∨ (i0 > 0 ∧ i1 < 1 ∧ i1 − i0 < ε) then
8:
continue
9:
else
10:
if i0 < 0 ∧ i1 > 1 then
11:
Mvertices ← Mvertices ∪ vertices(e)
12:
else
13:
Mvertices ← Mvertices ∪ closest(sphere, vertices(e))
14:
end if
15:
end if
16:
Medges ← Medges ∪ {e}
17:
Mfaces ← Mfaces ∪ faces(e)
18:
end for
19:
// Check set of marked vertices for consistency:
20:
for v ∈ Mvertices do
21:
if edges(v) * Medges then
22:
Mvertices ← Mvertices \ {v}
23:
end if
24:
end for
25:
// Iterate over all the faces:
26:
for f ∈ faces(e) do
27:
if polygonSphereIntersection(f , sphere) 6= ∅ then
28:
Mfaces ← Mfaces ∪ {f }
29:
end if
30:
end for
31:
return Mvertices , Medges , Mfaces
32: end procedure
A possible realization is presented in Alg. 9.2, taking as input the description of the
sphere and the mesh element (tetrahedron, wedge, hexahedron). The procedure starts
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with empty sets for the intersecting or marked vertices Mvertices , edges Medges , and
faces Mfaces . As a first step an iteration over all the edges of the element is performed,
calculating the intersection points between the edge and the sphere. For this, the edge is
expressed in terms of the two vertices v0 and v1 forming it as v0 + t · (v1 − v0 ). Depending
on the exact configuration zero, one, or two intersection points as solutions for t may be
found. Initially, the case of the edge not intersecting the sphere at all or the sphere only
touching the edge is treated and the edge is ignored. In the other case, either one or both
vertices defining the edge are intersecting the sphere. If both intersection points lie on the
edge, both vertices are marked. If the edge contains only one of the intersection points,
the vertex closest to the center of the sphere is marked on line 13. If any vertex is marked
at all, so is the edge itself. And if the edge is marked, so are the faces forming it (line 17).
The next section of the algorithm performs a consistency check on the marked vertices: A
vertex must only be marked if the three edges intersecting at this position are marked as
well. This step is required to detect and eliminate spuriously marked vertices. Finally, the
intersections between the sphere and the faces of the element have to be detected using
the function polygonSphereIntersection. To comply with the previously stated goal
of eliminating redundant intersection tests, only the inside of the polygon bounding the
face but not the edges or corners must be tested. This concludes the algorithm to detect
the intersecting primitives and the three sets of the marked entities are returned.

9.4.2 Volume of a general spherical wedge
As described in Sec. 9.3, the term general spherical wedge is used here to describe the
volume cut out of a sphere by two intersecting planes forming two half-spaces, where
the intersection line cuts the sphere. The planes are denoted p0 and p1 and defined in
three-dimensional space by the points c0 and c1 contained in the planes and the normal
vectors n0 and n1 , respectively. For any such configuration of two intersecting planes, a
third plane pS can be found which is perpendicular to both p0 and p1 and contains the
center point cS of the sphere. The decomposition of the general spherical wedge into two
sub-volumes will be described using the projection of the sphere and the planes p0 and p1
onto this plane (Fig. 9.6). The location of the points c0 and c1 relative to the intersection
line along with the direction of the normals defines the general spherical wedge uniquely.
Depending on the relative position of the planes with respect to the center of the sphere,
three different cases have to be identified and treated separately (Fig. 9.6 (a)–(c)). The
volume of the general spherical wedge can be decomposed into a combination of simpler
sub-volumes according to Fig. 9.7. The efficient identification of the correct case for this
decomposition based on the geometrical configuration is presented in Alg. 9.3.
The function generalWedge requires the center and radius of the sphere, the description of the two planes and a vector d as input. This vector d is the separation vector
from the center of the sphere to the intersection point between the common edge of the
intersecting planes p0 and p1 and the plane containing the center of the sphere while
being perpendicular to this edge. This intersection point (cS + d) is easily accessible as
it lies just in the middle between the two intersection points of the line defined by the
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(a)

(b)

(c)

Figure 9.6: Three different cases of two-dimensional projections of the intersecting planes
p0 and p1 , each defined by a point in the plane and a normal vector, onto
a plane pS perpendicular to the intersection line containing the center cS of
the sphere. The marked section of the sphere is the projection of the general
spherical wedge.

(a)

(b)

(c)

Figure 9.7: Sketch of the reduction of the volume calculation of a general spherical wedge
to the calculation of the volumes of two regularized spherical wedges each
defined by the radius r, the distance to the center d and an angle.
edge and the sphere. At the very beginning of the algorithm, the special case of |d| < ε is
handled, where ε corresponds to the floating point precision of the machine. This special
configuration can be treated as a common spherical wedge with the volume only depending on the radius of the sphere and the angle between the two planes. The algorithm
makes use of three special functions, angle, copysign, and regularizedWedge. The
first function performs a numerically robust calculation of the angle between two normalized vectors. The standard function copysign returns the absolute value of the first
argument with the sign of the second argument. The last function regularizedWedge
is used to process the simpler sub-volumes (Fig. 9.7) and is described in detail in the
next section. Another noteworthy special case handled in lines 8–11 occurs when one of
the planes touches the center of the sphere. This can be treated using a single call to
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Algorithm 9.3 Calculation of the volume of a general spherical wedge defined by two
planes using a decomposition into sub-volumes according to Fig. 9.7.
1: procedure generalWedge(cS , r, c0 , n0 , c1 , n1 , d)
Require: r > 0, |d| < r, c0 6= c1 , |n0 | = |n1 | = 1
2:
if |d| < ε then
3:
α ← π − angle(n0 , n1 )
4:
return 32 α r3
5:
end if
6:
s0 ← d · n0
7:
s1 ← d · n1
8:
if |s0 | < ε ∨ |s1 | < ε then
9:
α ← π − angle(n0 , n1 )
10:
return regularizedWedge(r, |d|, α, |s0 | > |s1 | ? s0 : s1 )
11:
end if
12:
dˆ ← d/|d|
13:
d0 ← (cS + d − c0 ) · dˆ
14:
d1 ← (cS + d − c1 ) · dˆ
15:

16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:

if s0 ≥ 0 ∧ s1 ≥ 0 then // Fig. 9.7(c)
ˆ d0 )
α0 ← π2 − copysign(angle(n0 , d),
ˆ d1 )
α1 ← π2 − copysign(angle(n1 , d),
return regularizedWedge(r, |d|, α0 , s0 ) +
regularizedWedge(r, |d|, α1 , s1 )
else if s0 < 0 ∧ s1 < 0 then // Fig. 9.7(b)
ˆ − π]
α0 ← π2 + copysign(1, d0 ) × [angle(n0 , d)
π
ˆ − π]
α1 ← + copysign(1, d1 ) × [angle(n1 , d)
2

return 34 π r3 − [regularizedWedge(r, |d|, α0 , −s0 ) +
regularizedWedge(r, |d|, α1 , −s1 )]
else // Fig. 9.7(a)
ˆ − (s0 < 0 ? π : 0)]
α0 ← π2 − copysign(1, d0 × s0 ) × [angle(n0 , d)
ˆ − (s1 < 0 ? π : 0)]
α1 ← π2 − copysign(1, d1 × s1 ) × [angle(n1 , d)
v0 ← regularizedWedge(r, |d|, α0 , |s0 |)
v1 ← regularizedWedge(r, |d|, α1 , |s1 |)
return max(v0 , v1 ) − min(v0 , v1 )
end if
end procedure

regularizedWedge, no further subdivision of the volume is required.

9.4.3 Volume of a regularized spherical wedge
The volume of a general spherical wedge can be calculated in a single step, whenever at
least one of the planes forming the wedge contains the center of the sphere (see Fig. 9.8).
We term this geometric object a regularized spherical wedge and it is fully defined by the
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radius r of the sphere, the length of the separation vector from the center of the sphere
d and the angle α.
Several analytical expressions for the volume of such regularized spherical wedges are
available in the literature under various names [23–25]. They are often used in the
context of calculating the intersection volume of overlapping spheres. As the accurate
determination of the volume of a regularized spherical wedge lies at the very core of
the whole overlap calculation, both computational efficiency and numerical stability are
crucial. The previously proposed methods are not optimal in this regard. Some of
the solutions [24, 25] lack numerical stability for values of α close to the limits of the
allowed range, the version proposed by Wu et al. [23] is not optimized with respect to the
computational cost. For the present implementation based on the work of Avis et al. [25],
a different expression is derived by integrating the area of the projection of the spherical
wedge. First, we consider the projection on the plane ps , that is the plane perpendicular
to the two planes defining the regularized spherical wedge that also contains the center of
the sphere. The projection is sketched in Fig. 9.8, where the area of interest is marked.
This area of interest can be considered as a generalization of a circular sector, that is, a

Figure 9.8: Projection of a regularized spherical wedge onto the plane perpendicular to
the two planes defining the wedge and containing the center of the sphere.
The highlighted area A2 (r̃, d, α) has the shape of a generalized circular sector.
sector that does not touch the center of the circle. The area A2 (r̃, d, α) of this sector can
be calculated by subtracting the area ACDS of the triangle defined by the points C, D,
and S from the area Ar̃,β of the sector defined by r̃ and the angle β:
A2 (r̃, d, α) =

1
a
α − arcsin
2
r̃


 

r̃2 −


p
a p 2
r̃ − a2 − d2 − a2 ,
2
with a = d sin (α) .

(9.3)
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In order to get the volume V2 (r, d, α) of the regularized spherical wedge, the area A2 (r̃, d,
α) can now be integrated over the height of the sphere, that is, in the direction perpendicular to the projection plane used in Fig. 9.8. It should be noted that r̃ in Eq. (9.3)
then becomes a function of the radius of the spherical wedge r and the height h i.e. the
distance of the projection plane from the center of the sphere:
ˆ
V2 (r, d, α) =
=

√

r2 −d2

A2
√
− r2 −d2
ˆ √r2 −d2 
0

p

r2 − h2 , d, α dh




α − arcsin √

a
r2 − h2

 

r2 − h2 −



p
a p 2
r − h2 − a2 − d2 − a2 dh
2
q 

1 p 2
= a r − d2 d2 1 − sin2 (α) +
3
!
√


r2 − d2
1 2
2
a
+
a − r arctan √
3
d2 − a2
!
√
a r2 − d2
2 3
√
r arctan
, with a = d sin (α) .
3
r d2 − a2

(9.4)

By combining common terms and choosing mathematically equivalent but numerically
more robust expressions for some terms, the volume of the spherical wedge can be calculated as:
1
1 2
b
V2 (r, d, α) = a b c + a
a − r2 arctan
3
3
c




with a = d sin (α),

 

b=

2
b sin (α)
+ r3 arctan
,
3
r cos (α)

q



|r2

−

d2 |,



(9.5)

c = d cos (α) .

This expression was tuned for numerical robustness, so it not necessary to handle edge
cases like d → 0 explicitly, as long as the standard atan2 function providing an increased
numerical stability compared to atan, especially for angles close to π2 , is used. In contrast
to the original equation, Eq. (9.5) requires the evaluatation of both the sine and cosine
of α, however this can be done efficiently using the commonly available math function
sincos and is automatically optimized by many compilers. As Eq. (9.5) is only valid for
the case of α ∈ [0, π2 ], for values of α ∈ ( π2 , π] the volume has to be calculated as the
volume of a spherical cap with height h = r − d sin (α) minus the volume of a regularized
wedge with an angle α0 = π − α.

9.4.4 Handling of edge cases
Certain sections of Alg. 9.1 are more susceptible for numerical errors than others. An
especially critical step in the algorithm is the precise calculation of the volume of the
“cone” formed by the edges intersecting at a vertex lying within the sphere (Figs. 9.4
and 9.5). If the vertex is close to the surface of the sphere, the cone can degenerate in
multiple ways. In case of the intersection points of the edges collapsing to a single point,

196

9.5 Validation and benchmarking
the cone volume can be neglected altogether. More difficult to handle is the case of two
of the three intersection points coinciding numerically. The resulting volume has the
shape of a general spherical wedge, a case which has to be detected and handled correctly
explicitly. Besides those extreme cases, especially for larger size ratios between the sphere
and the mesh element, the distances from the vertex to the three intersection points of
the edges and the sphere can be of different magnitudes, leading to a large numerical
error in calculating the normal of the triangle formed by the intersection points. As the
exact direction of this normal has a grave influence on the total numerical error, special
care has to be taken. To limit the loss of precision in calculating this normal vector,
those calculations are not performed using the standard 64 bit of double precision floating
point variables. Instead an efficient software emulation of quadruple precision (128 bit) is
employed [26]. As the numerically robust calculation of the normal vector requires only
floating point additions and multiplications, both operations extremely cheap on modern
CPUs, the overhead of this modification on the total volume calculation can be neglected.

9.4.5 Non-planar faces of mesh elements
While Alg. 9.1 can be used not only for tetrahedra but also for wedges and convex hexahedra, one problem remains: Especially for wedges or hexahedra generated by common
meshing tools, the faces formed by four vertices might not be perfectly planar. This
means, these vertices might not be contained in a single plane by a tiny margin. While
this is not problematic in most cases, for the overlap calculation even these very small
differences may become significant. This is due to the fact that while some parts of the algorithm use the faces and the corresponding normals, other parts use the edges between
them. Therefore, the calculations involving the spherical caps, the general spherical
wedges, and the “cones” use slightly different geometries, leading to errors which become significant for larger ratios between the sizes of the mesh element and the sphere.
In case such imperfect elements are to be handled, it may be advisable to subdivide
the individual wedges or hexahedra into the corresponding tetrahedra [27] and perform
sphere-tetrahedron overlap calculations.

9.5 Validation and benchmarking
With all the building blocks necessary to solve Eq. (9.2) at hand, the quality of the
solution both in terms of numerical precision and computational efficiency is evaluated.
Due to the nature of the solution using a decomposition into many sub-volumes, it is vital
to test as many edge cases as possible to identify potential catastrophic failures of the
algorithm. At the same time the computational performance should not be neglected,
as any potential use case of the method requires a large number of calls to the overlap
calculation routine, possibly in every time step.
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9.5.1 Validation
The first set of tests is used to validate the implementation of Alg. 9.1 for hexahedra,
wedges and tetrahedra. As it is only possible to calculate the overlap volume directly for
very simple configurations involving carefully aligned regular mesh elements, the correct
result is unknown a priori for less trivial setups. Thus a different approach is taken, using
multiple mesh elements and a single, randomly placed sphere with varying radius.
The initial mesh consists of equally sized regular cuboids with an edge length of unity
centered at the origin. The number of mesh elements is determined by the radius r of
the sphere with r ∈ [5 × 10−2 , 2 × 101 ]. The radius of the sphere is varied within those
limits using 40 logarithmically equally spaced intervals. For each realization, a mesh is
generated covering at least the volume [−(0.5 + r), 0.5 + r]3 , leading to a minimum of 27
and a maximum of 68 921 hexahedra. The position of the sphere center is randomly chosen
inside of the central element. An example configuration is depicted in Fig. 9.9(a). For each
value of the radius 100 000 sample points are generated, leading to a total of 4.1 × 106 test
configurations. The chosen setup ensures that the sphere is always fully contained within
the generated mesh. This allows the comparison of the combined overlap of the sphere
with all elements of the mesh with the exact result, the full volume of the sphere. While
this method does not provide a way to validate the overlap volume calculated for the
individual mesh elements, due to the random placement and complexity of the involved
calculations it is assumed that potentially occurring errors for single mesh elements do
not cancel out, but lead to an overall erroneous result. It should be noted that for small
radii there is a relatively high probability for the sphere to be fully contained within
the central mesh element(s). The whole setup, however, corresponds to what would
typically be encountered in a simulation, so no attempt is made to artificially modify the
probability to encounter one of those special cases.

(a)

(b)

Figure 9.9: Sample meshes consisting of 27 hexahedra each with a unit sphere centered
at the origin. The mesh depicted in sub-figure (b) is derived from the one in
sub-figure (a) by shearing along one axis.
For the randomized tests the center of the sphere is chosen uniformly within [−0.5, 0.5]3
and the number of mesh elements is adapted so the mesh always contains the sphere
completely.
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In order to also test the overlap calculation for wedges and tetrahedra, each element
in the hexahedral mesh is divided into multiple sub-elements. For the mesh containing
only wedge-shaped elements, each hexahedron is divided into two wedges. To achieve a
maximum of test coverage created by different relative positions of the geometric objects,
multiple tetrahedral meshes are constructed. The first two are simple decompositions
of the hexahedral elements into five or six tetrahedra each, while preserving the vertex
positions [27], resulting in 135 to 344 605 and 162 to 413 526 elements. To further stress
the implementation, two additional refined meshes are generated by splitting each tetrahedron into four smaller tetrahedra. This gives a total of six meshes covering an identical
volume with different individual elements.
10−11

max |∆V |/ 43 r3 π

10−12
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wedges
tetrahedra (5)
tetrahedra (6)
tetrahedra (20)
tetrahedra (24)

10−13
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10−15

10−1
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r
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Figure 9.10: The maximum error in the total overlapping volume between a regular mesh
composed of hexahedra, wedges, or tetrahedra and a sphere using the configuration depicted in Fig. 9.9(a) relative to the volume of the sphere. The
individual elements of the hexahedral mesh are decomposed into 2 wedges
or 5, 6, 20, or 24 tetrahedra to generate the other meshes.
For each test configuration and each mesh, the sum of the overlapping volume between
the single mesh elements and the sphere is calculated and compared to the exact result,
the full volume of the sphere. As the goal is to validate the correctness of our method,
the error over all realizations for each radius is recorded, corresponding to the worst-case
behavior. The maximum of the absolute value of this error between the calculated overlap
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volume and the correct value relative to the volume of the sphere is depicted in Fig. 9.10.
The error for all meshes clearly depends strongly on the radius, which is understandable
from the way the overlap volume for the individual mesh elements is calculated: Following
the algorithms detailed in Sec. 9.3, the overlap is determined by combining various subvolumes of the sphere outside of the mesh element. So, for combinations of a mesh
element and a sphere with a size ratio strongly differing from unity, geometric entities
of very different dimensions have to be handled. This leads to calculations involving
values from a rather wide interval of floating point numbers, resulting in a general loss
of precision. For small spheres, the maximum error forms a plateau determined by the
machine precision (≈ 10−16 for values near unity), while for larger radii, the effects of
numerical errors become clearly visible. Nevertheless, the maximum relative error in the
calculation is well below 10−11 , even for spheres 40 times as large as the mesh elements,
showing the high quality of the described solution and implementation. For practical
applications, the region of a size ratio of unity is most relevant, where the maximum
error is of the order of 10−14 .
The second test setup uses a configuration almost identical to the one described above
with the difference of an additional shearing of the original hexahedral mesh in one
direction (Fig. 9.9(b)). This leads to angles between the sides of a single hexahedron other
than π2 , aiming to uncover any problems with acute and obtuse angles in the handling
of hexahedra, while for the other mesh types the more extreme angles occurring
serve

π
as an additional stress test. A set of 10 different shearing angles θ ∈ 0, 2 are tested,
with θ = 0 corresponding to no shearing, that is, the case examined in the previous test
configuration. The angle is incremented in steps of 10◦ , and the special case of θ = π4 is
added to the set of tested parameters.
The results for the maximum error for all six meshes in this test case are comparable to
the ones obtained for the undeformed meshes. The qualitative behavior is the same for all
types of mesh elements, so in Fig. 9.11 only the results for the sheared hexahedral mesh
are shown. For small size ratios, that is, r ∈ [5 × 10−2 , 2 × 10−1 ] and large shearing angles
(θ > π4 ), the maximum error is larger but of the same order of magnitude, whereas no
effect is observable for smaller angles. For arbitrary angles above the relative radius of r =
2×10−1 the deviation is not significant. So a quantitative difference can only be identified
for small size ratios and large shearing angles. From this we conclude that the additional
shearing does not lead to a significant increase in the error for any of the examined meshes.
With this, the presented implementation is considered numerically robust independent of
the exact shape of the elements. Of course, degenerated mesh elements can still lead to
larger errors, but any simulation is vulnerable to such configurations and a lot of effort
is typically put into avoiding those situations in the first place.

9.5.2 Benchmarking
After verifying the basic correctness of the implementation in the previous section, the
computational performance of the reference implementation of Alg. 9.1 is examined next.
All benchmark runs are preformed on a typical workstation with an Intel Core i7-4771
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Figure 9.11: The maximum error in the total overlapping volume between a sheared mesh
composed of hexahedra and a sphere using the configuration depicted in
Fig. 9.9(b) relative to the volume of the sphere. The shearing angle θ is
varied between 0 and π2 , showing the negligible dependency of the error on
the angle especially for size ratios of the order of unity. Only a subset of the
values for the examined angles θ ∈ 0, π4 are plotted, as the remaining lines
collapse for these cases.
CPU running at a base frequency of 3.5 GHz. The code is compiled using the GNU C++
compiler in version 4.9.3.
The setup used for the benchmarks is identical to the configuration used for the validation
in Subs. 9.5.1. Again, a sphere of varying radius r ∈ [0.1, 1.0] is placed in the central
unit hexahedron and the overlapping volume with all elements in the mesh is calculated.
The time for the evaluation of the total overlap volume is recorded and averaged over
10 000 samples. This configuration is representative for systems where the size of the
spherical particles is below the average size of the mesh elements. The average run time
for the different mesh types (hexahedra, wedges, and tetrahedra) over the size ratio is
plotted in Fig. 9.12. Of course, both the radius of the sphere and the specific mesh have
a significant influence on the average runtime. Both effects are easily understood when
considering the number of partial overlaps for each configuration: The relative size ratio
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Figure 9.12: The influence of the relative size ratio on the average runtime to calculate
the overlap volume between a sphere of radius r and a regular mesh of hexahedra, wedges, or tetrahedra using the same configuration as in Fig. 9.10.
The values given are the averaged wall-clock times as measured on the test
system, an Intel Core i7-4771 CPU.
determines how many elements are intersecting the sphere. For very small spheres, it is
likely that the sphere is fully contained within a single element, allowing the handling
of this special case in Alg. 9.1 to dramatically reduce the computation time. This case,
however, becomes highly unlikely or even impossible as the sphere grows relative to the
size of the mesh elements, leading to the strong increase in the average runtime. It should
be noted that the differences in runtime for different meshes at equal size ratio are not
an effect of the element geometry, but rather the fact that for the meshes generated by
decomposition a larger number of mesh elements overlap the sphere.
The timing results show that the performance of the exact method makes it a viable
candidate for typical application scenarios. For a ratio between the side length of the
1
hexahedra and the sphere diameter of 0.6
≈ 1.7, the calculation of the overlap volume
−6
for a single sphere takes about 5.8 × 10 seconds on average on our test system. This
is near the lower limit of the size ratio as recommended for typical CFD–DEM coupling
schemes [10]. Assuming a system size of 45 000 particles, a figure common for coupled
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CFD–DEM simulations [8], this would lead to an average runtime of the exact volume
calculation of less than 0.3 seconds on a single core of the CPU used for our benchmarks.
This is clearly an acceptable value for most coupling schemes and can be further reduced
by exploiting the inherent parallelism of the problem.

9.6 Conclusions
Extending previously published works [22, 23] an algorithm is described to calculate the
exact overlap volume between a sphere and a mesh element with the shape of a tetrahedron, wedge, or hexahedron. The presented approach is specifically tuned for numerical
robustness and common pitfalls and ways to avoid those in an implementation are discussed. A thorough validation using randomized configurations is performed, showing the
high quality of the solution over a wide range of size ratios. Benchmarks of customary
configurations highlight the benefits of the exact solution, providing a precise result while
maintaining the high computational performance.
The full C++ source code for the exact calculation of the overlap volume of a sphere and
a mesh element is available under the terms of the GNU General Public License version
3 at https://github.com/severinstrobl/overlap.
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10

Conclusions and future work
“We can only see a short distance ahead, but we can see
plenty there that needs to be done.”
Alan Turing

In this work, various aspects of performing computational fluid dynamics using particle
models on a mesoscopic scale are examined. The relevant techniques and algorithms,
both established and newly developed, are implemented in a fully object-oriented opensource simulation framework. In the following, the major achievements presented in
this dissertation are summarized and an outlook regarding the further development and
promising applications is provided.

10.1 Conclusions
Studying mesoscopic fluid flows in complicated geometries using existing numerical approaches such as the direct simulation Monte Carlo method proves a challenging endeavor
due to a lack in readily available numerical tools. The optimal handling of complex geometries is identified in Chap. 4 as a crucial cornerstone for any numerically efficient
simulation framework. By resorting to the description of simulation domains by means
of unstructured grids, it is possible to devise simulations in complex geometries by relying on existing and well-established tools. The proposed unified scheme allows for the
combination of intrinsically opposing techniques to define boundaries of complex shape
by incorporating unstructured grids as well as geometric primitives at the same time.
By improving the numerical robustness of algorithms employed for the seemingly unrelated problem of event detection in event-driven particle dynamics in Chap. 5, actually
the foundation for an essential component in the present simulation framework is formed.
The introduction of a logical state in addition to the physical state of a particle system
allows the formulation of an inherently robust algorithm to efficiently perform the repeated sorting of particles into cells formed by an unstructured grid. This algorithm is
developed in Chap. 6 and it allows for the consistent integration of composite obstacles
formed by applying the method of constructive solid geometry according to Sec. 6.5. This

207

Chapter 10 Conclusions and future work
algorithm hence bridges the two descriptions of domain boundaries introduced in Chap. 4
and enables the simulation of flows through highly porous structures, such as open-cell
foams (see Sec. 6.7).
The boundary conditions pertinent for particle models with discrete interactions are covered in Chap. 7, where special attention is payed to open boundaries. While crucial for
technical applications, these open boundaries are challenging to implement for mesoscopic
particle methods. An algorithm taking into consideration all aspects of physical correctness is presented and thoroughly validated. Additionally, a series of other benchmarks
is presented, validating the implementation of both the direct simulation Monte Carlo
method and the other boundary conditions against well-established codes and theoretical
results where applicable. The capabilities of the unified handling of geometries is demonstrated for examples where obstacles are embedded into a domain of simpler shape. The
analytical description of these obstacles matches the strength of particle-based methods,
that is, the absence of any spatial discretization, perfectly.
In Chap. 8, various aspects of devising an extendible, yet numerically highly efficient,
object-oriented framework are examined. The idea of using a hierarchy of meshes as the
basis for all parts of the simulation, including the storage of arbitrary data, is introduced.
By being able to attach arbitrary data to the elements and partitions of a mesh, the
peculiarities of modern multi-core systems are hidden from the user. The scaling behavior
of the simulation tool is examined both on shared and distributed memory systems.
Especially for the shared memory parallelization, relying on threads and task-oriented
programming, excellent scaling with a parallel efficiency of up to 80 % is demonstrated.
As mesoscopic particle-based methods are inherently challenging to parallelize due to
the nature of the interactions, also the moderate efficiency of the hybrid parallelization
on distributed memory systems is highly satisfactory. With the proposed parallelization
scheme it is possible to perform large-scale particle simulations on modern HPC systems,
independent of the shape of the domain.
During this work, the conceptionally straightforward geometrical problem of calculating
the common volume of a polyhedral mesh element and a sphere proved to be quite
involved. Despite its significance for a multitude of numerical methods, the established
literature provided no general solution. With the work of Chap. 9, this gap is closed
and an open-source implementation of the method is made available. In the context of
this work, this enables the calculation of macroscopic fields on unstructured grids in the
presence of spherical obstacles.
The result of the different aspects considered in this work is not merely a collection of
algorithms, but rather a modern and scalable open-source software package designed according to the requirements of performing numerical studies of fluid flows in complex
geometries while at the same time taking into account the hardware architecture of modern high-performance computer systems. Due to the principle of separation of concerns
and a fully object-oriented design, novel particle-based models can be developed without
explicit knowledge of the details of the underlying infrastructure.
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10.2 Future work
Building on the foundation of the present simulation tool, a vast number of potential
applications as well as extensions is within reach. From an application point of view,
simulations of microfluidic systems used in biomedical processes [1, 2] are possible. With
the techniques presented in this dissertation, one is not restricted to simple geometries
any more, but rather the exact geometries used in experimental studies can be employed.
For the simulation of various sorting processes in microfluidic devices, it would be valuable
to integrate or couple to a molecular dynamics or discrete element method, so multiphase
flows can be examined numerically. The event-driven particle tracking scheme provides
the perfect basis to obtain a physically sound coupling between the phases [3]. With
the event-driven particle tracking algorithm playing such an essential role in the present
simulation framework, the idea of integrating an existing event-driven particle package
such as DynamO [4] seems tempting. This would enable research into efficient parallelization schemes for systems with discrete interaction models. Also with respect to the
development of novel simulation schemes, the implementation of previously published
modifications of the direct simulation Monte Carlo method within a powerful simulation framework is of interest. The integration of a grid-free version of DSMC according
to Ref. [5] is currently underway. Once completed, large-scale simulations in arbitrary
geometries without any grid artifacts are feasible. Furthermore, the description of the
computational domain via an unstructured grid virtually calls for the coupling to continuum methods. This includes multi-scale approaches similar to existing work [6, 7]
as well as the application of the simulation tool to coupled problems, such as the heat
transfer between a solid and fluid phase [8–10]. Combining the capabilities of the simulation framework with general finite element libraries such as Deal.II [11] would result
in a numerical tool that is able to tackle complex coupled problems on relevant scales
due to a large-scale parallelization. At this point, the simulation framework is already
successfully applied to optimize certain geometric features in a catalytic converter with
respect to the rate of chemical reactions and macroscopic pressure drop. To this end,
a basic chemical reaction model added to the simulation tool is used to study the dependency of the microscopic reaction rate in a multi-component gas flow on the specific
geometry. While present simulations are still performed on a small scale, in the future
the implemented parallelization scheme will allow the application to scales relevant on an
engineering scale.
From a computational point of view, several improvements and extensions are thinkable
to increase the capabilities of the simulation tool. While not discussed explicitly here, the
online post-processing of fields via various filters is successfully applied to several studies
performed in the context of this work. Yet, there is still room for improvement, as in
their current form the filters are limited to simulations relying on the shared memory
parallelization. Also, the support for the interpolation of the data between different grids
would be helpful. An increase in the parallel efficiency can be achieved by overlapping
of communication and computation for simulations on distributed memory systems, for
example with the addition of dependencies to the sweeps. While for the shared memory
parallelization a dynamic load balancing is in place via the task-oriented processing (see
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Subs. 8.4.2), for large-scale parallelization of time-dependent problems a load balancing
also for distributed memory systems is desirable. As this requires the redistribution not
only of the particle data but also all auxiliary data used by a simulation, e.g., to perform
online post-processing of macroscopic fields, this is no trivial task and is probably best
implemented with the help of specialized libraries [12, 13]. Another promising area in
the context of high-performance computing is harnessing the vast computational power
of heterogeneous computing platforms. Many modern HPC systems rely on accelerators
either in the form of slightly modified graphics processing units (GPUs) or specialized
many-core processors besides traditional (multi-core) CPUs. This concept is applied
successfully for both DSMC and related methods [14, 15]. The addition of support for
such specialized accelerators is feasible based on the building blocks of the simulation
framework such as the possibility to attach arbitrary data to mesh elements.
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Abstract Following the recent development of a stable
event-detection algorithm for hard-sphere systems, the implications of more complex interaction models are examined.
The relative location of particles leads to ambiguity when
it is used to determine the interaction state of a particle in
stepped potentials, such as the square-well model. To correctly predict the next event in these systems, the concept of
an additional state that is tracked separately from the particle
position is introduced and integrated into the stable algorithm
for event detection.
Keywords DEM · Event-driven · Molecular dynamics ·
Square well · Stepped potential · Collision detection

1 Introduction
Particle dynamics is the numerical solution for the motion
of a collection of discrete bodies, each of which may represent objects ranging in size from atoms/molecules (molecular
dynamics) to grains of sand or the ice in an avalanche
(granular dynamics). There is a variety of particle dynamics
approaches but common to all is the integration of Newton’s equation of motion to determine the trajectory of the
particles. Event-driven particle dynamics (EDPD) is one
approach which integrates Newton’s equation of motion
exactly through piece-wise analytic solutions of the parti-
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cle trajectories. This avoids truncation error which arises if a
numerical integration technique is used, but restricts the simulation to interactions where piece-wise analytic solutions
can be found. One such class of compatible interactions is
discrete potentials, such as the square-well model shown in
Fig. 1. As there are no forces acting between discontinuities
in the potential, the analytical solution to the dynamics is a
simple ballistic motion of the particles. When particles cross
a discontinuity, the instantaneous energy change results in
an impulse and this event must be detected and processed at
the exact time it occurs. The time of the next event is calculated a priori and the system is advanced forward in time
directly to the instant of the event: i.e., the progression of
time is event-driven. This allows EDPD implementations to
be computationally efficient, particularly for dilute or stiff
systems, as the uninteresting time between interactions and
hence events is skipped.
In a recent paper [4] we demonstrated that the EDPD
algorithm must be carefully constructed to ensure its numerical stability. Although the EDPD algorithm is exact, its
implementation is sensitive to round-off error. In hardsphere systems, round-off error manifests as overlapping/
interpenetrating particles which is difficult to resolve as the
dynamics is undefined in this state. If particles begin to interpenetrate, the stable algorithm executes additional events
to ensure the interpenetrating particles do not continue to
approach and, thus, increase their overlap [4]. Key to the stable algorithm is the definition of valid and invalid states but
this distinction is only straightforward for hard interactions.
For example, particles interacting via a square-well potential
(see Fig. 1) may overlap (ri j < σ1 ) which is always an invalid
state, but they can also be either in a captured state within
(σ1 ≤ ri j ≤ σ2 ) or an uncaptured state outside of the well
(ri j ≥ σ2 ). As a particle pair cannot energetically occupy
both states, only one region is valid at a particular point in
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Abstract
For most particle simulations, a time-dependent mapping between the particles’ positions and an underlying grid
is an important component and is used, for example, to increase the efficiency during the collision detection step.
In the case of unstructured grids, which are frequently employed to handle domains of complex shape, obtaining
this mapping is computationally expensive. The process can be accelerated by performing particle tracking, that
is, the repeated localization of particles within a grid by means of tracking the trajectories of the particles. In fact,
particle tracking is an application of event-driven particle dynamics (EDPD), hence, in this work, recent advances in
stable EDPD algorithms are applied to the problem of particle tracking to address inconsistencies which arise due to
numerical errors or imperfect meshes. It is illustrated how interactions of the particles with the system boundaries can
be integrated into the new algorithm consistently. Additionally, it is demonstrated that the modeling of solid objects
via constructive solid geometry can be combined with event-driven particle tracking algorithms to provide a fully
analytical description of complex objects defining or embedded into the simulation domain. A robust particle tracking
algorithm is presented, along with several optimizations with respect to the computational efficiency. The capabilities
of the developed method are exemplified via the simulation of a gas flow through a highly porous medium.
Keywords: particle tracking, particle sorting, event-driven dynamics, constructive solid geometry, complex
geometries

1. Introduction
Particle models are one of the earliest applications of computer simulation, first appearing in 1957 [1]. Initially,
the technique could only be applied to relatively simple problems due to limitations in the available computational resources; however, modern applications of particle-based methods include both complex applied engineering problems
and fundamental research into coupled hydrodynamic and particulate problems. These simulations typically require
accurate descriptions of fluid-particle and fluid-boundary interactions at both the macroscopic scale, such as in the
optimization of chemical reactors, and on the microscopic scale, such as in colloidal suspensions.
A common motif of these simulations (and most modern particle-based schemes) is the interaction of particles
with some sort of structured or unstructured grid/mesh which spans the entire computational domain. The term
interaction is used here to refer to both physical interactions as well as virtual “book-keeping” interactions. Virtual
interactions are often used to implement neighbour-lists [2] which optimise the calculation of physical interactions
between particles; however, virtual interactions may also be used where a mesh represents the computational domain
of a continuum finite-volume or finite-element discretization which is being used to simulate particle interactions with
a fluid phase [3].
Independent of the exact use of the mesh, it must be possible to provide a mapping from the particle position to
the enclosing mesh element and vice versa. There are two general approaches to this: (1) particles are repeatedly
sorted into the elements of the mesh at regular intervals or (2) particles are tracked as they move through the mesh
(after an initial sorting step). For structured grids, the sorting operation is trivial; however, for unstructured grids the
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a b s t r a c t
An algorithm for the exact calculation of the overlap volume of a sphere and a tetrahedron,
wedge, or hexahedron is described. The method can be used to determine the exact
local solid fractions for a system of spherical, non-overlapping particles contained in
a complex mesh, a question of signiﬁcant relevance for the numerical solution of
many ﬂuid-solid interaction problems. While challenging due to the limited machine
precision, a numerically robust version of the calculation maintaining high computational
eﬃciency is devised. The method is evaluated with respect to the numerical precision and
computational cost. It is shown that the exact calculation is only limited by the machine
precision and can be applied to a wide range of size ratios, contrary to previously published
methods. Eliminating this constraint enables the usage of meshes with higher resolution
near the system boundaries for coupled CFD–DEM simulations. The numerical robustness
is further illustrated by applying the method to highly deformed mesh elements. The
full source code of the reference implementation is made available under an open-source
license.
© 2016 Elsevier Inc. All rights reserved.

1. Introduction
Spherical objects are still the most commonly used primitives in a wide range of numerical simulations. Despite their
alleged simplicity, particle methods often rely on spherical particles beneﬁting from an eﬃcient contact detection and the
availability of physically realistic force models with a relatively low numerical cost.
Due to its importance for many industrial processes, one highly active area of research is the simulation of ﬂuidized
beds [1–5]. Here, the dynamics of the individual particles can be modeled using a Discrete Element Method (DEM) which is
coupled to a Computational Fluid Dynamics (CFD) simulation. The coupling between the solid and ﬂuid phase is performed
via the transfer of momentum employing a drag force [6,7] acting on the particles and a sink term in the momentum
equations of the gas phase. This two-way coupling requires knowledge of the local solid volume fraction, i.e. the fraction of a
certain control volume occupied by solid particles. In the simplest case, this control volume deﬁned by the CFD discretization
scheme has the shape of a cuboid. For many real world applications the CFD discretization has to use a more complex grid in
order to capture the complex geometry of the system boundary, for instance of an industrial device like a Wurster-coater [8].
This then necessitates the usage of tetrahedral, wedge-shaped or hexahedral elements in the CFD mesh. The inﬂuence of
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We investigate the average turbulent wind field over a barchan dune by means of Computational
Fluid Dynamics. We find that the fractional speed-up ratio of the wind velocity over the threedimensional barchan shape differs from the one obtained from two-dimensional calculations of
the airflow over the longitudinal cut along the dune’s symmetry axis — that is, over the equivalent
transverse dune of same size. This finding suggests that the modeling of the airflow over the central
slice of barchan dunes is insufficient for the purpose of the quantitative description of barchan dune
dynamics as three-dimensional flow effects cannot be neglected.

Sand dunes occur in many deserts and coastal areas. They form when the wind is strong enough to
transport grains in saltation — which consists of particles moving in nearly ballistic trajectories and
ejecting new grains upon collision with the bed1. The quantitative understanding of dune dynamics is
a relevant problem for the society in particular as dune mobility is largely responsible for the spread of
desertification.
One of the dune types with highest mobility is the barchan (Fig. 1). Barchans move on top of bedrock
in areas where the wind blows nearly steadily from the same direction. They have a crescent shape with
two limbs pointing in the migration trend and can cover a distance of 30–100 m in a year. The morphology and dynamics of barchans have been the subject of intense field investigation since the pioneering
works by Bagnold1–6. However, in order to predict the dynamics of barchan dunes, a quantitative understanding of the turbulent wind field over the dune profile, which dictates the sand flux and the rates of
erosion and deposition on the dune topograhy, is required. As a matter of fact, the migration velocity of
the dune scales with the sand flux Q, which is the main quantity characterizing dune dynamics1. However,
Q is a non-linear, increasing function of the wind shear velocity u*, which is proportional to the mean
flow velocity gradient in turbulent boundary layer flow7–9. Specifically, Q scales approximately with
u⁎2 − u t2 when the wind is close to the minimal threshold wind shear velocity for sand transport, ut, and
with u⁎3 for large values of u*1,9,10. Therefore, an erroneous computation of the wind speed-up over the
dune leads to erroneous predictions of the sand flux profile. And since the modeling of sand transport
is the main factor affecting the calculation of dune dynamics, the accurate description of the wind velocity profile over the dune is an essential prerequisite for correctly predicting dune morphodynamics, in
particular the migration velocity and the shape evolution of the dune.
Measurements of the wind velocity over barchan dunes have been performed by several authors11–14.
For instance, Wiggs et al.12 reported measurements of the wind velocity on the windward side of a
barchan dune in Oman. The measurements by these authors revealed essential features of the wind
velocity profile over barchans which must be reproduced by a reliable numerical tool for the simulation
of dune dynamics. Indeed, numerical modeling is indispensable to achieve a detailed characterisation of
the turbulent wind flow over large-scale spatial extents, since the resolution required for the quantitative
understanding of the long-term topography evolution cannot be matched from point measurements as
they are performed in field investigations. In the present work, we use Computational Fluid Dynamic
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Abstract Event-driven particle dynamics is a fast and precise method to simulate particulate systems of all scales. In
this work it is demonstrated that, despite the high accuracy of
the method, the finite machine precision leads to simulations
entering invalid states where the dynamics are undefined. A
general event-detection algorithm is proposed which handles
these situations in a stable and efficient manner. This requires
a definition of the dynamics of invalid states and leads to
improved algorithms for event-detection in hard-sphere systems.
Keywords DEM · Event-driven · Molecular dynamics ·
Hard sphere · Collision detection

1 Introduction
Event-diven particle-dynamics (EDPD) is the oldest particle
simulation technique [1] and has found application in a wide
range of fields, from predicting vapor-liquid equilibria [7] to
the design of granular vibration dampers [3]. Although typically used to simulate simple particle models such as the hard
sphere, the EDPD technique remains a general approach to
particle simulations as potentials can be discretized to accuM. N. Bannerman (B)
School of Engineering, University of Aberdeen, Fraser Noble
Building, Aberdeen AB24 3UE, UK
e-mail: m.campbellbannerman@abdn.ac.uk
S. Strobl · T. Pöschel
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A. Formella
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rately approximate more conventional model systems, such
as Lennard-Jonesium [6], or directly fit to physical data [37].
Introducing the coefficient of restitution, EDPD algorithms
can also be used to simulate systems of dissipatively interacting particles, such as granular flows.
Hard-sphere EDPD algorithms in particular are often
much more efficient (sometimes by orders of magnitude) than
“soft” models which must solve Newton’s equation of motion
using time-stepping numerical integration techniques [16].
Disregarding machine precision, EDPD algorithms solve the
dynamics of discontinuous-potential models (such as hard
spheres) analytically and do not suffer from errors due to the
finite time step always used in numerical quadrature [16].
Despite these advantages, there remain numerical difficulties in the implementation of the EDPD algorithm due to
the finite precision of floating point calculations originating
from the machine precision. Small numerical errors in the
detection and processing of events can cause the simulation
to enter states where the dynamics is undefined. Interestingly, this ambiguity in the dynamics of invalid states has
also led to some difficulties in theoretical treatments in the
past [11]. These difficulties are not discussed in the earliest EDPD implementations [1] as they are relatively rare
and frequently resolve themselves; however, for large systems and/or large simulation times, one must provide rules
to handle such situations. In addition, there are systems, such
as dissipative (granular) gases, which are prone to clustering [22] such that even for small numbers of particles these
finite-precision errors deteriorate until the simulation must
be halted. Modified algorithms have been proposed to combat these difficulties but current solutions are complex and
fail in certain cases [29,32] or modify the system dynamics
in an undesired way [8,19].
In this work the difficulties of event-detection in EDPD
simulations are outlined and a general algorithm for stable
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Abstract We study the mechanism leading to the formation
of stripe-like patterns in a rectangular container filled with
a sub-monolayer of frictional spherical particles when it is
subjected to horizontal oscillations. By means of Molecular
Dynamics simulations we could reproduce the experimental
results. Systematic simulations allow to identify friction to
be responsible for the pattern formation, that is, the tangential interaction between contacting particles and between the
particles and the floor of the container. When particles are
in contact with the floor and other adjacent particles simultaneously, there emerges a frustrated situation in which the
particles are prevented from rolling on the floor. This effect
leads to local jamming and eventually to stripe-like pattern
formation. In the long time evolution, the stripes are unstable.
Stripes may merge as well as disintegrate.
Keywords Pattern formation · Horizontal shaking ·
Frustration effects

1 Introduction
In many situations, granular systems subjected to external
agitation have a tendency to segregate, rather than to mix.
This phenomenon is of enormous importance in industrial
applications, see [1–3] for review. When mixtures of particles differing in size, shape or material properties are agitated, a variety of pattern formation phenomena is observed,
e.g. [4–6]. The effect discussed in this paper belongs to the
class of stratification phenomena, that is, as the result of a
dynamical process, the particles arrange themselves in form
D. Krengel · S. Strobl · A. Sack · M. Heckel · T. Pöschel (B)
Institute for Multiscale Simulation, Universität Erlangen-Nürnberg,
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of stripes. Stratification in granular systems is a rather general process and can be found in various systems. The most
prominent example is stratification occurring when a mixture
of small and large particles (or particles differing in shape)
are poured from a point source to form a heap and there exists
extensive literature on this effect, e.g. [7–23], which is caused
by different angles of repose depending on the particle types
[24,25]. In geological three-dimensional systems these stratification patterns may adopt rather complex structures [7,8].
Frequently, stratification patterns can be found in geological
systems, e.g., regular stripes of stones are found on many non
vegetated alpine and polar hill slopes [26]. Albeit a variety
of mechanisms have been proposed [27], their spontaneous
formation is still unclear.
Structure formation is also observed in vertically or horizontally periodically driven shallow granular systems. In
the case of vertically vibrated granular matter the energy is
injected into the system through collision with the bottom
plate. In a certain range of driving parameters, separation
into solid-like and fluid-like regions is observed where the
phases differ significantly in density, local order and granular temperature [28–30]. Here clustering takes place due to
the increase of the dissipation rate with the increase of the
density of the granular gas [31].
For vertical excitation, particles are immobile for small
values of the driving force. When the driving force exceeds
a critical value, isolated particles begin to move. This may
happen just below the amplitude of the acceleration reaches
gravity [32]. If the driving force exceeds a second threshold,
the granular medium forms a granular gas. Between these
threshold values the gas phase is unstable and a fraction of
particles can form immobile or slowly moving clusters, possibly undergoing coarsening dynamics of Ostwald-ripening
type: small clusters disappear and large clusters grow with
time [31]. For the case of sub-monolayers, besides structure
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