Exact calculation of the overlap volume of spheres and mesh elements

Severin Strobl a,*, Arno Formella b, Thorsten Pöschel a

a Institute for Multiscale Simulation, Friedrich-Alexander-Universität Erlangen-Nürnberg, Nägelsbachstr. 49 b, 91052 Erlangen, Germany
b Department of Computer Science, Universidade de Vigo, Ourense, Spain

A R T I C L E   I N F O

Article history:
Received 2 June 2015
Received in revised form 30 January 2016
Accepted 1 February 2016
Available online 4 February 2016

Keywords:
Overlap volume
Local solid fraction
Numerical robustness
Sphere-mesh overlap

A B S T R A C T

An algorithm for the exact calculation of the overlap volume of a sphere and a tetrahedron, wedge, or hexahedron is described. The method can be used to determine the exact local solid fractions for a system of spherical, non-overlapping particles contained in a complex mesh, a question of significant relevance for the numerical solution of many fluid-solid interaction problems. While challenging due to the limited machine precision, a numerically robust version of the calculation maintaining high computational efficiency is devised. The method is evaluated with respect to the numerical precision and computational cost. It is shown that the exact calculation is only limited by the machine precision and can be applied to a wide range of size ratios, contrary to previously published methods. Eliminating this constraint enables the usage of meshes with higher resolution near the system boundaries for coupled CFD–DEM simulations. The numerical robustness is further illustrated by applying the method to highly deformed mesh elements. The full source code of the reference implementation is made available under an open-source license.

© 2016 Elsevier Inc. All rights reserved.

1. Introduction

Spherical objects are still the most commonly used primitives in a wide range of numerical simulations. Despite their alleged simplicity, particle methods often rely on spherical particles benefitting from an efficient contact detection and the availability of physically realistic force models with a relatively low numerical cost.

Due to its importance for many industrial processes, one highly active area of research is the simulation of fluidized beds [1–5]. Here, the dynamics of the individual particles can be modeled using a Discrete Element Method (DEM) which is coupled to a Computational Fluid Dynamics (CFD) simulation. The coupling between the solid and fluid phase is performed via the transfer of momentum employing a drag force [6,7] acting on the particles and a sink term in the momentum equations of the gas phase. This two-way coupling requires knowledge of the local solid volume fraction, i.e. the fraction of a certain control volume occupied by solid particles. In the simplest case, this control volume defined by the CFD discretization scheme has the shape of a cuboid. For many real world applications the CFD discretization has to use a more complex grid in order to capture the complex geometry of the system boundary, for instance of an industrial device like a Wurster-coater [8]. This then necessitates the usage of tetrahedral, wedge-shaped or hexahedral elements in the CFD mesh. The influence of

* Corresponding author.
E-mail address: severin.strobl@fau.de (S. Strobl).

http://dx.doi.org/10.1016/j.jcp.2016.02.003
0021-9991/© 2016 Elsevier Inc. All rights reserved.
the method used for the calculation of the volume fraction on the overall simulation result has been shown recently and especially the smoothness of the solution as particles enter and leave cells was identified as a crucial factor [9,10].

A different application requiring the exact calculation of the overlap volume between spheres and mesh elements is the calculation of density fields in the context of granular media. There, the exact dynamics of the individual particles is often of inferior interest, especially for systems involving millions of particles. Instead, macroscopic properties like the average density or solid fraction become the characteristic parameters describing the packing of particles in a system [11]. Often coarse graining formulations featuring a Gaussian function as a smoothing kernel are used [12]. For packings in complex geometries, however, special care has to be taken to avoid anomalies near the walls [13]. A calculation of the density using a mesh of tetrahedral or hexahedral elements perfectly aligned with the system boundaries avoids those difficulties.

Also for microscopic simulations, the calculation of the common volume of spherical particles and some mesh elements is of relevance. For the modeling of a polymer suspended in a stochastic hard-sphere fluid the exact free volume, that is, the volume not occupied by the polymer, should be taken into account [14]. This is required as the collision rate of the particles forming the fluid phase depends directly on the free volume.

These examples illustrate that the calculation of the common volume or overlap between a sphere and various typical mesh elements is an important step in different numerical simulation schemes. As shown in the next sections, however, this allegedly simple problem proves to be quite challenging in the general case. In Sec. 2, the previous work in this field is discussed, covering both exact solutions and approximations. In Sec. 3, a numerically robust approach for the exact calculation of the overlap volume between a sphere and a tetrahedron, wedge, or hexahedron is introduced. The challenges of implementing this method due to the limited floating point precision of real world computers and ways to overcome those are presented in Sec. 4. Based on this, a thorough validation of the method as well as numerical benchmarks are performed in Sec. 5.

2. Previous work

A wide range of techniques have been developed over the years to determine the spatially resolved solid fraction, ranging from smoothing methods over approximations to exact calculations. While it is beyond the scope of this work to give a detailed description of all the approaches available in the literature, a selection of the most relevant in this context will be presented. The simplest estimation of the solid fraction can be achieved independent of the shape of the mesh element by only taking the center of the sphere into account and allocating the full volume of the sphere to the corresponding element. The error of this method, however, becomes large even for moderate size ratios between the spheres and the mesh elements. Additionally, the values of the solid fraction are not smooth in dynamic systems due to jumps generated by spheres entering and leaving the individual mesh elements. A modification of this scheme is the additional smoothing between neighboring mesh elements by computing the average solid fraction for a given element and all its direct neighbors [15]. Yet it was shown that these two methods can lead to a reduced rate of convergence [10] as well as non-physical effects in some cases [9]. Thus these schemes will not be considered further and the focus is put on more advanced solutions.

In the interest of a clear presentation, first only the case of the overlap of a sphere and regular cells, that is, cuboids will be discussed. In one of the earliest works on coupled CFD–DEM simulations, the solid fraction in three dimensions was determined from the exactly calculated value for a two-dimensional system by scaling with a factor derived from comparing regular packings in two and three dimensions [3]. Another commonly used approach is the approximation of the sphere as a cube and the subsequent summation of the fractions of the cube contained in the single cuboidal mesh elements [16,17]. As shown later, this method leads to a maximum error of 20%, which can be reduced to less than 2.5% when using a third order fit achieved by numerical integration of some of the partial overlaps between the sphere and the regular mesh [18]. A fully analytical solution without any approximations for the calculation of the common volume of a sphere and a cuboid can be derived [19]. It uses a decomposition of the overlap volume in sections defined by the faces, edges, and corners of the cuboid (see Fig. 1). Some alternatives are more complex numerical integration schemes like the one proposed by Bern et al. [20], that can also handle implicitly defined surfaces. While those methods are more general in some respect due to support for non-spherical shapes, they rely on numerical integration instead of a direct analytical solution and are typically restricted to regular mesh elements.

For the case of more complex mesh elements, that is, tetrahedra, wedges, or hexahedra, often employed in modern CFD simulations in order to represent the complex boundaries of the system, a number of methods have been proposed as well. An approach independent of the shape of the mesh element is numerical integration, either on a regular grid or using Monte Carlo integration. The former corresponds to dividing the sphere into a number of cuboids and counting the number of overlaps of the center points with each individual mesh element. To reduce the computational cost, the number of discretization steps is often quite small, for example 10–20 cuboids per sphere [8]. The exact solution for this problem is quite involved and numerically and computationally challenging. The exact overlapping volume of a sphere and a tetrahedron with a common center is derived by Richards [21]. The practically more relevant case of a sphere and a tetrahedron with arbitrary relative position and size is treated in [22]. This description contains some inaccuracies and does not take into account the influence of the limited floating point precision on the robustness of the calculation. Using a similar approach, other authors [23] devised a method to calculate the exact overlap volume of a sphere and a tetrahedron, wedge, or hexahedron. This method, however, is limited with respect to the size ratio between the sphere and the mesh elements: Due to the construction of the solution, the sphere must not overlap more than one corner of any mesh element.
at a time, meaning the maximum diameter of all spheres in the system has to be smaller than the shortest edge of all elements in the mesh.

In general, this is an acceptable restriction for coupled CFD–DEM simulations as the ratio between the resolution of the CFD mesh and the particle diameter should be larger than \( \approx 1.63 \) [10]. This constraint may still lead to problems especially for complex geometries, where it might be required to locally refine the CFD grid, resulting in mesh elements smaller than the particle size. Also with the other applications described in the introduction in mind, a general method independent of the size ratio is highly desirable.

In conclusion, it can be said that the available solutions for the calculation of the overlapping volume of a sphere and a mesh element of common shape are either inherently inaccurate as they are only approximations, limited in their applicability, or lack numerical robustness. Thus, an algorithm which provides an exact result while being general enough and numerically robust is required.

3. Exact overlap calculation using decomposition

In this section, the approach to calculate the overlap volume of a sphere and an arbitrary tetrahedron, wedge, or hexahedron is described. It is possible to use the same method for tetrahedra, wedges, and convex hexahedra due to the common geometrical features, namely planar faces and vertices formed by exactly three intersecting faces. The basic entities are the same, only the numbers of vertices, edges and faces differ. As the tetrahedron is the simplest of the three geometric shapes, the basic method will be described using a sphere and a tetrahedron in order to simplify the presentation. First, the basic idea is described and the involved geometric shapes are defined. Then the full algorithm and the necessary building blocks for the exact calculation are presented. Those building blocks are then examined in detail where necessary in the following sections.

3.1. Basic idea

The overlapping volume of a sphere and a tetrahedron cannot be calculated analytically directly. Rather the volume has to be computed in multiple basic parts. This approach is similar to the one described for regular cuboids in Sec. 2 (see also Fig. 1) and is originally presented in an appendix [22]. This original presentation by Bernardaeu and van de Weygaert [22], however, contains some inconsistencies and only describes a part of the solution with the required level of detail. The influence of the limited numeric precision of real world computer systems is not taken into account, neither for the classification of the required sub-volumes of the original overlapping volume, nor the calculation of the volumes of those simpler geometric shapes. The classification and recombination of these sub-volumes constitutes the major part of the method presented here, as a single instance of an erroneous decomposition leads to a completely wrong result rather than a slight deviation in the final volume. Thus, any implementation following the original method [22] directly will lack numerical robustness, in contrast to the presented method.

The overlap calculation is trivial for two cases, namely full overlap and no overlap. Full overlap occurs either if the sphere is completely inside the tetrahedron, that is, the center of the sphere lies within the tetrahedron and no face of the tetrahedron is intersecting the sphere, or if all vertices of the tetrahedron lie within the sphere. The resulting overlap volume is the full volume of the sphere or the tetrahedron respectively. If this is not the case and no face of the tetrahedron intersects the sphere, the overlap volume is zero.

The case of partial overlap is more complicated and requires a decomposition of the overlapping volume. Independent of the relative size or position of the sphere, the initial overlap volume is always set to the full volume of the sphere. Using this as the starting value, the parts of the sphere that are outside of the tetrahedron are then subtracted subsequently by

Fig. 1. Intersection between one, two, and three half-spaces formed by the sides of a cuboid and a sphere. This corresponds to the intersection of a face (a), an edge (b), and a corner (c) with the sphere. The volume of interest which is the portion of the sphere inside of the cuboid is highlighted. (For interpretation of the colors in this figure, the reader is referred to the web version of this article.)
iterating over the faces of the tetrahedron. The idea is to subtract the volume of the caps of the sphere cut off by the planes forming the sides of the tetrahedron (compare Fig. 2(a)). Obviously, during this process certain parts of the sphere are accounted for multiple times in case the sphere intersects any edges or vertices of the tetrahedron, as shown in Fig. 2(b) and (c).

For an edge, this volume erroneously accounted for twice has the shape of a general spherical wedge. While a common spherical wedge is defined by two intersecting planes containing the center of the spheres, that is, two great circles, a general spherical wedge on the contrary does not necessarily touch the center of the sphere, see e.g. the configuration sketched in Fig. 3. When considering the overlapping volume between a sphere and a cuboid, the planes forming an edge are always perpendicular (Fig. 1(b)). This is not the case for the edges of a tetrahedron, here the angle between the two planes defining an edge is arbitrary in the range \((0, \pi)\). There is no general closed expression for the volume of such a shape, but the volume can be decomposed into two sub-volumes which in turn have exact analytical solutions. For the sake of simplicity, the term \textit{regularized general wedge} will be used for the sub-volumes. The decomposition of a general spherical wedge into two regularized spherical wedges is covered in Sec. 4.2, and the calculation of the volume of one of those volumes in Sec. 4.3.

For a vertex of the tetrahedron lying inside of the sphere (Fig. 2(c)), the situation is further complicated. As at each vertex three edges formed between the three faces are intersecting, for each vertex inside of the sphere one has to correct for the erroneously added volume of the spherical caps using three general spherical wedges. Those wedges themselves overlap one another, however, so the simple correction is not sufficient. Fig. 4 sketches the three spherical caps and the corresponding general spherical wedges defined by the pairwise intersection of the caps. The common volume of the spherical wedges is the volume outside of the tetrahedron cut out of the sphere by the three faces forming the vertex. For clarity and following the notation in previous work [22], we will refer to this shape used for the correction at vertices located inside of the sphere as a \textit{cone} from here on forward. This volume in turn can again be decomposed into two parts: a tetrahedron defined by
the vertex and the intersection points of the edges and the sphere (points \( \mathbf{v}, i_{0,1}, i_{0,2}, \) and \( i_{1,2} \) in Fig. 5) and an additional part of a spherical cap, limited by the planes defining the sides of the tetrahedron. The base plane of this spherical cap is given by the three intersection points. The three parts to be excluded from this volume are again general spherical wedges formed by the base plane and the three faces \( f_0, f_1, \) and \( f_2 \) (Fig. 5). So the total volume required for the correction at a vertex is the volume of the cone:

\[
V_{\text{cone}} = V_{\text{tetra}} + V_{\text{cap}} - \sum_{\text{faces}} V_{\text{wedge}}. \tag{1}
\]

Using this expression, the full overlap volume between the sphere and the tetrahedron is given by:

\[
V_{\text{overlap}} = V_{\text{sphere}} - \sum_{\text{faces}} V_{\text{cap}} + \sum_{\text{edges}} V_{\text{wedge}} - \sum_{\text{vertices}} V_{\text{cone}}. \tag{2}
\]

where the sums are only over the primitives of the element actually intersecting the sphere.

All partial volumes contained in Eqs. (1) and (2) except for the general spherical wedge possess simple analytical solutions. The main difficulty is the numerically stable detection of intersections and the resulting decomposition into the various sub-volumes, which is the focus of Sec. 4.1.
3.2. Algorithm

The steps required for an implementation of Eq. (2) are outlined in Algorithm 1, using as input the specification of the sphere and the mesh element. In order to optimize the computational performance of the calculation, a computationally cheap check using the axes-aligned bounding boxes (AABBs) of the sphere and the element should be added to exclude non-intersecting objects early on. Of course, this can be directly integrated into a broad-phase collision detection scheme commonly used to handle various geometric objects of different sizes.

Algorithm 1 Calculate the overlap volume of a sphere and a mesh element (tetrahedron, wedge, hexahedron).

```
1: procedure OVERLAP_VOLUME(sphere, element)
2:    // Optimization: Perform coarse collision detection using AABBs.
3:    if CONTAINS(sphere, element) then
4:        return VOLUME(element)
5:    end if
6:    M_vertices, M_edges, M_faces ← INTERSECT_PRIMITIVES(sphere, element)
7:    if M_faces = ∅ ∧ CONTAINS(element, CENTER(sphere)) then
8:        return VOLUME(sphere)
9:    else if M_vertices = ∅ ∧ M_edges = ∅ ∧ M_faces = ∅ then
10:       return 0
11:    end if
12:    V_overlap ← VOLUME(sphere)
13:    for f ∈ M_faces do
14:        V_overlap ← V_overlap - CAP_VOLUME(sphere, f)
15:    end for
16:    for e ∈ M_edges do
17:        f_0, f_1 ← FACES(e)
18:        V_overlap ← V_overlap + SPHERICAL_WEDGE(sphere, f_0, f_1)
19:    end for
20:    for v ∈ M_vertices do
21:        f_0, f_1, f_2 ← FACES(v)
22:        V_overlap ← V_overlap - CONE(sphere, f_0, f_1, f_2)
23:    end for
24:    return V_overlap
25: end procedure
```

The case of the mesh element lying fully inside of the sphere is detected via the call to contains on line 3. This check can be implemented efficiently by testing whether all vertices of the element are contained within the sphere. As mentioned above the detection of the intersecting primitives (vertices, edges, faces) is challenging due to the limited numerical precision available and thus performed in a dedicated routine intersectPrimitives (line 6) detailed in Sec. 4.1. This function returns three sets, M_vertices, M_edges, and M_faces, marking the primitives of the element which intersect the sphere. It is crucial that those sets are consistent, e.g., if a vertex is marked, so have to be all the edges and faces intersecting at this vertex. Those sets also allow for the handling of two special cases: Containment of the sphere within the element (line 7, together with a check whether the center of the sphere is inside of the element) and no intersection (line 9). The remainder of Algorithm 1 determines the overlap volume for the case of partial overlap, following Eq. (2). First, in lines 13–15 the volumes of the spherical caps cut from the sphere by the faces of the mesh element are subtracted. The next two loops perform the adjustment of the overlap volume for the parts accounted for twice at the edges (lines 16–19) and the correction for those general spherical wedges in turn at the vertices (lines 20–23). Both steps make heavy use of the function sphericalWedge calculating the volume of a general spherical wedge defined by two planes. For the edges this function is called directly, but also during the calculation of the cone volume in cone (compare Eq. (1) and Fig. 5) three calls to sphericalWedge are performed. An efficient and numerically robust implementation of this method is discussed in Sec. 4.2.

4. Numerical implementation

While in principle Algorithm 1 is relatively simple to implement, the real challenge arises from the limited numerical precision of common floating point implementations. Special care has to be taken along the implementation of every single step of the algorithm as numerical errors do not only accumulate, but can also lead to catastrophic failure of the calculation, as described in the next section. Hence, the individual functions used in Algorithm 1 have to be tuned to be numerically robust while limiting the impact on computational performance, which is the focus of the following sub-sections.

4.1. Stable intersection detection

For the implementation of Eq. (2), it is necessary to first identify the different entities of the mesh element intersecting the sphere. This means consistent sets for the intersecting vertices, edges, and faces have to be built. While for exact arithmetics this is trivial, the limited machine precision of real computer systems poses a challenge. As an example, the
configuration where a sphere just touches a single vertex of a tetrahedron will be considered. A naïve implementation would test all vertices, edges and faces of the element for a possible overlap with the sphere. Depending on the exact implementation, one possible outcome is that an intersection is detected for the vertex and two faces, but not the edge between the faces. This could result from the usage of different algorithms for the geometric primitives:

- vertex/sphere ⇒ point/sphere;
- edge/sphere ⇒ point/cylinder;
- face/sphere ⇒ point/prism, 3 × point/cylinder, 3 × point/sphere.

As a consequence, Eq. (2) would lead to a wrong result, as the volume of the spherical wedge formed by the two faces sharing the edge would not be added back, so the correction by the cone-shaped volume would lead to an invalid result. This is just one case, where a inherently inconsistent set of primitives leads to a wrong result.

As a possible solution for this problem, one might try to introduce a certain threshold \( \varepsilon \) which has to be surpassed in order for an intersection to be reported. This approach, however, just shifts the problem but does not ultimately solve it, as for any value of \( \varepsilon \) a case can be constructed that leads to the original erroneous behavior. Thus, a different approach is taken in the present implementation. Instead of testing each primitive by itself leading to duplicate tests, only the minimum number of intersection tests is performed and all other information is derived from them.

**Algorithm 2** Determine the sets of intersecting primitives (vertices, edges, faces) between a sphere and a mesh element (tetrahedron, wedge, hexahedron).

```plaintext
1: procedure INTERSECTPRIMITIVES(sphere, element)
2:   \( M_{\text{vertices}} \), \( M_{\text{edges}} \), \( M_{\text{faces}} \) ← \{ \}
3:   // Iterate over all the edges:
4:   for \( e \in \text{EDGES(element)} \) do
5:     \( l_0, l_1 \) ← \text{LINESPHEREINTERSECTION}(e, sphere)
6:     // Check for no intersection or sphere touching edge:
7:     if \( l_0 > 1 - \varepsilon \lor l_1 < \varepsilon \lor (l_0 > 0 \land l_1 < 1 \land l_1 - l_0 < \varepsilon) \) then
8:       continue
9:   else
10:     if \( l_0 < 0 \land l_1 > 1 \) then
11:       \( M_{\text{vertices}} \) ← \( M_{\text{vertices}} \cup \text{VERTICES}(e) \)
12:     else
13:       \( M_{\text{vertices}} \) ← \( M_{\text{vertices}} \cup \text{CLOSEST}(\text{sphere}, \text{VERTICES}(e)) \)
14:   end if
15: end if
16: \( M_{\text{edges}} \) ← \( M_{\text{edges}} \cup \{e\} \)
17: \( M_{\text{faces}} \) ← \( M_{\text{faces}} \cup \text{FACES}(e) \)
18: end for
19: // Check set of marked vertices for consistency:
20: for \( v \in M_{\text{vertices}} \) do
21:   if \( \text{EDGES}(v) \not\subseteq M_{\text{edges}} \) then
22:     \( M_{\text{vertices}} \) ← \( M_{\text{vertices}} \setminus \{v\} \)
23: end if
24: end for
25: // Iterate over all the faces:
26: for \( f \in \text{FACES}(e) \) do
27:   if \( \text{POLYGONSPHEREINTERSECTION}(f, \text{sphere}) \neq \emptyset \) then
28:     \( M_{\text{faces}} \) ← \( M_{\text{faces}} \cup \{f\} \)
29: end if
30: end for
31: return \( M_{\text{vertices}} \), \( M_{\text{edges}} \), \( M_{\text{faces}} \)
32: end procedure
```

A possible realization is presented in Algorithm 2, taking as input the description of the sphere and the mesh element (tetrahedron, wedge, hexahedron). The procedure starts with empty sets for the intersecting or marked vertices \( M_{\text{vertices}} \), edges \( M_{\text{edges}} \), and faces \( M_{\text{faces}} \). As a first step an iteration over all the edges of the element is performed, calculating the intersection points between the edge and the sphere. For this, the edge is expressed in terms of the two vertices \( v_0 \) and \( v_1 \) forming it as \( v_0 + t \cdot (v_1 - v_0) \). Depending on the exact configuration zero, one, or two intersection points as solutions for \( t \) may be found. Initially, the case of the edge not intersecting the sphere at all or the sphere only touching the edge is treated and the edge is ignored. In the other case, either one or both vertices defining the edge are intersecting the sphere. If both intersection points lie on the edge, both vertices are marked. If the edge contains only one of the intersection points, the vertex closest to the center of the sphere is marked on line 13. If any vertex is marked at all, so is the edge itself. And if the edge is marked, so are the faces forming it (line 17). The next section of the algorithm performs a consistency check on the marked vertices: A vertex must only be marked if the three edges intersecting at this position are marked as well. This step is required to detect and eliminate spuriously marked vertices. Finally, the intersections between the sphere and the faces of the element have to be detected using the function polygonSphereIntersection. To comply with the
previously stated goal of eliminating redundant intersection tests, only the inside of the polygon bounding the face but not the edges or corners must be tested. This concludes the algorithm to detect the intersecting primitives and the three sets of the marked entities are returned.

4.2. Volume of a general spherical wedge

As described in Sec. 3, the term general spherical wedge is used here to describe the volume cut out of a sphere by two intersecting planes forming two half-spaces, where the intersection line cuts the sphere. The planes are denoted $p_0$ and $p_1$ and defined in three-dimensional space by the points $c_0$ and $c_1$ contained in the planes and the normal vectors $n_0$ and $n_1$, respectively. For any such configuration of two intersecting planes, a third plane $p_S$ can be found which is perpendicular to both $p_0$ and $p_1$ and contains the center point $c_S$ of the sphere. The decomposition of the general spherical wedge into two sub-volumes will be described using the projection of the sphere and the planes $p_0$ and $p_1$ onto this plane (Fig. 6). The location of the points $c_0$ and $c_1$ relative to the intersection line along with the direction of the normals defines the general spherical wedge uniquely.

Depending on the relative position of the planes with respect to the center of the sphere, three different cases have to be identified and treated separately (Fig. 6(a)–(c)). The volume of the general spherical wedge can be decomposed into a combination of simpler sub-volumes according to Fig. 7. The efficient identification of the correct case for this decomposition based on the geometrical configuration is presented in Algorithm 3.

The function generalWedge requires the center and radius of the sphere, the description of the two planes and a vector $d$ as input. This vector $d$ is the separation vector from the center of the sphere to the intersection point between the common edge of the intersecting planes $p_0$ and $p_1$ and the plane containing the center of the sphere while being perpendicular to this edge. This intersection point $(c_S + d)$ is easily accessible as it lies just in the middle between the two intersection points of the line defined by the edge and the sphere. At the very beginning of the algorithm, the special case of $|d| < \varepsilon$ is handled, where $\varepsilon$ corresponds to the floating point precision of the machine. This special configuration can be treated as a common spherical wedge with the volume only depending on the radius of the sphere and the angle between the two planes. The algorithm makes use of three special functions, angle, copySign, and regularizedWedge. The first function performs a numerically robust calculation of the angle between two normalized vectors. The standard function copySign returns the absolute value of the first argument with the sign of the second argument. The last function regularizedWedge is used to process the simpler sub-volumes (Fig. 7) and is described in detail in the next section. Another noteworthy special case handled in lines 8–11 occurs when one of the planes touches the center of the sphere. This can be treated using a single call to regularizedWedge, no further subdivision of the volume is required.
Algorithm 3 Calculation of the volume of a general spherical wedge defined by two planes using a decomposition into sub-volumes according to Fig. 7.

1: procedure GENERALWEDGE(c₀, r, d₀, n₀, n₁, d)
2: Require: \( r > 0, |d| < r, c₀ \neq c₁, |n₀| = |n₁| = 1 \)
3: if \(|d| < \varepsilon\) then
4: \( \alpha \leftarrow \pi - \text{ANGLE}(n₀, n₁) \)
5: return \( \frac{4}{3} \pi r^3 \)
6: end if
7: \( s₀ \leftarrow d \cdot n₀ \)
8: \( s₁ \leftarrow d \cdot n₁ \)
9: if \(|s₀| < \varepsilon \lor |s₁| < \varepsilon\) then
10: \( \alpha \leftarrow \pi - \text{ANGLE}(n₀, n₁) \)
11: return REGULARIZEDWEDGE(\( r, |d|, \alpha, |s₀| > |s₁| ? s₀ : s₁ \))
12: end if
13: \( d \leftarrow \frac{d}{|d|} \)
14: \( d₀ \leftarrow (c₀ + d - c₀) \cdot d \)
15: \( d₁ \leftarrow (c₁ + d - c₁) \cdot d \)
16: if \( s₀ \geq 0 \land s₁ \geq 0\) then // Fig. 7(c)
17: \( \alpha₀ \leftarrow \frac{\pi}{2} - \text{COPYSIGN}(\text{ANGLE}(n₀, d), d₀) \)
18: \( \alpha₁ \leftarrow \frac{\pi}{2} - \text{COPYSIGN}(\text{ANGLE}(n₁, d), d₁) \)
19: return REGULARIZEDWEDGE(\( r, |d|, \alpha₀, s₀ \)) + REGULARIZEDWEDGE(\( r, |d|, \alpha₁, s₁ \))
20: end if
21: if \( s₀ < 0 \land s₁ < 0\) then // Fig. 7(b)
22: \( \alpha₀ \leftarrow \frac{\pi}{2} + \text{COPYSIGN}(1, d₀) \times (\text{ANGLE}(n₀, d) - \pi) \)
23: \( \alpha₁ \leftarrow \frac{\pi}{2} + \text{COPYSIGN}(1, d₁) \times (\text{ANGLE}(n₁, d) - \pi) \)
24: return \( \frac{4}{3} \pi r^3 \left[ \text{REGULARIZEDWEDGE}(r, |d|, \alpha₀, -s₀) + \text{REGULARIZEDWEDGE}(r, |d|, \alpha₁, -s₁) \right] \)
25: end if
26: \( \alpha₀ \leftarrow \frac{\pi}{2} - \text{COPYSIGN}(1, d₀ \times s₀) \times (\text{ANGLE}(n₀, d) - (s₀ < 0 ? \pi : 0)) \)
27: \( \alpha₁ \leftarrow \frac{\pi}{2} - \text{COPYSIGN}(1, d₁ \times s₁) \times (\text{ANGLE}(n₁, d) - (s₁ < 0 ? \pi : 0)) \)
28: \( v₀ \leftarrow \text{REGULARIZEDWEDGE}(r, |d|, \alpha₀, |s₀|) \)
29: \( v₁ \leftarrow \text{REGULARIZEDWEDGE}(r, |d|, \alpha₁, |s₁|) \)
30: return \( \max(v₀, v₁) - \min(v₀, v₁) \)
31: end if

Fig. 8. Projection of a regularized spherical wedge onto the plane perpendicular to the two planes defining the wedge and containing the center of the sphere. The highlighted area \( A_{\alpha}(r, d, \alpha) \) has the shape of a generalized circular sector.

### 4.3. Volume of a regularized spherical wedge

The volume of a general spherical wedge can be calculated in a single step, whenever at least one of the planes forming the wedge contains the center of the sphere (see Fig. 8). We term this geometric object a regularized spherical wedge and it is fully defined by the radius \( r \) of the sphere, the length of the separation vector from the center of the sphere \( d \) and the angle \( \alpha \).

Several analytical expressions for the volume of such regularized spherical wedges are available in the literature under various names [23–25]. They are often used in the context of calculating the intersection volume of overlapping spheres. As the accurate determination of the volume of a regularized spherical wedge lies at the very core of the whole overlap calculation, both computational efficiency and numerical stability are crucial. The previously proposed methods are not optimal in this regard. Some of the solutions [24,25] lack numerical stability for values of \( \alpha \) close to the limits of the allowed range, the version proposed by Wu et al. [23] is not optimized with respect to the computational cost. For the present implementation based on the work of Avis et al. [25], a different expression is derived by integrating the area of the projection of the spherical wedge. First, we consider the projection on the plane \( pₜ \), that is the plane perpendicular to the
two planes defining the regularized spherical wedge that also contains the center of the sphere. The projection is sketched in Fig. 8, where the area of interest is marked. This area of interest can be considered as a generalization of a circular sector, that is, a sector that does not touch the center of the circle. The area $A_{\odot}(\bar{r}, d, \alpha)$ of this sector can be calculated by subtracting the area $A_{\odot}\text{DS}$ of the triangle defined by the points $C$, $D$, and $S$ from the area $A_{\odot}\bar{r}\beta$ of the sector defined by $\bar{r}$ and the angle $\beta$:

$$A_{\odot}(\bar{r}, d, \alpha) = \frac{1}{2} \left[ \alpha - \arcsin\left(\frac{d}{\bar{r}}\right) \right] \bar{r}^2 - \frac{a}{2} \left( \sqrt{\bar{r}^2 - a^2} - \sqrt{d^2 - a^2} \right), \quad \text{with } a = d \sin(\alpha).$$

In order to get the volume $V_{\odot}(r, d, \alpha)$ of the regularized spherical wedge, the area $A_{\odot}(\bar{r}, d, \alpha)$ can now be integrated over the height of the sphere, that is, in the direction perpendicular to the projection plane used in Fig. 8. It should be noted that $\bar{r}$ in Eq. (3) then becomes a function of the radius of the spherical wedge $r$ and the height $h$ i.e. the distance of the projection plane from the center of the sphere:

$$V_{\odot}(r, d, \alpha) = \int_{\sqrt{r^2 - d^2}}^{\sqrt{r^2 - h^2}} A_{\odot}\left(\sqrt{r^2 - h^2}, d, \alpha\right) dh$$

$$= \int_{0}^{\sqrt{r^2 - d^2}} \left[ \alpha - \arcsin\left(\frac{a}{\sqrt{r^2 - h^2}}\right) \right] (r^2 - h^2) - \frac{a}{2} \left( \sqrt{r^2 - h^2} - \sqrt{d^2 - a^2} \right) dh$$

$$= \frac{1}{3} a \sqrt{r^2 - d^2} \sqrt{d^2 \left[1 - \sin^2(\alpha)\right]} + a \left(\frac{1}{3} a^2 - r^2\right) \arctan\left(\frac{\sqrt{r^2 - d^2}}{\sqrt{d^2 - a^2}}\right) +$$

$$\frac{2}{3} \bar{r}^3 \arctan\left(\frac{a \sqrt{r^2 - d^2}}{r \sqrt{d^2 - a^2}}\right), \quad \text{with } a = d \sin(\alpha).$$

By combining common terms and choosing mathematically equivalent but numerically more robust expressions for some terms, the volume of the spherical wedge can be calculated as:

$$V_{\odot}(r, d, \alpha) = \frac{1}{3} a b c + a \left(\frac{1}{3} a^2 - r^2\right) \arctan\left(\frac{b}{r}\right) + \frac{2}{3} \bar{r}^3 \arctan\left(\frac{b \sin(\alpha)}{r \cos(\alpha)}\right),$$

with $a = d \sin(\alpha), \quad b = \sqrt{r^2 - d^2}, \quad c = d \cos(\alpha).$ (5)

This expression was tuned for numerical robustness, so it not necessary to handle edge cases like $d \to 0$ explicitly, as long as the standard atan2 function providing an increased numerical stability compared to atan, especially for angles close to $\frac{\pi}{2}$, is used. In contrast to the original equation, Eq. (5) requires the evaluation of both the sine and cosine of $\alpha$, however this can be done efficiently using the commonly available math function sincos and is automatically optimized by many compilers. As Eq. (5) is only valid for the case of $\alpha \in [0, \frac{\pi}{2}]$, for values of $\alpha \in (\frac{\pi}{2}, \pi]$ the volume has to be calculated as the volume of a spherical cap with height $h = r - d \sin(\alpha)$ minus the volume of a regularized wedge with an angle $\alpha' = \pi - \alpha$.

4.4. Handling of edge cases

Certain sections of Algorithm 1 are more susceptible for numerical errors than others. An especially critical step in the algorithm is the precise calculation of the volume of the “cone” formed by the edges intersecting at a vertex laying within the sphere (Figs. 4, 5). If the vertex is close to the surface of the sphere, the cone can degenerate in multiple ways. In case of the intersection points of the edges collapsing to a single point, the cone volume can be neglected altogether. More difficult to handle is the case of two of the three intersection points coinciding numerically. The resulting volume has the shape of a general spherical wedge, a case which has to be detected and handled correctly explicitly. Besides these extreme cases, especially for larger size ratios between the sphere and the mesh element, the distances from the vertex to the three intersection points of the edges and the sphere can be of different magnitudes, leading to a large numerical error in calculating the normal of the triangle formed by the intersection points. As the exact direction of this normal has a grave influence on the total numerical error, special care has to be taken. To limit the loss of precision in calculating this normal vector, those calculations are not performed using the standard 64 bit of double precision floating point variables. Instead an efficient software emulation of quadruple precision (128 bit) is employed [26]. As the numerically robust calculation of the normal vector requires only floating point additions and multiplications, both operations extremely cheap on modern CPUs, the overhead of this modification on the total volume calculation can be neglected.
4.5. Non-planar faces of mesh elements

While Algorithm 1 can be used not only for tetrahedra but also for wedges and convex hexahedra, one problem remains: Especially for wedges or hexahedra generated by common meshing tools, the faces formed by four vertices might not be perfectly planar. This means, these vertices might not be contained in a single plane by a tiny margin. While this is not problematic in most cases, for the overlap calculation even these very small differences may become significant. This is due to the fact that while some parts of the algorithm use the faces and the corresponding normals, other parts use the edges between them. Therefore, the calculations involving the spherical caps, the general spherical wedges, and the “cones” use slightly different geometries, leading to errors which become significant for larger ratios between the sizes of the mesh element and the sphere. In case such imperfect elements are to be handled, it may be advisable to subdivide the individual wedges or hexahedra into the corresponding tetrahedra [27] and perform sphere-tetrahedron overlap calculations.

5. Validation and benchmarking

With all the building blocks necessary to solve Eq. (2) at hand, the quality of the solution both in terms of numerical precision and computational efficiency is evaluated. Due to the nature of the solution using a decomposition into many sub-volumes, it is vital to test as many edge cases as possible to identify potential catastrophic failures of the algorithm. At the same time the computational performance should not be neglected, as any potential use case of the method requires a large number of calls to the overlap calculation routine, possibly in every time step.

5.1. Validation

The first set of tests is used to validate the implementation of Algorithm 1 for hexahedra, wedges and tetrahedra. As it is only possible to calculate the overlap volume directly for very simple configurations involving carefully aligned regular mesh elements, the correct result is unknown a priori for less trivial setups. Thus a different approach is taken, using multiple mesh elements and a single, randomly placed sphere with varying radius.

The initial mesh consists of equally sized regular cuboids with an edge length of unity centered at the origin. The number of mesh elements is determined by the radius \( r \) of the sphere with \( r \in [5 \times 10^{-2}, 2 \times 10^{1}] \). The radius of the sphere is varied within those limits using 40 logarithmically equally spaced intervals. For each realization, a mesh is generated covering at least the volume \([-0.5 + r, 0.5 + r]^3\), leading to a minimum of 27 and a maximum of 68,921 hexahedra. The position of the sphere center is randomly chosen inside of the central element. An example configuration is depicted in Fig. 9(a).

For each value of the radius 100,000 sample points are generated, leading to a total of \( 4.1 \times 10^6 \) test configurations. The chosen setup ensures that the sphere is always fully contained within the generated mesh. This allows the comparison of the combined overlap of the sphere with all elements of the mesh with the exact result, the full volume of the sphere. While this method does not provide a way to validate the overlap volume calculated for the individual mesh elements, due to the random placement and complexity of the involved calculations it is assumed that potentially occurring errors for single mesh elements do not cancel out, but lead to an overall erroneous result. It should be noted that for small radii there is a relatively high probability for the sphere to be fully contained within the central mesh element(s). The whole setup, however, corresponds to what would typically be encountered in a simulation, so no attempt is made to artificially modify the probability to encounter one of those special cases.

In order to also test the overlap calculation for wedges and tetrahedra, each element in the hexahedral mesh is divided into multiple sub-elements. For the mesh containing only wedge-shaped elements, each hexahedron is divided into two wedges. To achieve a maximum of test coverage created by different relative positions of the geometric objects, multiple
tetrahedral meshes are constructed. The first two are simple decompositions of the hexahedral elements into five or six tetrahedra each, while preserving the vertex positions [27], resulting in 135 to 344,605 and 162 to 413,526 elements. To further stress the implementation, two additional refined meshes are generated by splitting each tetrahedron into four smaller tetrahedra. This gives a total of six meshes covering an identical volume with different individual elements.

For each test configuration and each mesh, the sum of the overlapping volume between the single mesh elements and the sphere is calculated and compared to the exact result, the full volume of the sphere. As the goal is to validate the correctness of our method, the error over all realizations for each radius is recorded, corresponding to the worst-case behavior. The maximum of the absolute value of this error between the calculated overlap volume and the correct value relative to the volume of the sphere is depicted in Fig. 10. The error for all meshes clearly depends strongly on the radius, which is understandable from the way the overlap volume for the individual mesh elements is calculated: Following the algorithms detailed in Sec. 3, the overlap is determined by combining various sub-volumes of the sphere outside of the mesh element. So, for combinations of a mesh element and a sphere with a size ratio strongly differing from unity, geometric entities of very different dimensions have to be handled. This leads to calculations involving values from a rather wide interval of floating point numbers, resulting in a general loss of precision. For small spheres, the maximum error forms a plateau determined by the machine precision ($\approx 10^{-16}$ for values near unity), while for larger radii, the effects of numerical errors become clearly visible. Nevertheless, the maximum relative error in the calculation is well below $10^{-11}$, even for spheres 40 times as large as the mesh elements, showing the high quality of the described solution and implementation. For practical applications, the region of a size ratio of unity is most relevant, where the maximum error is of the order of $10^{-14}$.

The second test setup uses a configuration almost identical to the one described above with the difference of an additional shearing of the original hexahedral mesh in one direction (Fig. 9(b)). This leads to angles between the sides of a single hexahedron other than $\pi$, aiming to uncover any problems with acute and obtuse angles in the handling of hexahedra, while for the other mesh types the more extreme angles occurring serve as an additional stress test. A set of 10 different shearing angles $\theta \in \{0, \frac{\pi}{2}, \pi, \frac{3\pi}{2}, 2\pi\}$ are tested, with $\theta = 0$ corresponding to no shearing, that is, the case examined in the previous test configuration. The angle is incremented in steps of $10^\circ$, and the special case of $\theta = \frac{\pi}{2}$ is added to the set of tested parameters.

The results for the maximum error for all six meshes in this test case are comparable to the ones obtained for the undeformed meshes. The qualitative behavior is the same for all types of mesh elements, so in Fig. 11 only the results for the sheared hexahedral mesh are shown. For small size ratios, that is, $r \in \{5 \times 10^{-2}, 2 \times 10^{-1}\}$ and large shearing angles ($\theta > \frac{\pi}{2}$), the maximum error is larger but of the same order of magnitude, whereas no effect is observable for smaller angles. For arbitrary angles above the relative radius of $r = 2 \times 10^{-1}$ the deviation is not significant. So a quantitative difference can only be identified for small size ratios and large shearing angles. From this we conclude that the additional shearing does not lead to a significant increase in the error for any of the examined meshes. With this, the presented implementation is considered numerically robust independent of the exact shape of the elements. Of course, degenerated mesh elements can still lead to larger errors, but any simulation is vulnerable to such configurations and a lot of effort is typically put into avoiding those situations in the first place.
5.2. Benchmarking

After verifying the basic correctness of the implementation in the previous section, the computational performance of the reference implementation of Algorithm 1 is examined next. All benchmark runs are performed on a typical workstation with an Intel Core i7-4771 CPU running at a base frequency of 3.5 GHz. The code is compiled using the GNU C++ compiler in version 4.9.3.

The setup used for the benchmarks is identical to the configuration used for the validation in Sec. 5.1. Again, a sphere of varying radius $r \in [0.1, 1.0]$ is placed in the central unit hexahedron and the overlapping volume with all elements in the mesh is calculated. The time for the evaluation of the total overlap volume is recorded and averaged over 10 000 samples. This configuration is representative for systems where the size of the spherical particles is below the average size of the mesh elements. The average run time for the different mesh types (hexahedra, wedges, and tetrahedra) over the size ratio is plotted in Fig. 12. Of course, both the radius of the sphere and the specific mesh have a significant influence on the average runtime. Both effects are easily understood when considering the number of partial overlaps for each configuration: The relative size ratio determines how many elements are intersecting the sphere. For very small spheres, it is likely that the sphere is fully contained within a single element, allowing the handling of this special case in Algorithm 1 to dramatically reduce the computation time. This case, however, becomes highly unlikely or even impossible as the sphere grows relative to the size of the mesh elements, leading to the strong increase in the average runtime. It should be noted that the differences in runtime for different meshes at equal size ratio are not an effect of the element geometry, but rather the fact that for the meshes generated by decomposition a larger number of mesh elements overlap the sphere.

The timing results show that the performance of the exact method makes it a viable candidate for typical application scenarios. For a ratio between the side length of the hexahedra and the sphere diameter of $\frac{1}{\sqrt{2}} \approx 1.7$, the calculation of the overlap volume for a single sphere takes about $5.8 \times 10^{-6}$ seconds on average on our test system. This is near the lower limit of the size ratio as recommended for typical CFD–DEM coupling schemes [10]. Assuming a system size of 45 000 particles, a figure common for coupled CFD–DEM simulations [8], this would lead to an average runtime of the exact volume calculation of less than 0.3 seconds on a single core of the CPU used for our benchmarks. This is clearly an acceptable value for most coupling schemes and can be further reduced by exploiting the inherent parallelism of the problem.

6. Conclusions

Extending previously published works [22,23] an algorithm is described to calculate the exact overlap volume between a sphere and a mesh element with the shape of a tetrahedron, wedge, or hexahedron. The presented approach is specifically tuned for numerical robustness and common pitfalls and ways to avoid those in an implementation are discussed. A thorough validation using randomized configurations is performed, showing the high quality of the solution over a wide range
of size ratios. Benchmarks of customary configurations highlight the benefits of the exact solution, providing a precise result while maintaining the high computational performance.

The full C++ source code for the exact calculation of the overlap volume of a sphere and a mesh element is available under the terms of the GNU General Public License version 3 at https://github.com/severinstrobl/overlap.

Acknowledgements

The authors would like to acknowledge the funding of the Deutsche Forschungsgemeinschaft (DFG) through the Cluster of Excellence Engineering of Advanced Materials. The work was partly executed at the Centro de Investigación, Transferencia e Innovación (CITI), Ourense, Spain.

References


